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Abstract

In the past few years, facial expression recognition has made great progress because of the
development of convolutional neural networks. However, the features learned only using
the softmax loss are not discriminative enough for highly accurate facial expression recog-
nition in the wild, especially for the compound facial expression recognition. To enhance
the discriminative power of the learned features, we propose the separate loss for both basic
and compound facial expression recognition in the wild in this paper. Such loss maximizes
intra-class similarity while minimizing the similarity between different classes. The qual-
itative and quantitative analysis shows that the features learned using such loss function
are characterized by intra-class compactness and inter-class separation. Experiments are
performed on two databases in the wild and the proposed method achieves state-of-the-
art results on both basic and compound expressions. Furthermore, another two databases
are used to perform cross database experiments to show the generalization ability of our
method.
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1. Introduction

Facial expression is an important way to convey emotions and plays an significant role in
human’s daily communication. According to Mehrabian and Ferris (1967), facial expression
is more effective in emotion transmission than verbal and vocal signals. Because of the ef-
fectiveness and convenience, facial expression recognition has become an important method
to detect emotions and has been widely used in human-computer interaction, health-care,
driver safety and so on.

The first work (Suwa, 1978) on automatic facial expression recognition was published in
1978. Since then, many researchers have been working on efficient and accurate facial ex-
pression recognition methods (Lyons et al., 1998; Gu et al., 2012; Happy and Routray, 2015;
Martinez et al., 2017). There are two kinds of environments of facial expression recognition.
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The first one is in the lab and the other one is in the wild. In the first few years, researchers
focused on facial expression recognition in the lab. In the lab-control environment, the
facial images are usually posed and with fixed perspectives. Some databases have been pro-
posed for facial expression recognition in the lab, such as CK+ (Kanade et al., 2000; Lucey
et al., 2010), MMI (Pantic et al., 2005), and JAFFE (Lyons et al., 1998). Facial expres-
sion recognition in the wild is more challenging because the facial images are in arbitrary
illuminations, poses and perspectives. From a practical point of view, it makes more sense
to study facial expression recognition in the wild. As a result, more and more researchers
devoted themselves to facial expression recognition in the wild. Some databases in the wild
have also been collected, such as RAF-DB (Li et al., 2017) and AffectNet (Mollahosseini
et al., 2019).

Most of the past works (Lyons et al., 1998; Pantic et al., 2005) focused on the six basic
emotions, i.e. happiness, surprise, anger, sadness, fear and disgust, which were proposed
by Ekman (1993). Such basic emotions are usually used together with the neutral emotion.
However, Some facial expressions are complex and can not be simply classified as one basic
emotion. As a result, Du et al. (2014) proposed compound emotions, which were combined
by more than one basic emotion. Some samples of the 6 basic expressions with neutral
expression and the 11 compound expressions are shown in Figure 1. Recognizing compound
facial expressions in the wild is more challenging than basic expressions due to the subtle
changes of emotions.
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Figure 1: Basic and compound facial expression samples from different databases. HS,
HD, SF, SA, SS, SD, FA, FS, AS, AD, DS are abbreviations of Happily Sur-
prised, Happily Disgusted, Sadly Fearful, Sadly Angry, Sadly Surprised, Sadly
Disgusted, Fearfully Angry, Fearfully Surprised, Angrily Surprised, Angrily Dis-
gusted, Disgustedly Surprised, respectively.

Extracting discriminative features is important for efficient facial expression recognition
algorithms. In the early years, researchers usually use manually designed features, such as
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Local Binary Pattern (LBP) (Zhao and Pietikainen, 2007) and Local Directional Number
(LDN) features (Rivera et al., 2013), for facial expression recognition. Such features are
effective for lab-controlled facial images because the number of them is small and the im-
age quality is good. However, due to the increase in the amount and complexity of facial
images in the wild, manually designed features can not meet the requirements. Thanks to
the development of deep learning techniques, this problem is partly solved. Deep learning
techniques, especially the Convolutional Neural Network (CNN), automatically learn fea-
tures from the training data other than use the manually designed features. The CNN is
optimized by loss functions. Accordingly, the design of the loss function is crucial for the
CNN to learn discriminative features. The softmax loss function is the most commonly
used loss, which is very effective for uncomplicated classification tasks. However, the facial
images in the wild are complex. The features learned only using the softmax loss are not
discriminative enough for highly accurate facial expression recognition in the wild, especially
for the compound facial expression recognition. To enhance the discriminative power of the
learned features, we propose the separate loss function for facial expression recognition in
the wild in this paper. Such separate loss is used together with the softmax loss to learn
discriminative features. In addition to the wildly researched basic facial expressions, the
rarely studied compound facial expressions are also considered. The main contributions of
this paper are as follows.

(1) To learn discriminative features, the separate loss is proposed for both widely studied
basic facial expressions and rarely studied compound facial expressions.

(2) The separate loss consists of the inter-class term and the intra-class term, which
are used to maximize intra-class similarity and minimize the similarity between different
classes, respectively. The values of such two terms are commensurate so that they can be
added together without the need of any balance hyper parameters.

(3) The results of the qualitative and quantitative analysis indicate the effectiveness of
the proposed loss function. We also perform both independent database and cross database
experiments. The experiment results show that the proposed method achieves state-of-the-
art performance and possesses good generalization ability.

The rest of the paper is organized as follows. Section 2 presents a review of related
works. In Section 3, the loss function is introduced, including the overview of the recogni-
tion method, the learning process and the qualitative and quantitative analysis. Section 4
describes the experiments and result discussions. Section 5 concludes the paper.

2. Related Works

2.1. Facial expression recognition in the lab

Since only a part of facial patches are active for facial expressions (Zhong et al., 2012),
some researchers tried to use some active patches for facial expression recognition. Zhong
et al. (2012) defined some common and specific patches. The common patches were used to
recognize all expressions while the specific patches were used for only a particular expression.
Such patches were located by the proposed two-stage multi-task sparse learning framework.
The size of patches was fixed in Zhong et al. (2012). Zhong et al. (2015) promoted this work
using multi-scale active patches instead of the ones with fixed size. Inspired by Zhong et al.
(2012), Happy and Routray (2015) selected 19 patches around eyes, nose and mouth for
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facial expression recognition. For each patch, LBP features were extracted to train Support
Vector Machines (SVMs). For each pair of expressions, a classifier was trained and the top-4
patches were obtained to distinguish such pair of expressions. Sun et al. (2018a) chose three
patches around facial organs and explored the proper size of these patches. Decision level
fusion was used to obtain the final recognition result from these three patches.

Some researchers used the whole face instead of facial patches. Lopes et al. (2017)
applied some pre-processing techniques such as rotation correction and intensity normal-
ization to extract expression specific features from facial images and explored the presenta-
tion order of the samples during training. Zhang et al. (2017) proposed a deep evolutional
spatial-temporal network for facial expression sequences recognition. Specially, a part-based
hierarchical bidirectional recurrent neural network and a multi-signal convolutional neural
network were proposed to learn the temporal information and spatial information. The
fused spatial-temporal network achieved state-of-the-art performance for facial expression
sequence recognition.

2.2. Facial expression recognition in the wild

Facial expression recognition in the wild is much challenging than that in the lab. Most of
the methods are based on the deep learning technique, especially the CNN. Feature fusion
and attention mechanisms are used by researchers to improve the performance.

Pons and Masip (2017) suggested that fusing some CNN for facial expression recognition
can outperform individual CNN classifiers. In Pons and Masip (2017), two kinds of baseline
architectures, i.e. CNN-4L and VGG-16 (Simonyan and Zisserman, 2015), were used. 72
and 64 individual models were trained based on different configurations using CNN-4L and
VGG-16, resectively. A CNN model was proposed to fuse all the individual models. Ex-
periments showed that the accuracy of the proposed method was significantly higher than
other methods. Ji et al. (2019) proposed a network that consists of an intra-category com-
mon feature representation channel and an inter-category distinction feature representation
channel. The two channels were weighted fused by a fully connected network. This fusion
method achieved state-of-the-art performance.

Attention mechanisms help the CNN models to focus on the important features. Li
et al. (2018) proposed a patch gated CNN for facial expression recognition. To learn the
local features, 24 patches were selected according to facial landmarks. A patch gated unit
with an attention net is designed to extract the features of each patch. The features of all
patches are weighted fused for facial expression recognition. As a promotion, global-local-
based CNN (Li et al., 2019) was proposed by adding the whole face area to patch gated
CNN. Sun et al. (2018b) proposed a CNN model with visual attention to learn the region of
interest for facial expression recognition. The experimental results showed the effectiveness
of the attention model.

2.3. Loss functions

The loss function is very important for deep models. Wen et al. (2016) proposed the
center loss for face recognition. Such loss can learn the center of deep features for each
class and minimize the distances between the deep features and their corresponding class
centers. Some researchers promoted the center loss in facial expression recognition since its
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effectiveness. Li et al. (2017) proposed the Locality Preserving (LP) loss. Such loss, together
with the softmax loss, can preserve the locality closeness while maximizing the inter-class
scatters. The center for LP loss is calculated by k nearest neighbors instead of all samples
of one expression. In Li and Deng (2019), the LP loss was averaged by the number of
training data. Cai et al. (2018) proposed island loss by adding the inter-class factor to the
center loss. The island loss can reduce the intra-class variations and enlarge the inter-class
differences. The values of the center loss and new added factor are not commensurate. As
a result, a hyper parameter is added to balance them. Such hyper parameter is usually set
empirically and needs lots of experiments to verify the value of it.

3. Facial Expression Recognition Using Separate Loss

3.1. Overview of the recognition method
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Figure 2: The structure of Resnet18 for facial expression recognition. N is the number of
classes of expressions. The softmax loss and separate loss are calculated from the
output layer and the layer before the last layer, respectively.

We use the ResNet18 (He et al., 2016) to extract features for facial expression recogni-
tion, the structure of which is shown in Figure 2. The CNN takes RGB images as input
data and outputs the predicted label of facial expression. There are 7 units and 11 units
in the output layer for the basic expressions and the compound expressions, separately. In
this paper, both the proposed separate loss and the softmax loss are used to optimize the
CNN model. The softmax loss is used to minimize the error between output labels and
target labels, whcih is calculated from the last layer. The separate loss is used to guide the
features and is calculated from the last pooling layer, i.e. the layer before the last layer.

3.2. Separate loss

Some notations are used in this paper. Rd denotes the set of d-dimension column vectors.
xi ∈ Rd is the feature of the ith sample and yi is the label. X = {x1,x2, ...,xn} is the set
of deep features and Y = {y1, y2, ..., yn} is the set of labels. Let ci be the center of features
with label yi. xT

i is the transform of xi. Ls and Lsep are the averaged softmax loss and
separate loss, respectively. ‖xi‖2 is the L2 norm of xi.
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The separate loss consists of two parts, i.e. the intra-class loss and the inter-class loss.
Both of the them are based on normalized cosine similarity described by Equation (1).

Sim(a1,a2) =
1

2

(
aT
1 a2

‖a1‖2 ‖a2‖2
+ 1

)
, (1)

where a1,a2 ∈ Rd are two nonzero vectors and Sim(a1,a2) ∈ [0, 1].
The normalized intra-class loss and inter-class loss are written as Equations (2) and (3),

respectively.

Lintra = 1− 1

2m

m∑
i=1

(
xT
i cyi

‖xi‖2 ‖cyi‖2
+ 1

)
, (2)

Linter =
1

2|S|(|S| − 1)

∑
k∈S

∑
j∈S,
j 6=k

(
cTk cj

‖ck‖2 ‖cj‖2
+ 1

)
, (3)

where m is the batch size, S = {1, 2, ..., s} is the set of classes and |S| is the size of it. In
the training stage, Lintra and Lintra are minimized so that the features in the same class
become more similar and those in different classes become dissimilar.

From Equations (1), (2) and (3), we obtain that Lintra ∈ [0, 1] and Linter ∈ [0, 1], which
means that the two loss functions are commensurate. As a result, we do not need a hyper
parameter to balance the two loss functions when they are added together. The proposed
separate loss is written as

Lsep = Lintra + Linter (4)

The back propagation and the center update are two key steps in the training stage
using separate loss. In the back propagation process, the gradient of the separate loss with
respect to xi is as follow.

∂Lsep
∂xi

= − 1

2m

(
1

‖xi‖2 ‖cyi‖2
cyi −

xT
i cyi

‖xi‖32 ‖cyi‖2
xi

)
(5)

The centers are updated according to both Lintra and Linter. Let ∆cj,intra and ∆cj,inter
be the increments of cj caused by Lintra and Linter, respectively. ∆cj,intra and ∆cj,inter are
computed using Equations (6) and (7), respectively.

∆cj,intra = − 1

2m (1 +
∑m

i=1 δ(yi, j))

m∑
i=1

δ(yi, j)

(
1

‖xi‖2 ‖cj‖2
xi −

xT
i cj

‖xi‖2 ‖cj‖
3
2

cj

)
(6)
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1
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(
1

‖ck‖2 ‖cj‖2
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‖ck‖2 ‖cj‖
3
2

cj

)
(7)

where δ(yi, j) = 1 if yi = j and δ(yi, j) = 0 if yi 6= j. Then, we can use Equation (8) to
update the centers.

ct+1
j = ctj − α(∆ctj,intra + ∆ctj,inter) (8)
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where α is a learning rate of the centers.
In this paper, the separate loss is used together with the averaged softmax loss. A

weight λ is applied to balance such two loss functions. Equation (9) shows the overall loss
function. The training steps are introduced in Algorithm 1 in detail.

L = Ls + λLsep (9)

Algorithm 1: Training steps using the separate loss

Input: The training set X , the target set Y, the learning rate η and α for CNN and
centers, the batch size m, maximum iteration steps T , the hyper parameter λ.

Output: parameters W of the network, parameters θ of the softmax layer.
for t=1 to T :

calculate the overall loss using Equation (9): L = Ls + λLsep,

update the parameters in the softmax layer: θt+1 = θt − η ∂L
t
s

∂θt ,

update the centers using Equation (8): ct+1
j = ctj − α(∆ctj,intra + ∆ctj,inter),

calculate the back propagation error: ∂Lt

∂xt
i

= ∂Lt
s

∂xt
i

+ λ
∂Lt

sep

∂xt
i

,

based on the back propagation error, update the parameters of the network

according to the chain rule: W t + 1=W t-η ∂Lt

∂W t =W t-η ∂L
t

∂xt
i

∂xt
i

∂W t .

end for

3.3. Analysis and discussion

Qualitative analysis. To evaluate the function of the separate loss, we visualize the
features learned on RAF-DB using the t-sne (Der Maaten and Hinton, 2008) algorithm, as
shown in Figure 3. Figures 3(a) and 3(b) show the features learned using the softmax loss
and the separate loss, respectively. Compared with the features in Figure 3(a), those in
Figure 3(b) are more discriminative and the features in the same class are more close.

Quantitative analysis. To show the effectiveness of the proposed loss accurately, we
calculate the inter-class and intra-class similarity, which is shown in Table 1. In Table 1,
NE, HA, SA, SU, FE, AN and DI are short for neutral, happy, sad, surprise, fear, anger
and disgust, respectively. The intra-class similarity of expression yi is the average value of
the cosine similarity between the features labeled yi and their centers ci. The inter-class
similarity is the average value of cosine similarity between the centers of different classes.
Compared with the intra-class similarity of each expression using the softmax loss, the
intra-class similarity using the separate loss is bigger in most cases, as well as the average
intra-class similarity. These results show that the features of the same class are more
concentrated using the separate loss. The average inter-class similarity using the separate
loss is much lower than that using the softmax loss, which indicates that the separate
loss is helpful to distinguish the features from different classes. We also compute the true
centers by averaging the representations of each class and output the learned centers. The
similarities between the true and learned centers are computed in each epoch. In the first
epoch, the similarities for the seven classes are 0.72, 0.78, 0.63, 0.60, 0.48, 0.51 and 0.57,
respectively, which enjoy an increase with the rise of iterations. Specially, the similarities
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(a) softmax loss (b) softmax loss and separate loss

Figure 3: Visualization of the features learned on the RAF-DB database. The 4 and 5
with different colors are the learned centers and true centers, respectively.

Table 1: Inter-class and intra-class similarity

Loss NE HA SA SU FE AN DI
average

intra-classs
average

inter-classs

Ls 0.92 0.93 0.92 0.93 0.92 0.93 0.91 0.92 0.89
Ls+Lsep 0.96 0.97 0.95 0.95 0.89 0.92 0.91 0.94 0.75

reach 0.99, 1.00, 0.99, 0.96, 0.66, 0.91 and 0.86, respectively, after arriving at the maximized
epoch. The result shows that the learned centers can automatically approximate the true
ones, as shown in Figure 3(b).

Discussion. Although the separate loss shares the main idea with Linear Discriminant
Analysis (LDA), i.e., intra-class compactness and inter-class separation, they are different.
LDA is usually used to classify samples or reduction the dimensionality of features. However,
the separate loss is used as a object function to optimize deep models. Moreover, LDA
optimizes a function defined by intra-class and inter-class scatter matrices, while our loss
optimizes intra-class and inter-class similarities directly.

4. Experiments and Results

4.1. Databases

We use four databases to evaluate the performance of the proposed method. Some samples
from these databases are shown in Figure 1. The RAF-DB (Li et al., 2017) database contains
about 30,000 facial expression images with basic emotions from the real word. In this paper,
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12,271 images are used for training and 3,068 images are used for testing. In addition to
the basic expression images, there are 3162 training images and 792 testing images with
compound emotions in the RAF-DB database. These images are also used in this paper.

The AffectNet (Mollahosseini et al., 2019) database is the largest facial expression
database in the wild, which contains more than 1,000,000 facial images collected from the
internet. We use the manually labeled images with basic expressions in this paper, including
283,901 training images and 3,500 testing images.

There are 327 labeled facial expression sequences in the CK+ (Kanade et al., 2000)
database. In this paper, we eliminate 18 sequences which are labeled as contempt because
such expression is not widely used. For each of the rest 309 sequences, we use the last frame
as the target expression and select the first frame of each sequence as the neutral expression.

The MMI (Pantic et al., 2005) database consists of 205 labeled sequences with frontal
faces. In each sequence, the middle frame is with peak expression while the first and last
frames are with a neutral expression. We extract the first frame as the neutral expression
and the middle frame as the labeled expression.

4.2. Experiment settings

In this paper, the pre-trained weights on ImageNet are used to initialize the ResNet18.
We use the stochastic gradient descent algorithm to train the model. The batch size and
initial learning rate are set as 100 and 0.01 respectively. Because the numbers of training
images are different in the RAF-DB and AffectNet databases, some hyper parameters are
set differently for them. For AffectNet, the max iteration epoch is set as 20 and the learning
rate reduces to one tenth every 5 epoches. For RAF-DB, we set the max iteration epoch as
60 and the learning rate reduces to one tenth every 20 epoches. We conduct experiments
by setting lambda to values ranging from 0.1 to 1.1 with a step of 0.1. The accuracies are
85.79%, 85.82%, 86.05%, 85.92%, 85.98%, 85.85%, 86.21%, 86.15%, 86.38%, 86.18% and
86.08%, respectively, as shown in Figure 4. It shows that lambda locating in [0.7,1] can
ensure to obtain a satisfactory performance and the best result is obtained by λ = 0.9.
Therefore, λ = 0.9 is used for the rest experiments. All the experiments are performed on
a server with two TITAN Xp GPUs. It takes about 31 minutes to obtain the optimized
model on RAF-DB and 4.3 hours on AffectNet.

4.3. Independent database experiments

We use the RAF-DB (basic and compound) database and the AffectNet database to eval-
uate the proposed loss function and the experiment results are shown in Table 2. For the
basic expressions, the proposed separate loss achieves an accuracy of 86.38% on the RAF-
DB database and 58.89% on the AffectNet database. For the compound expressions, the
accuracy is 58.84% using the separate loss.

Table 2 also shows the comparison between the existing methods and our method. Li
and Deng (2019) proposed the locality preserving loss to make the features more close in the
same class. Li et al. (2018, 2019) used both local and global feature to improve the accuracy.
Compared with these methods, our method achieves better performances for both basic and
compound expressions. This is because that both the inter-class and intra-class similarities
are considered in the separate loss. Therefore, the learned features are characterized by
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Figure 4: The accuracies on RAF-DB using different values of λ.

intra-class compactness and inter-class separation, which is conducive to facial expression
recognition.

Compared with the results using the softmax loss, those using the separate loss are
better. For the basic expressions, the accuracies increase by 0.72% and 0.52% on RAF-DB
and AffectNet. The accuracy increases by 1.9% on the compound expressions compared
with that of the baseline. These results also indicate the effectiveness of the proposed
separate loss.

Table 2: Accuracy on independent databases (%)

method
RAF-DB

compound
RAF-DB

basic
Affectnet

DLP-CNN (Li and Deng, 2019) 57.95 84.13 /
PG-CNN (Li et al., 2018) / 83.27 55.33
gACNN (Li et al., 2019) / 85.07 58.78

ResNet18+Ls(baseline) 56.94 85.66 58.37
ResNet18+Ls+Lsep 58.84 86.38 58.89

The confusion matrix is used to show the performance on each expression. The confusion
matrices for basic and compound expressions are shown in Figures 5 and 6, respectively.
The images in RAF-DB and AffectNet are imbalanced for different facial expressions. From
Figures 5(a) and 5(b), we find the expressions with more training images have higher ac-
curacy. For example, in the RAF-DB database, the number of training images of happy
expression is the largest and that of fear expression is the smallest. Correspondingly, the
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happy expression has the highest accuracy and the fear expression has the lowest accu-
racy. This rule is also right for the AffectNet database. The compound expressions are
more difficult to be recognized than the basic ones due to the complexity. Therefore, the
accuracies are low for some compound expressions, as shown in Figure 6. The disgustedly
surprised, sadly fearful and sadly surprised expressions are the three ones that have the
lowest accuracies. Meanwhile, the numbers of training images of such three expressions are
the smallest among all expressions. In addition to the complexity of the expressions, the
lack of training data also affects the accuracies of such three expressions.

To explore the influence of the number of elements of the deep features, we add a fully
connected layer at the end of ResNet18, so that the number of feature elements can be
adaptively changed. We set the numbers to 64, 128, 256, 512, 768 and 1024, respectively.
The accuracies on RAF-DB are 85.89%, 86.08%, 86.21%, 86.41%, 86.25% and 86.31%,
respectively, demonstrating the robustness of the proposed method on the feature element
number.

(a) RAF-DB basic (b) AffectNet

Figure 5: Confusion matrices on different databases.

4.4. Cross database experiments

Cross database experiments on the CK+ and MMI databases are carried out to evaluate
the generalization ability of the proposed method, the result of which is shown in Table 3.
In the cross database experiments, the models are trained on AffectNet or RAF-DB and
tested on CK+ and MMI without fine-tuning. Table 3 shows that the models trained on
AffectNet achieve better performance than those trained on RAF-DB, which is caused by
the number of training images. Compared with the gACNN (Li et al., 2019), our method
achieves higher accuracy in most cases. This result indicates the good generalization ability
of our method. The accuracy of the model which is trained on AffectNet and tested on CK+
is much lower than that of Li et al. (2019). This may be caused by the usage of different
data. Li et al. (2019) did not state which part of the CK+ database was used. The data of
CK+ used in this paper is the same as Li and Deng (2019).
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Figure 6: Confusion matrix on the compound database. HS, HD, SF, SA, SS, SD, FA, FS,
AS, AD, DS are abbreviations of Happily Surprised, Happily Disgusted, Sadly
Fearful, Sadly Angry, Sadly Surprised, Sadly Disgusted, Fearfully Angry, Fear-
fully Surprised, Angrily Surprised, Angrily Disgusted, Disgustedly Surprised, re-
spectively.

Table 3: Accuracy of cross database experiments (%)

method database (train) CK+ (test) MMI(test)

gACNN (Li et al., 2019) AffectNet 91.64 70.37
gACNN (Li et al., 2019) RAF-DB 81.07 59.51

ResNet18+Ls+Lsep AffectNet 82.04 71.39
ResNet18+Ls+Lsep RAF-DB 81.38 69.71

5. Conclusions

In this paper, the separate loss is proposed to guide the CNN to learn discriminative features
for both basic and compound facial expression recognition in the wild. The separate loss
consists of two terms. The first term is used to maximizes intra-class similarity and the
second one is used to minimize the inter-class similarity. These two terms are commensurate
so that we do not need an additional hyper parameter to balance them. We perform both
qualitative and quantitative analysis on the learned features using the separate loss to show
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the effectiveness of such loss. The result shows that the features learned using such loss
function are characterized by intra-class compactness and inter-class separation. We carry
out experiments on two databases in the wild, i.e. RAF-DB and AffectNet, and the proposed
loss function achieves state-of-the-art results. The results of cross database experiments on
CK+ and MMI show the good generalization ability of our method.
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