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Appendix A. Additional related work

We survey the works on machine unlearning - Cao and Yang (2015) were one of the first papers to
study the topic of machine unlearning. Their approach implements statistical query (SQ) algorithms
by estimating the statistical queries using training data. Since the estimates are usually the mean
of query evaluations computed on training data, unlearning is cheap, as we only need to subtract
the evaluation on the deleted point. Bourtoule et al. (2019) studies this problem, with the goal to
design systems to efficiently handle deletion requests. Their approach, called SISA, is essentially a
divide-and-conquer strategy, wherein the data is divided into disjoint sets, called shards, and a model
on each shard is trained separately and aggregated. Furthermore, they do several check-pointing
of states for each shard. In the average case, this provides a speedup of @ for S shards and
R checkpoints per shard, over retraining. They however give no guarantees on accuracy with this
divide-and-conquer training method. Guo et al. (2019) is another work which uses (¢, §)-differential
privacy based unlearning criterion. They study unlearning in generalized linear models, and propose
a Newton-step based method, leveraging connections with influence functions. Their computational
cost is O(d?) computations for one unlearning. They, however give no guarantees on excess empirical
risk achieved by the training method. Finally, the work of 1zzo et al. (2020) studies batch unlearning
in linear regression, with the goal to improve the computational cost of batch k unlearning requests.
Their method achieves a runtime of O(k?d) as opposed to O(kd?) for a naive approach. However,
their notion of unlearning is again approximate, in the sense that model returned after unlearning is
closest to the exact unlearning model among models in the d dimensional subspace spanned by the
to-be-deleted k points. So it is easy to see that with larger &, the notion of approximation improves,
which explains the k2 term in the runtime as opposed to k.

A.1. Comparison with Neel et al. (2020)

Our algorithm guarantees provable exact unlearning with probabilistic runtime guarantees, whereas
Neel et al. (2020) give algorithms with deterministic runtime and provide only an approximate
(e,0)-DP based unlearning guarantee — the § can be interpreted as probability of the failure event in
Monte-Carlo guarantees. To handle these discrepancies when comparing, our stated runtime is the
in-expecatation runtime. For a fixed runtime, we will look at regimes of € and &, when the accuracy
guarantee of Neel et al. (2020) is smaller than ours. We remind that a large €, § means a weaker
unlearning criterion. We have that with the same runtime, the accuracy of Neel et al. (2020) is smaller
than ours in the regime when their unlearning parameters and hence the notion, is rather weak. This
is summarized in Fig. 3 - we give details of the calculations below.

Considering the Lipschitz, smoothness parameters and diameter as constants, for smooth convex
functions and k edit requests, Neel et al. (2020) (Theorem 3.4) achieve an excess empirical risk of

0 <¢a\/1og<1/«s>

2/5
e ) with an unlearning runtime of k2 full-gradient computations. On the other

4/5
hand, our algorithms achieve an an excess empirical risk of min {1 (\/3> } with pk expected

Vo \ pn
re-computations. Each re-computation takes m - T' gradient computations where m is the mini-
batch size and 7' the number of iterations. Therefore, in order to have the same runtime, we need
pkmT = k’n <= p = % Firstly, note that as as long as d < (pn)3/4, noisy-m-A-SGD has
smaller excess empirical risk than sub-sample-GD - this are the two regimes of interest. We now
set m and T for both the algorithms: for Algorithm 3, m = 2% and T' = /pn. This gives us
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‘ Unlearning notion ‘ Accuracy ‘ Unlearning runtime ‘
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Neel et al. (2020) | Approximate ((€, §)-DP) <”dl%(1/a) k*n (Deterministic)
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Ours Exact min { ==, (p?) pkmT (Expected)

Figure 2: Overview of Theorem 3.4 in Neel et al. (2020) and our main result. Note that k: number
of edit requests, n: number of data points. m: mini-batch size, T": number of iterations

’ Regime ‘ When is accuracy of Neel et al. (2020) < Ours, with same runtime?
3/ e
=) log(1/6)
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Figure 3: Comparison of Theorem 3.4 in Neel et al. (2020) with our main result. In the “low
dimension” regime, we have that € and ¢ (approximate unlearning parameters) need to be
large for their result to be better. In the other case, our result is always better.

p= IZ—Z <= p =k, however p is the total variation distance and is at most 1. Hence in regime

d > (pn)®/*, our runtime is always smaller than Neel et al. (2020): kn as opposed to k2n gradient

computations. Even with p = 1, our excess empirical risk is O (7) and the excess empirical risk
=\ 2/

of Neel et al. (2020) is smaller than ours when Vdy/log(1/5) < — e ‘/8"1/4.
enk ~ \/ﬁ log(l /8) ™~

In the second regime d < (pn)3/* %

4/5
us p = (];Z‘)é = p= \/%, and our excess empirical risk is O <(‘p/§> > =0 (W)

f\/m>2/5

, we use Algorithm 1, wherein we have mT = . This gives

Therefore, excess empirical risk of Neel et al. (2020) is smaller than ours when ( oy

_1 e
(nk)2/5 e \/log(1/6)

et al. (2020) is smaller than ours when € and 9, take prohibitively large values which correspond to a
weak notion of approximate unlearning. We can similarly compare against Theorem 3.5 in Neel et al.
(2020), which will yield qualitatively similar conclusions.

2 d. We therefore have that unless k is very large, the accuracy of Neel

Space complexity: We now compare our space complexity with that of Neel et al. (2020). Firstly,
note that we need not consider regime d > ( pn)3/ 4, since here we have better accuracy than Neel
et al. (2020), and our algorithm (sub-sample-GD) need not save any iterate. For regime, d <

(pn)3/4, from Appendix G.3, the space complexity of noisy-m-A-SGD is max { (pn)? ,d3/4, /pn}
max {k:n, (k‘n)l/ 4}, where we plugged in p = 4/ % for our runtime to be same as Neel et al. (2020).

Since d < (pn)3/ 4. the maximum term is kn. Hence, we get same runtime as Neel et al. (2020),
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better accuracy (for reasonable ¢, §) with space complexity = O(kn) — so for moderate values of k,
this is smaller than space to store the dataset, which both our result and Neel et al. (2020) require.

Appendix B. Additional discussion

B.1. Total variation stability from optimal transport

In this section, we give a didactic treatment of our approach to motivate the notion of total variation
stability. Consider neighbouring datasets S and S’ and let P = A(S) and @ = A(S’) for some
randomized algorithm .A. The algorithm first computes on .S, and then observes edit requests which
generate S’ as the current dataset. To satisfy exact unlearning , we need a procedure which moves P
to Q. This is akin to the well-studied optimal transport problem (Villani, 2008), which we briefly
explain below. Given probability distributions P and () over measurable space X, and a cost function
¢: X x X — R, the goal is to transport from P to ) using the minimum cost. Formally, let II( P, Q)
denote the set of couplings (or transport plans) of P and (; the modern (Kantorovich’s) formulation
asks for a transport plan 7 which minimizes the expected cost: min cr(p,) E(z,y)rc(7, y).

A model of computation: Note that there is of course the trivial coupling in which we generate
independent samples from P and @) - this corresponds to re-computation, which is not practical
in general. Instead, we should correlate P and () so that transporting from P to () can reuse the
randomness (computation) used for P. For this, we use the cost function in the optimal transport
problem as a surrogate of modelling computation. In the optimal transport problem, the cost is
typically a distance on the space, whereas we are concerned with computational cost. So is there
a distance function which corresponds to computational cost? Note that the sequential nature of
the problem already gives us samples generated from P, so a natural question is, can we use this to

. 1 ifx .
transport to Q? We can set the cost function as ¢(x, y) = 7Y . This corresponds to an

0 otherwise
oracle which charges a unit computation if we use y which is different from x, which can correspond
to a recomputation. Under this simple model of computation, the optimal expected computational
cost becomes exactly equal to the total variation distance between P and Q: inf cripg) 1 {z # y} -
the maximal coupling characterization of total variation distance.

TV stability: The above establishes that if we want to transport P to () using minimum computa-
tion cost, the expected computation cost cannot be smaller than the total variation distance between
P and Q. Intuitively, this means that is least 1 — TV (P, @)) fraction of samples are representative
for both P and (). From the sequential nature of our problem, when we generate P - the output on
dataset .S, we don’t know what () would be, since we don’t know the incoming edit request. Hence
a reasonable property to have in the algorithm is that its output is close in total variation distance
uniformly over all possible ()’s. This motivates our definition of total variation stability.

Optimal transport vs unlearning: Unlike the optimal transport problem wherein we are given P
and (), and the task is to find a coupling, in our setup, we have to find an algorithm generating P and
@ as well as the coupling. Moreover, for a fixed p, there may be many algorithms which are p-TV
stable. The goal therefore, is to find among these algorithms, the one with the maximum accuracy
for the (convex ERM) problem, and for which we can design a corresponding efficient unlearning
algorithm.
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B.2. DP convex ERM algorithms for unlearning

We first discuss an important distinction in the differential privacy and our unlearning setup. In the
DP setup, we have a curator which possesses the dataset, and an analyst/adversary, against which the
curator want to provide privacy. The analyst queries the dataset, and the curator provides DP answers
to the queries. The curator can also reveal additional information pertaining to the algorithmic
details, however, it is beneficial to the curator to only release limited information. In particular, the
curator can chose to keep certain states of the algorithm secret. This could be done in the case when
only the marginals of the output satisfy a strong DP-guarantee. So, if the curator were to release
the secret state as well, the adversary can correlate information and then the privacy level, which
is now measured using the joint distribution of output and state, degrades. In the noisy-m-A-SGD
algorithm for example, the output typically is the average or final iterate whereas the rest of iterates
and mini-batch indices b;’s are the secret state.

In the unlearning setup, there is no such adversary per se, or in the idealized application, the
curator is the adversary and the dataset owners wants it to have as little control as possible. It is
therefore natural to demand that the probability distribution of the entire state maintained by the
algorithm, and not just the output be exactly identical after performing the unlearning operation.
This, with slight differences, is referred to as perfect unlearning in Neel et al. (2020), and what our
algorithms satisfy. We have argued that designing TV stable algorithms is a good start, and for a
moment suppose that the TV stability is same as DP. Then should we measure TV stability between
the joint distributions over the entire state? This would limit the application of DP techniques
in which keeping additional state hidden has stronger privacy property. In that case, TV stability
parameter, and hence the computational cost of unlearning would be large. Interestingly, even though
the previous work in differentially private convex ERM, for example Bassily et al. (2014), show that
the released iterate (average/final iterate) is differentially private, the analysis is typically carried
out by first arguing, via a composition step, that all iterates together are differentially private. This
means that all iterates can be released without any additional cost of privacy. This innocuous property
arguably provides no benefit for privacy, but turns out to be extremely beneficial to us in unlearning.
However, even though the all the iterates can be released, the mini-batches still need to kept secret.
We handle this in the unlearning algorithm using an estimation step - see paragraph titled “Estimation
of marginals” in Section 5.2.

Appendix C. sub-sample-GD

The algorithm which is superior in high dimensions, called sub-sample-GD, is just vanilla mini-batch
SGD. Herein, at each iteration, a mini-batch of size m is sub-sampled uniformly randomly to compute
the gradient, and make the update. Finally, we save all the mini-batch indices, gradients and iterates
to memory. We will see that the unlearning algorithm presented (Algorithm 4) uses all the saved
iterates. However this is done only for ease of presentation - in Appendix G.3, we discuss a simple
efficient implementation (of the unlearning algorithm), which doesn’t need any iterate, yet has the
same unlearning time complexity.
We now give guarantees on excess empirical risk for sub-sample-GD.

Proposition 3 Let f(.,z) be an L-smooth G-Lipschitz convex function ¥ z. Algorithm 3, run with
to = 1,n = min{ijw},T = DLC‘;/W, and m = maX{GgL’Tn,

i : e n * GD
min {p, 1}-TV-stable and satisfies EFs(Wg) — Fs(w§) S o

1}, outputs Wg which is
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Algorithm 3 sub-sample-GD(wy,, to)

Input: Initial model wy,, data points {z;,...,z,},T,m,n
I: fort =tg,to+1...,7do
2:  Sample mini-batch b; of size m uniformly randomly
3 8= Djen V. (We2))
4 wip1 =P (wp —nge)
5: Save(b;, we, g¢t)
6: end for

Output: wg = % tT:+11 Wy

C.1. Unlearning for sub-sample-GD

At the start of the stream, at every iteration of sub-sample-SGD, we sample a mini-batch of size m
out of n points uniformly randomly, and then compute a gradient using these samples - note that
this is the only source of randomness in the algorithm. As we progress along the stream observing
edit requests, the number of available data points changes. Therefore, if the algorithm were executed
on this dataset of, say 7 points, at every iteration it would have sub-sampled m out of 7 (and not
n) points. The way to account for this discrepancy is to simply adjust the sub-sampling probability
measure accordingly.

Coupling mini-batch indices: The main idea to unlearning in Algorithm 4 is to couple the sub-
sample indices. For deletion, we just look at each mini-batch, and (literally) verify if the deleted
point were used or not. If the deletion point was not used in any iterations, then we don’t do anything,
otherwise, we trigger a recompute. In the case of insertion, there is no such way of selecting iterations
in which the point was sampled, because the inserted point was absent. However, we know that the
new point would have been sampled with probability m/(n + 1). We can thus verify by selecting
each iteration with the same probability. We then replace a uniformly sampled point in the mini-batch
of that step by the inserted point. Algorithm 4 implements the above procedure.
We state our main result for unlearning with Algorithm 4 below.

Proposition 4 (Algorithm 3, Algorithm 4) satisfies exact unlearning. Moreover, for k edits, Algo-
rithm 4 recomputes with probability at most 2kp.

Appendix D. Proofs of main results

In this section, we give the proofs of main results, stated in Section 3, using the results in the
preceding sections.

D.1. Proof of Theorem 1

The proof follows by combining the guarantees for the two algorithms we present: sub-sample-GD
(Algorithm 3) and noisy-m-A-SGD (Algorithm 1), and their corresponding unlearning algorithms:
Algorithm 4 and Algorithm 2. We discuss these one by one. From Proposition 3, we have that, given

0 < p < 1, sub-sample-GD is p-TV stable and has excess empirical risk bounded by O (\C/;—p%). This
holds at every point in the stream by assumption that the number of samples are between 5 and 2n.

Furthermore, from Proposition 4, we have that the unlearning algorithm satisfies exact unlearning
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Algorithm 4 Unlearning for sub-sample-GD

Input: Data point index j to delete or data point z to insert (index n + 1)
1: fort=1,2...,Tdo
2: Load(bt, gt Wt)

3:  if deletion and j € b; then

4 sub-sample-GD(wy, t) // Continue training on current dataset
5 break

6: else if insertion and Bernoulli (%) then

7 Sample i ~ Uniform(b;)

8 gt =8 — m (Vf(wi,2) — Vf(wi,2))

9: Wip1 = P (Wt -7 (gé + Ht))
10: Save(wy1, g5, b\ {i} U{n+1})
11: sub-sample-GD(wy1,t + 1) // Continue training on current dataset
12: break

13:  end if

14: end for

at every point in the stream, proving the first part of the claim for sub-sample-GD. Moreover, it
states that recompute probability for k edit requests is O(pk). Finally, from Claim 7, we have that
there exist efficient implementations, such that the runtime of unlearning for sub-sample-GD is
O(max {k, min {p, 1} k - Training time }, where ~Training time” is the runtime of the corresponding
learning algorithm - this means that re-computations overwhelm the total unlearning time. This
establishes all the guarantees for one algorithm and recovers one of the upper bounds in the second
claim.

The situation for the other algorithm is a little more involved. From Proposition 1, for dataset S
of n points, we have that, given 0 < p < 1, noisy-m-A-SGD is p-TV stable and its excess empirical
risk is bounded as follows:

~ ~ LD?*  GD GDVd
EFg(wg) — Fs(ws) < + + =

( ) ( S) T2 \/m np
where T is the number of iterations for noisy-m-A-SGD algorithm, and m the mini-batch size. From
Proposition 2, we have that the unlearning algorithm satisfies exact unlearning (establishing the first
claim) and recomputes, for k edit requests, with probability O(ﬁk\/T ). Finally, from Claim 8, we

have that there exist efficient implementations, such that the runtime of unlearning for noisy-m-A-
SGD is O(max{k, k min {ﬁ\/T, 1} - Training time}). In the statement of Theorem 1, we want that

the unlearning runtime be such that we recompute for a p fraction of edit requests (as opposed to
something dependent on T°). Therefore, we substitute p = %, and this changes the excess empirical

risk bound for noisy-m-A-SGD, as follows:

~ ~ LD? GD  GDVIVT
EFg(We) — Fo(wh) < .
5(Ws) s(wg) S T2 +\/Tim+ np

We use the largest mini-batch size, which does not hurt runtime, which is m = (%) 7.

This simplifies the upper bound to LT—D; + GDT\/E‘E. Optimizing the trade-off, we have Lff =
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2/5 ~ ~
GDni\/E\/T — T = (%ﬁ) , and the excess empirical risk becomes EFs(Wg) — Fs(w§) S

4/5
LTQQ = <%) — this recovers the other term in the upper bound in Theorem 1. However,
(np)®

note that Proposition 1 has an additional condition that 7" > 35~ - we show that in our setting
of p and m, this condition is equivalent to the excess empirical risk of noisy-m-A-SGD being
smaller than that of sub-sample-GD. Hence, the regime in which the aforementioned condition
is violated is the same regime in which it is better to use the other sub-sample-GD algorithm,

and therefore is benign. Setting m = ( L%)z and p = p/VT, the condition simplifies as
2 (LD\?2 LD LD
T () e 1> (L) o (202)°7 5wl n)t o
va \? 2 (LD\1/5 LY/4GD3/2\/d 4/5 2GD
<@> < 75 ()" = (W) < Ve where the final inequality indicates

that the expected excess empirical risk of noisy-m-A-SGD is at most that of sub-sample-GD, up to
constants. The above is established for dataset .S but holds for any dataset S° in the stream using the
assumption that the number of samples are between 5 and 2n.

Combining the above arguments finishes the proof of Theorem 1. |

D.2. Proof of Theorem 2

We give two algorithms, sub-sample-GD (Algorithm 3) and noisy-m-A-SGD (Algorithm 1), one for
each of the upper bounds. From Proposition 3 and Corollary 1, we have that, given 0 < p < oo, these

are min {p, 1}-TV stable and their excess empirical risk is bounded is O (%) and O <%ﬁ/&)

respectively. Hence combining the above by taking a minimum, establishes the claimed result. W

D.3. Proof of Theorem 3

In all the lower bounds, we have a GD term - this is a trivial lower bound, since if an algorithm is
defined as A(S) = 0 (or any constant), then this is perfectly 7'V stable (p = 0), and the expected
excess empirical risk is upper bounded as FS(A(S)) FS(WS) < GA(S) —wg|| < GD, where
the first inequality uses G-Lipschitzness of FS and the second the fact the both A(S) and w§ lie in a
ball of diameter D. Hence, attaining an excess empirical risk of G D is trivial, and we now focus on
deriving the other terms in the bounds.

Firstly, as discussed in Bassily et al. (2014), we consider G = D = 1, since a simple reduction
gives a factor of GD for general G and D. Furthermore, similar to Bassily et al. (2014), we show
that the problem of TV-stable convex ERM is at least as hard as that of TV stable mean computation
of a dataset with bounded mean - we state this reduction in Proposition 10. We now focus on
showing accuracy lower bounds for p-TV-stable mean computation of dataset S of size n, with mean
M < ||u(S)| < 2M. The accuracy, denoted by «, is defined as o® = E | A(S) — u(9)|? Ais a
p-TV stable algorithm, and the expectation is taken over the algorithm’s randomness. The first part
of Theorem 3 follows Theorem 6 which is based on a simple reduction argument. This gives us that
o> = on L with M = —. Plugging it in Proposition 10, this gives us that excess empirical risk is lower
bounded by 2 (p ) Similarly, the second part follows from Theorem 7 which gives us o > \/7"
with M = 1n - the condition o < 1 7 in the statement of Theorem 7 can be absorbed in the trivial

lower bound G D. [ |
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Appendix E. Proofs for Section 5.1

Proof [Proof of Proposition 3] We first show that Algorithm 3 is min {1, p}-TV stable for the
aforementioned choice of number of iterations 7" and mini-batch size m Consider neighbouring
dataset S and S’ of n points which differs in one sample, WLOG say the n'" sample. Let A(S) := Wy
and A(S") := Wgs denote the outputs of Algorithm 3 on S and S’ respectively. Since in Algorithm 3,
the randomness is only on indices, rather than actual data points, say that S = {1,2,...,n}. Now
we consider neighbouring dataset S’, which contains n + 1 or n — 1 samples. We will now consider
the case when S’ contains n — 1 elements and the case with n + 1 elements will follow analogously.
Let n be the index present in S but absent in S” i.e. S’ = {1,2,...,n — 1}. Let the sigma-algebra on
these sets be the power sets of S and S’ respectively, denoted by Pow(.S) and Pow(S”) respectively.
Moreover, let i, ,,, denote the sub-sampling probability measure on n points in .S i.e it sub-samples
m out of n elements in S uniformly randomly. Let u%ﬁ denote the product measure of 1" of 14, 1.
We similarly define zi,,—1 ,, and N%ﬂ,m for S'.

We first extend the sigma-algebra for the probability spaces so that the random variables (i, i,
and ft,—1,m, are defined on a common probability space. For this, we will just add an event where
the index n can be sampled under fi,,—1 ,,, with probability 0. We define uéhm as follows: for any set

—1m(b) if b
b € Pow(S), tiy, (b)) = -t (B) i ¢. . We similarly extend the sigma algebra for the
' 0 otherwise

product space with measure ,un 1,m (O get p;@%

Observe that for fixed initialization w( and other parameters, Algorithm A(S) and A(S’) is
the same (deterministic) map from b = (b1, by, ..., br) where b; € [n]™ to W. They only differ
because of different measures on the input space. Hence total variation distance between .A(S)
and A(S ’) is just the total variation distance between the push-forward measures A(S) %%, and
A(S") 4 Mn "I which by using the fact that A(S) = A(S") and data-processing inequality, is at most

the total variation distance between ,u T and p,° ®T . Now the total variation distance can be bounded
as,

TV(A(S), A(S") < TV(uih, mim) = sup T, (b) — ok (b)
bePow([n]™)T)

= un m (b such that at least one b; contains n)

< Tty m (b1 contains n) = TTm
where the inequality follows using a union bound.

A similar argument works when S’ is an neighbouring dataset of n + 1 elements, yielding a
total variation bound of T < Tm . Taking a uniform bound over all neighbouring datasets S, we
get that supa (s, 5/)=1 TV(A(S ), .A(S’ )) < I By definition of TV distance, we trivially have that
supa(s,s)=1 TV(A(S), A(S")) < 1. Therefore, setting m = 7, we get the desired result that the
output of Algorithm 3 is min {p, 1}-TV stable.

We now proceed to the accuracy guarantee which follows directly by analysis of SGD. We first
show that the sub-sampling procedure produces unbiased gradients and bound its variance. For a
fixed model w, we have that
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E, Zjeb Vf(w,2) (w,2;) = Z;:l Vf(w,z)

Vf

3 e ViIw,z)  (07h) _

m ny m() - 7

(:TLL) choices for b 1

n
m
over all choices for b. We now bound its variance, denoted by a V2 by direct computation.

where in the second equality, we use the observation that every z; appears in exactly ( __11) terms

2

V2 _ Eb H Zjeb Vf(W, Zj) o Eb |:Zjeb Vf(W, Zj):|

m

m
2

: HE*’ [Zjeb Vf(szj)]

m

_ Eb H Zjeb VW{(Wa Zj)

2

I Hz V(v 2)

1 1
= Z mm ZVf(W,Zj

(::l) choices for b Jjeb

In the first term, expanding the square and summing over all choices of b, we get exactly
(;fb__ll) terms of the form ||V f(w,z;)||* for j = 1 to n, and (77:1__22) cross terms of the form

(Vf(w,z;),Vf(w,z;)) fori # j, i, j = 1 ton. Similarly, expanding the second term produces both
these kind of terms. Accumulating the coefficients of all the terms, we get

2 g, ” Ljeb Vn{(w,zﬂ o [Ejebvnf(w, zﬂ} H2

1%

_ (i) S s (=2 L) S (g, V)
mZ(n) n? | & T mQ(n) n? ) A o -
m j=1 m 1,j=1,i#j
11 ) m—1 1 , ‘
< () "+ i)~ NI )
1 1 2 m—1 1 2
= <m—n>G T lam =y | VE
_ (1—1>G2+ m_l—(n_l)'G2
m n m n
(el
m n n m
=9 <1 _ 1) G2 < 27612

m

where in the first inequality we used Cauchy-Schwartz inequality, and the fact the G-Lipschitzness
implies the gradient norms are bounded by G. Finally, in the second last equality and the last
inequality we used the fact that m < n.

Since the sub-sampled gradients are unbiased, we can use the convergence guarantee of SGD on
smooth convex function (see Theorem 4.1 in Allen-Zhu (2018)) which when using step size n < %
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gives us
2 2
oo o * 77V D
BRs(@s) - Fiwy) <0 ( + o)
° (L—=nL) T
Using step size ) < 5, the right hand side simplifies to 2V? + ?—; < % + %2“ — 46;” %,
where in the last equality, we substituted m = 2% to ensure p TV-stability. Balancing the trade off in
7 gives us n = Dgf" . Therefore setting 7 = min {ﬁ, D(\;/;Tn } gives us
~ A GD DL
EFs(wg) — Fs(ws) <O | — + ——
() = Buloey) <0 (22 + )
Setting T' = % achieves the claimed result. |

Proof [Proof of Proposition 1] We first prove the stability guarantee. For this, we use the Renyi-
divergence based analysis used in differential privacy literature. Let P and () be probability dis-
tributions such that P is absolutely continuous with respect to ) and have densities ¢p and ¢,
respectively. For a € (1, 00), the @ Reényi-divergence between P and @ is defined as follows Rényi
et al. (1961):

D.(P|Q) = ! ln(/fp(a;)afg(a:)ladx>

a—1

1)j

let {b;}z;l and {wg}thl denote the mini-batch indices and iterates of Algorithm 1 on dataset .S’
respectively. We look at iteration ¢, and fix all the randomness before ¢ i.e. fix w; (and w}), as well as
randomness in sub-sampling mini-batch indices i.e. fix b;. The a-Reényi Divergence between w1
and w;_ | can be bounded as,

o V (W, 2z, Y f (e, 7
Do (ws1|[Wyy1) = Do (73 (M—n(zfe“ nf:( : j)+9t>>HP (vm—n<zm n‘j( : J)+9t)>)
. V f (& 7 ) V£ (+ ’ ’
= De <V°th<zﬂ" o ZJ)H») ’Wtﬂ(zﬂ" A7) +9t>>
m m
> jeb, V(Wi 25) >jen, VS (We,25) 20G2
gDa( — — J+et)§ .

meo

Consider two neighbouring datasets 5 = {z;}, and &" = {z’} “such that A(S,S’) =1, and

+9tH

where in the first and second inequality, we used post-processing property of Reényi divergence,
and in the last inequality, we use the fact that datasets S and S’ differ in at most one sample, therefore

-V f(We,z; V(G |2 2 ) . .
HZJ@” m( vr) _ Zjen m( %) ‘ < ‘fn%. Hence the divergence is between two multivariate

2aG?

Gaussians of same variance and with the square of the separation of their means at most =57.
Therefore, the inequality follows by using the formula for Renyi divergence between two such
multivariate Gaussians.

We now unfix b;, and use the fact the b; is a uniform sample of m out of n (or n — 1 or
n + 1) indices. By privacy amplification by sub-sampling result in (Balle et al., 2018), for
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a < 2, we will argue that the Reényi divergence upper bound amplifies to 323‘522. There are

certain subtleties about the application of this result, so we explain, as follows. The first is that
Theorem 9 stated in (Balle et al., 2018), when considering a < 2, the right hand side simplifies
as —— log (1 + a(a2 Uy (exp (729022) — 1)) < 20”” (exp <£§U22> — 1) < 3320‘522 where the
last 1nequahty use the numeric inequality exp (z) < 1 + 22 when z < 1.256; this means that
we need the following condition 729022 < 1.256 - we will revisit this condition later. The second
point is that Theorem 9 in (Balle et al., 2018) holds integer & > 2, which only leaves us with
a = 2. In the subsequent part of the proof, we will need to take o — 1. This discrepancy can
be accounted for by using the fact the a-Rényi Divergence is non-decreasing for o € [0, oo] (see
Theorem 3 in Van Erven and Harremos (2014)). Therefore the result holds for all o« < 2, and we
64G The third and final point is that even though the ampli-
fication result in Balle et al. (2018) is estabhshed under the neighbouring relation that one point
is replaced between datasets, it can be shown that the same result holds (perhaps upto constants)
when the neighbouring relation is add/delete one data-point; see Lemma 3, Abadi et al. (2016) for
example. We now use adaptive sequential composition property of Reényi divergence (Proposition
1 in Mironov (2017)) which linearly accumulates the divergence across iterations, yielding that

the Renyi divergence between the iterates (wi, wa, ..., wr) and (w}, w), ..., w/.) is bounded as,
2 . .. .
Do((wi,wa,...,wp)||(W,wh,...,wh)) < 8TC  An application of data-processing inequalit
1> Wa T 2o pp p g 1neq y

gives us the same upper bound on the Reényi divergence between the final iterates wg and w'y. We now
use the result that lim, 1 Do (Ws||W) = Dki(Wg||W) where Dy, denotes the KL-divergence (see
Theorem 5 in Van Erven and Harremos (2014)). Hence we get that Dgy (Wg||Ww) < GiQTU% Finally,

we use Pinsker’s inequality to further lower bound the left hand side by total variation distance,

which yields TV (wg||w) < DKL(VAVQS I¥s) < 8‘7/56'. As remarked before, this is a uniform bound

over all neighbouring datasets. Finally, as bef:)re we trivially have that TV(wg||wY) < 1; therefore
8\F TG

We now proceed to the accuracy guarantee. This follows simply by guarantee of Accelerated
SGD on smooth convex functions. We have already shown in Proposition 3 that the gradients
computed by sub-sampling are unbiased and its variance bounded by % The mean-zero Gaussian
noise added preserves unbiasedness but the variance is bounded as,

setting o = gives us that the algorithm’s output is min {p, 1} TV-stable.

2
+E6]*

+ 6, — VEg (%) — VFs(v)

m m

Eszebt V (Wi, z)) B EHZijt V f(We,25)

2G?
< +o%
m

We now use Theorem 2 from Lan (2012) - they use notation {/3;}, and {~;}, for the step size
schedule of Accelerated SGD and set 3, = £ and 4, = “51+. Even though the updates of their A—

SGD seem different than us, it can be verified that they are the same with oy = By11(1— 5, ) 7 +2
with ag = 0 and 1) = ~. Finally, using step-size n < and appealing to Theorem 2 in Lan (2012),

we get,

2L’

~ ~ D? 2G2 D?
EF (Wwg) — F(w*) < Thm? + —— | = T 4052 S
(Ws) (w™) _O( ny +77T2) O(n ( - +o d) +77T2>
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Let G2 = % + o2d, balancing the trade-off in 7 gives us n =

. 1 D .
n= mln{ﬂ, W} gives us

GT3 =-375- Therefore, setting

E

T2 T F VT
<0 <LD2 GD | GDJ&)

;g>
=)
2
|
§>
S*
IA
Q
VRS

2 ~ 2
LD +GD>§O<LD afD>

+
T2 vVTm np

Finally, note that when using the amplification lemma, we arrived at the condition nfg;; < 1.256.

8\T€G, this reduces to éZLpQ); <1256 <—= T > (np)”

Substituting o = T6m2 -

Proof [Proof of Corollary 1] We start with the result in Proposition 1, and balance the two trade-offs:

2
the first between the terms % and Glpj vd , and the second between %‘/& and LD . Note that as
GD ~ LD?

3G
long as T 2 T m < T D)Q , the second term is larger than the first. Optlmlzmg the trade-

off between second and third term gives us -G£~ =CGDVd o T = %. Similarly, optimizing

V'mT pn
the trade-off between the first and third term gives us %ﬁ/& = LT—%Q —= T = LGL\;%I). Hence
2
setting 1" = max (%, %ﬁ?) yields an expected excess empirical risk of O (Ggig/ﬁ)‘
We now look at the given condition 7" > gz, 0 given in Proposition 1. We have set
_ (pn)*  [LD(pn) (pn)? (pn)? d
T = max (W? “ovad )’ there we need to ensure that o 2 ez = m > 1,
2 3 1/4
as well as Lg\(/pg) > %22 — m > i (%) - this recovers the condition

: d 1 ((pn)3GVd /43 . .. o
m > mins {e, 7 (W) in the Proposition statement. Combining all the above arguments,

md GvVd

an expected excess empirical risk of O (%ﬁ) . |

1/4
we get that for any m > min {f‘é, 1 (%) } , setting T' = max {M LD(pn) } yields

Remark 3 Note that in the above proof. if we use the stronger variance bound of 2L? (% — %) from
sub-sampling (derived in the proof of Proposition 3), we get that when doing full-gradient descent,
LDpn
GVd®

the variance, as expected is zero, which yields a running time of T' =

Corollary 1 Let f(.,z) be an L-smooth G-Lipschitz convex function ¥ z. For any 0 < p < o0,

1/4
Algorithm 1, run with tg = 1,m > min{fg, 3 <(‘m);gf) } n = min %7ﬁ
(S+o)r

2 AN . . .
ag=0,04 = tlJr;é’ o= 8‘{;(; and T = max { (’ZZ , LGD\/pg} outputs Wg which is min {p, 1}-TV

stable and satisfies ]Eﬁg( ) — Fs(WS) < GD‘[.
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Remark 4 The choice of T' in Corollary 1 yields that the largest mini-batch size that can be

. . o (e \YE e N2 .
set, without hurting runtime, /lS m = (m> = (LD/) T°. Furthermore, the condition
. sava\ V4| . LD\ /3
m > min {f‘é, % <7(’m)LD ) } yields (pn) > (725()6G) ) .

Next we show that the upper bound on total variation stability parameter of Algorithm 1 derived
in Proposition 1 is tight in all problem parameters, upto constants.

Proposition 5 There exists neighbouring datasets S and S’ of n points, and smooth G-Lipshcitz
convex functions f and constraint set YV such that the total variation distance between iterates pro-

duced by Algorithm 1 run on datasets S and S', denoted by {w1,wa,...,wr}and {w},wh, ..., w/.}
G\/T) 1}.

respectively, is bounded as TV((w1, w2, ..., wr), (W], w5, ..., w/)) > min {Q < v
Proof [Proof of Proposition 5] We first prove this without projection - let the constraint set ) = R¢,
and so the projection P is the identity map. Also, for simplicity, let the initial model be 0. Consider
data sets S and S’ such that all points are 0 but the n™ differing point. Let the n" point of S be —Gle;
and that of S’ be Ge1, where e is the first canonical basis vector. Let the function f(w,z) = (w, z).
The gradients are just data points z, therefore gradients are O on all but the differing points, wherein
in the differing point in dataset S, the gradient is a constant —Ge; and for dataset S’, it is Ge;.

Consider the map V¥ : (z1,z2,...,27) — @r; using data processing inequality and this map, we
have that
TV((W17W27 s 7WT) ) (W,13W,25 s ?W’/T)) 2> TV(\II (W17W27 cee 7WT) ) v (W/17W/27 ce 7W’/T)) = TV(WTﬂW,T)

We now focus on bounding the total variation distance between the last iterates. Furthermore, by
data-processing inequality, we can get rid of the step size scaling, and therefore can consider the
last iterates as just the sum of all gradients. By simple calculations, we get that wr is a mixture
of multivariate Gaussians, all with variance T'o%I but with varying means: Gey,2Gey, ..., TGey,
similarly for w/.. We denote the mixtures probabilities by 7; where the it" conditional distribution,
denoted by Wﬁ;p and W&Z; respectively, has means ¢Ge; and —iGe; respectively. Also, we denote the
conditional probability densities of the " distribution by ¢%(w) and ¢%, (w) respectively. We will
show that the total variation between these mixtures is expected total variation distance between the
mixture components. This follows due the symmetry between these two mixtures, which implies that
the set that achieves the total variation distance is {w : w; > 0}. We can therefore write the total
variation distance as,

TV(wrlwh) = 2 [és(w) — dsr(w)l, = / bs(w) — g (w)dw

2 w1>0
_/W1>Ozi:7ﬁ(¢fq(w)— fé/(w))dw—zi:m [v>0(¢g(w) _ g,(w))dw

. 2Gi 2G 2GVT
= m TV (wh, wh) > m; = Ei =
zi: {TV(wr T)sz.: Zm\/TJ mvTo no

where in the inequality, we use the fact that w’. and w/. are Gaussians with means separated
by 2@, and variance being To%I and use the lower bound result on TV between high-dimensional

30



MACHINE UNLEARNING VIA ALGORITHMIC STABILITY

Gaussians Devroye et al. (2018). Finally, in the last equality, we compute the Expected value of ¢
under the mixture distribution - recall that 7 is a sum of 7" Bernoulli random variables with bias %,
the expectation of which is TT’"

We now argue why projection doesn’t change the above claim. Note the with the projection,
all the Gaussians in the mixture are truncated forming a discrete distributions at the boundary of
the constraint set. The probability mass on either sides of the (original) mean is unchanged. Hence
{w :wy > 0} is still the witness set of total variation distance between the mixtures, and the total
variation distance in both constrained/unconstrained cases is the same. The same holds for the
total variation between the corresponding mixture components. These observations suffices for
application of proof of the unconstrained case. Finally, since TV distance, by definition is upper
bounded by 1 - this gives a trivial lower bound of 1, and hence the TV distance is lower bound by
min{Q (G—ﬁ)l} m

np

Appendix F. Proofs for Section 5.2

We introduce some notation and setup the roadmap. In the start of the stream, we have a model
trained on the initial dataset of n samples. We then observe an insertion or deletion request. We
enumerate the data points from 1 to 7, and without loss of generality, assume that the n" sample is to
be deleted, and the inserted sample has index n + 1. We want to show that the unlearning algorithm
satisfies exact unlearning at every time point in the stream, and what suffices is to argue that this
holds for one edit request, since by mathematical induction it then holds for the entire stream. For
one edit request, we will show the following: 1. unlearning (deletion/insertion) algorithm is a valid
transport, and 2. the probability of recompute is small, and we will see that together these will imply,
that it is a coupling, with large enough measure of the diagonal.

Let 1, 1, denote the sub-sampling probability measure to sample m out of n elements uniformly
randomly. In the deletion and insertion algorithms, we replace some mini-batch indices in some
iterations - let these operations be denoted by DEL and INS respectively. To elaborate, DEL is a
(deterministic) map from ([n]™)" to ([n — 1]™)” and INs is a map from ([n]™)” to ([n 4+ 1]™).
For an input b € ([n]™)", we have that b ~ p$% . Furthermore, define p09%7 := DEL4u$T,

n,m
‘T‘;j%T = INSy4 ,uf?%. An important observation is that in the unlearning Algorithm 4, the sub-

and u
sampled indices b are drawn from a product distribution ,@fn and in each iteration of Algorithm 4
or Algorithm 2, the maps DEL and INS act component-wise and symmetrically. This implies that
DEL(b) = [del(b1),del(ba),...,del(by)] where del : [n]™ — [n — 1]™ is the function which
describes one iteration of the unlearning algorithm for handling mini-batch indices. We similarly

have function ins : [n]™ — [n + 1]™ for insertion. We finally define 18, := delsfinn and

ins

Pom = INSgfin m - these are the probability measures induced on the sub-sampling indices by
deletion and insertion operations, respectively.

F.1. Unlearning for sub-sample-GD

We first show that ,uffflm, the probability distribution, induced at a given iteration during deletion,

over mini-batch indices b € [n]™ is a transport.
Claim 1 (Deletion) For any set b € [n]™, we have that p¢, (b) = p1,—1,m/(b)

n,m
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Proof [Proof of Claim 1] First note that if the verification is unsuccessful, then a recompute is
triggered and therein at each iteration, we drawn b ~ fi,,_1 . Therefore, p8e (b) = fin—1,m(b)
follows trivially. We now argue for the other case. The verification is successful if the deleted point
was not present in any of iterations, i.e. at any iteration the sub-sample batch b; doesn’t contain the
deleted point z. The measure N%% is therefore just the probability under the original sub-sampling
measure /i, ,, conditioned on the event that z ¢ b. We therefore have,

del _ ” _ Pn,m(b N {z & b})
Hrm (D) = fin,m (b] {z & b}) 1o (12 € 01)

(1)
()
at two choices for b. First suppose z € b, then the numerator fi,, ,,, (b N {z & b}) = 0, which gives us

that pdl (b) = 0 = pn—1.,m(b). We now look at a b such that z € b. We have,

n,m

By direct computation, ji,, m({z € b}) =1 — ptnm({z € b}) =1 — =1—"". We now look

del _ ,Un,m(b) o 1/(:1) _ n (n . m)!m!
Hapn (D) = fnm({z €b})  1—m/n n—m "
_(n _(Tan_—I;)!m! _ (HL) = fin—1,m(b)

Similarly, for insertion, we show that 4", the probability distribution, induced at a given iteration
during insertion, over mini-batch indices b € [n]™, is a is valid transport.

Claim 2 For any set b € [n+ 1], we have that (i, (b) = pini1,m(b)

Proof [Proof of Claim 2] Let v denote the uniform probability measure over n + 1 — m el-
ements. Given b, we consider two cases based of whether last/inserted index n + 1 lies in
b or not. In the first case, we know that the outcome of Bernoulli(m/(n + 1)) must have
been 1 i.e. the iteration was selected. Furthermore, in that case, the inserted point would
have replaced some other point not in b - the total number of possibilities are n + 1 — m.
Let E; be event that the inserted point replaced the i" data point, whose index we denote
by s;. Note that the events E!s are disjoint and the event b is U?ill_mEi. Furthermore,
s (E;) = i, (original subsample is b\ {n 4+ 1} U{s;} | {s;} replaced)u!™ ({s;} replaced)) =

tnm(D\{n + 1} U {s;} |[{si})v({si}) = ﬁﬁ We therefore have that

m m n+l—-m m n+1l—-m 1 1
ins b) = ins n+1—mE. —_ ins E) =
i=1 i=1 m—1
_om I mm-Dn-(m-1))! 1 o)
Trl( ) (n+ 1)n! () T e

In the other case, we know that Bernoulli(m/(n + 1)) resulted in 0, so there is no replacement.
Therefore, we have

ins(py _ m I (n+l-m)n—m)m! 1
() = <1 ; n—i—1> @ N nl(n+1) - (n+1) = fin+1,m (b)

m

32



MACHINE UNLEARNING VIA ALGORITHMIC STABILITY

Coupling. We formally describe the coupling constructed by the unlearning Algorithm 4. We
first the discuss deletion case - consider datasets S and S’ of sizes n and n — 1 respectively, and

wlog assume that the last sample of S differs. We first sample b = [b1, b2, ..., bp] ~ ufi%. We
set b)) = b. For each j € T, if n € bj, then sample bgz) ~ [ln—1,m, Otherwise set b§.2) = b;. This
produces the coupled mini-batches (b(!), b(?)) for deletion.

For insertion, we have datasets S and S’ of sizes n and n + 1 respectively, and again assume that
the last of point of S’ differs. Sample b = [by, b, ..., bp| ~ ,uf?%. and set b(!) = b. Now sample

{¢; };.F:l, where ¢; ~ Bernoulli (%) if ¢; = 1, then sample uniformly a point in bg.Q), and replace it

with n + 1. Otherwise set b§-2) = b;, which gives us the coupled mini-batches (b)), b(2)).
It is easy to see that the above procedure is how Algorithm 4 handles insertions and deletions
going from S to S’. We first show that this is a valid coupling.

Claim 3 For the coupling described above, for any b,
1. P[bW =] = pu2T(b)
2. P[b@ =b] = u&T (b) (deletion), P[b® =b] =T, (b) (insertion)
Proof [Proof of Claim 3] Follows immediately from Claims 1 and 2 . |

We now show that the probability of disagreement under the above coupling is upper bounded by
k times TV-stability parameter of Algorithm 3.

Claim 4 For the p-TV stable Algorithm 3, under the coupling described above, the following holds
P ey b1 # B < p

Proof For deletion, we have,

Tm
n

P(b(1>,b<2))[b(1) £ b)) = Puo pe)35 € [T]: bgl) # bf)] =Py[3j € [T]:neb;] <

For insertion, we have

. Tm
B by (b # b = Ppol3j € [T]:¢;=1] < —~
In Proposition 3, we showed that the total variation distance of the algorithm under change of

one point is at most TTm = p, which completes the proof. |

We are now ready to prove Proposition 4.
Proof [Proof of Proposition 4] The following argument is for deletion, but the insertion case follows
similarly. Consider dataset S and S’ of n points and n — 1 points respectively, differing in one
sample. As in the proof of Proposition 3, we embed the randomness for Algorithm 3 executed on
S and S’ into a common probability space. Therefore, similar to the proof of Proposition 3 given
the datasets (and other parameters), Algorithm 3, A(.S) is a deterministic map from sub-sampled
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indices b = (b1, by,...,br) to the model: A(S) : b — W, where b; € [n]™, for both datasets.
Hence, what suffices is to show that the input probability measure u;ﬁ?fn is transported to the one that

would have been produced on the current dataset S’ i.e M%ﬂ,m - this follows from Claim 3. Hence it

follows that the output generated by Algorithm 3 has the same measure as A(S) 4 N%ﬂ,m’ which
proves first part of the claim. The probability of recompute, being at most p, for one edit, follows
directly from 4. Finally, from Remark 2, for k edits, and the assumption the number of samples
throughout the stream is between n/2 and 2n, the recompute probability is at most 2kp. |

F.2. Unlearning for noisy-m-A-SGD
F.2.1. COUPLING MINI-BATCHES

In this section, we show that Algorithm 2 transports sub-sampling probability measures while
handling edit requests. We remind that /L?:lm denotes the probability measure induced on the sub-
sampled indices by the deletion procedure, in any iteration. We show that, for any mini-batch, the
probability mass of the mini-batched indices under p9° is same as that under the sub-sampling

n,m
measure [in—1,m.

Claim 5 For any setb € [n — 1]™, we have that %! (b) = pin—1,m(b)

n,m

Proof [Proof of Claim 5] Firstly, note that deletion uses additional randomness which is used to
uniformly sample one element from n — (m — 1) elements - let v denote the uniform probability
measure on 7 — (m — 1) elements. Let E be the event that the n'" was sub-sampled originally, and
therefore replaced upon verification. By direct computation fi,, m,m (E) = 7. We can therefore write

poel (b) as follows

38 (B) = 1808 (DL ) (B + 1 (b1 ) ()

Under event F/, we have the deleted index was replaced. But it can be any element of b that arised
out of this replacement. Hence we decompose the event b| F into events E;’s, where E; corresponds
to the event that b; was replaced. We have that b| E' = U], E;, and furthermore, due to the uniform
measure, p5, (E;) = ps%,, (E;)Vi, j. Note that in the event E;, we require that the original sub-
sampling measure on n points f, ,, to have produced the set b\b; U {n} and then a uniform b;
is drawn upon replacement. Therefore, &l (E;) = iy m (b\b; U {n})v(b;) = ( L 1

n,m "—1) n—1—(m—1)"

m—1
Similarly, when the event £ occurs, probability of outputting b corresponds to the event when b was
generated using the original sub-sampling measure (,,, (and no additional randomness used upon
verification). Therefore, we get il (b|E€) = fiy,m (b|E€) = ( 11). Plugging these in, and with

n,m n—
m
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simple calculations, we have

L (0) = D i (B (B2) + 190, (0 ) ()
=1
= 3t 00 0+ ity (1)
i=1 m
m 1 m 1 m
e T )

Similarly, for insertion, we now show that the probability mass of any mini-batch under fs;,",,,

the probability measure induced by insertion on the n + 1 data points, is same as that under (i, 41.m.

Claim 6 For any setb € [n+ 1], we have that ;i (b) = pin+1.m/(D)

n,m

Proof [Proof of Claim 6] Same as that of Claim 2. |

F.2.2. LEMMAS FOR REFLECTION COUPLING

We state and prove some results about reflection mapping and couplings.

Lemma 1 Let P and Q be probability distributions over R%. Let 1) : R* — R? be a bijection
such that dp((z) = do(a), dp((z)) = dole) and |det (B42)| = 1, where %42 s the

Jacobian of the multivariate map 1. Let © ~ P be a sample from P. Let y = x if Unif(0,1) < Zig;,
otherwise y = 1 (x). Then (x,y) is a maximal coupling of P and Q.
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Proof We first show that y is a sample from (). Let F be an event in the range of (). Let accept be

the event when u ~ Unif(0, 1), u < ¢QE ; We have,

Ply € E] =Py € E,accept] + P [y € E, reject]

_Ew[n{er}ﬂ{ i);HHEm[Jl{w( GE}H{“ ¢Q8H

w[teenr[{us é}!H o eme|{e- G

:/Rdﬂ{xEE}min{ g
alr %}) op(x)da

+/H§d]1{zp(x)€E}<l—m1n{ o(a
= /Rd 1{z € E}min{¢p(x), pg(z)} dx + /Rd 1{¢(z) € E} max {0, ¢p(x) — ¢g(x)} dx

For the second term, we now do change of variable - let v = ¢(x) - using the given properties of 1, we
have ¢p(x) = ¢p(yp 1 (v)) = dg(v) and g (z) = ¢p(v). Furthermore dv = ’det (dﬁgf)) ‘ dx =
dz. Finally, we are integrating over R%, and since ¢ is a bijection, it can flip the limits of some of the
coordinates, however, that is taken into account with using the absolute value of the determinant of
the Jacobian. The second term therefore becomes [q 1 {v € E} max {0, ¢o(v) — ¢p(v)} dv. We
now combine the integrands of both the terms, and substitute v = z as the variable in the second
term. This gives us,

Ply € E] = /Rd I{z € E} (min {¢p(z), dg(2)} + max {0, oo (x) — ¢p(z)}) dz
Note that for a fixed =z, if ¢p(x) < ¢g(x), the integrand becomes

1{z € E} (¢p(x) + ¢pg(x) — ¢p(z)) = 1{x € E} Q(z). On the other hand, if pp(z) > ¢g(z),
the integrand becomes 1 {x € E'} ¢¢(z). Hence, for all cases, we get that,

Plye Bl = | 1{ € F}oqle)ds = QE)

We now show that it is a maximal coupling i.e. the probability of acceptis 1 — TV (P, Q). We

have,
P [accept] = By, [11 {u < xgg H - /Rd min{ Zig; } ép(z)da

_ /Rd min {¢p (), bo(x)} de = 1 — TV(P, Q)

Lemma 2 Let P and Q be two isotropic probability distributions over R® with means pp and HQ
such that for any vectors x,y, ¢p(x) = g (y) if |x — upl| = ||y — pqll- Given vector win RY, the
reflection of w under (Q, P), v = reflect(u, pg, pip) = pg + (p — ), satisfies:
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1. Invertibility: u = ug + (pp — V)
2. ¢pg(v) = ¢p(u) and ¢pp(v) = ¢pg(u)

3 ‘det (d reﬂect(;,MQ:MP)) ’ =1

u

Proof [Proof of Lemma 2] The proofs follows immediately using the given assumptions. |

F.2.3. COUPLING MARKOV CHAINS

We setup some notation to describe the coupling that Algorithm 2 constructs. The following
discussion is for deletion of index n, but it can be verified that the arguments naturally ex-
tend to the insertion case. We remind that (i, ,,, denotes the distribution of sampling m ele-
ments uniformly randomly from [n], and mini-batches b; ~ (i, . Furthermore, we will use
b; = [b1,ba,...,b;] denote the set of indices upto j. For dataset S and mini-batch indices
b, let the gradient VFg(w,z) = |—11)‘ > jep Vf(w,zj). Define Wji1 1= W; — nVEs(Wj,z,),
Wjt1 := Wjq1 —n0; and w1 := P(W,41). Note that W; is also function of b; but this dependency
is not highlighted for notational simplicity.

The iterates and the mini-batches [(W2, b1), (W3, b2), ..., (Wr41, br)] produced by Algorithm 1
is a sample from a T-step first order Markov Chain over an uncountable state space R? x [n]*. We
remark that W is a constant initialization, and so isn’t considered. Let P be the joint distribution
over the T iterates X mini-batches. The joint density of P can be factored as,

op((Wa2,b1), (W3, b2), ..., (Wr41,b1)) = op(Wa,b1)dp (W3, ba|w2) ... op(Wri1, br|wr, wr—1)

where ¢p(Wa, b1) = ¢p(Walb1)fin.m(b1) and gZ;f(v_V2|b1) is the density of N (W2, n?c21). Similarly,
the gonditionals ¢p(Wj, bj_l ’Wj_l, Wj_g) = ¢P(Wj’bj_1, Wji—1, Wj—Q)Nn,m(bj—l)- Furthermore,
let P denote the marginal of [Wy, Wo, ..., Wp41], the joint density of which can be factored as,

Gp(W2,Ws, ..., Wry1) = dp(W2)dp(Wslwa) ... ¢p(Wri1|wr, wr_1)

where ¢p(W2) = [y ¢p(Wo,b1), and the conditional ¢p5(Wilw;_1,w; 2) =
Ey,_,¢p(Wj,bj_1|w;_1,w;_2). Finally, given a fixed mini-batch sequence b = {by,bs,...,br},
let Py, denote the joint conditional distribution of {W2, W3, ..., Wpy1} given b. In this case, P,
factorizes as:

Op, (W2, W3, ..., Wry1) = Op, (W2)dp,, (Ws|w2) ... ¢p, (Wri1|wr, wr_1)

where ¢p, (Wa) = ¢p(w2|bi) and dp, | (Wj[Wj-1,Wj—2) = ¢p(Wj|bj—1,Wj-1, Wj-2). We simi-
larly have a Markov Chain to generate the iterates for dataset S’ - call this joint distribution over
iterates and mini-batches as (), the marginals over iterates as Q and for a given b ~ { ,un_ljm}®T,
the conditionals over the iterates as Qp.

We now describe how the unlearning Algorithm 2 constructs a coupling between P and () to
generate (W(1), %(2)). We first describe the coupling of mini-batch indices. Sample b ~ (™)®7,
let b = b. We now look at all b;l) e bW: ifn o4 bg-l), then let b§.2) = (1), otherwise for each

J
such b;l) , we replace n by randomly sampling an index from [n]\bg-l), and call this b§-2). We then
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Mini-batches

Figure 4. Markov chain for noisy-m-A-SGD Algorithm

T
define the ordered set b(?) = {bgz)} . From Claim 5, this is a valid coupling of mini-batch
j=1

indices. Sample W = [Wa, W3, ..., Wr41] ~ P,a), which corresponds to training with Algorithm 1
on dataset S. Set w(!) := &. To generate w(?, we do rejection sampling steps at each iteration. At

jpb((f))((m)) If the step succeeds, then
we proceed to the second iteration, wherein we again do a step of rejection sampling with ratio of
conditional densities and so on. However, if anyone of the rejection sampling step fails, lets say the
tth step, then we do a reflection of iterate W, 1 about the mid-point of the means of P, 1) (-|wy, wi_1)

and Qo (-|we, we_1) , which are 7))} = w¢ — nV Fs(wy, z,) and W{2) = wi — 1V Fs (wy, ;)

respectively. Set v’vﬁ)l = reflect(W¢41, v~v§_231, Gvgfl) After the reflection, we continue training on

dataset S’ which corresponds to continue sampling from the (¢ + 1) step of the Markov chain for
Q4,2 conditioned on the ™ sample being v’v?). This generates the random variables w(1) and w(®.

We now show that this is indeed a coupling.

the first step, we sample u; ~ Unif(0, 1), and check if u; <

Lemma 3 For any measurable set E C RT, P [v_v(2) €E]= Q(E)

Proof [Proof of Lemma 3] We will first show that P [ ) € E|(b b(2))] = Qp2 (E). The proof

is based on induction on the length of the Markov chain 7'. Define w ( ). {v‘vf), ‘e ,v‘vg,?ll

The key to the proof is the observation that the marginals P (1)( ) and Qb(z)(') are Gaussian
N (Y, n20T) and N ( ) n2021) respectlvely, and the conditionals P, (1)( |w;) and Qb(z)( |w;)

are also Gaussian N( +1,77 2521) and/\/( +1,77 a?).
ForT = 1, we only care about the margmals P (1)(-) and Q,2) (+), which as argued before,
1 1

are normally distributed. From Lemma 2, we have established that the reflection map satisfies the
conditions in Lemma 1. Combining these, we have that the base case 7' = 1 follows from the
reflection coupling result stated as Lemma 1.

We proceed to the induction step. There are two cases, depending on whether we do a rejection
sampling in the T%" step or not: we call these “rej-sample” and “no-rej-sample” respectively. If
we do a rejection sampling, we further have two cases (1a). accept: either all rejection samplings,
including the one in the 7" step are accepts, (1b). reflect: all rejection samplings, except the one in
the 7™ step are accepts, and in the 7™ step, we reflect. Finally, if we don’t do a rejection sampling
step, we have the third case (2). reject: some rejection sampling prior to 7" results in reject; in this

case, the 7™ sample v‘vgi)rl ~ Q) ( |W§F2 ), wg? ) 1)- Cases (1) and (2) partition the whole event space
T
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for T' draws, whereas cases (1a) and cases (1b) partitions the space of the T™ draw, conditioned on
the first event. Also note that case (1) vs (2) distinction is measurable w.r.t. the natural filtration

generated by the Markov chain upto 7" — 1 draws.

Note that conditioned on the events “rej sample” as well as wé? ) 1, the last step is just a one-step re-

flection coupling method. To elaborate, the conditionals Qb@)( |wT ,W(T) 1) and P( (- |wT ,wg ) 1)

used in the 7™ rejection sampling are Gaussians, which along with the reﬂectlon map satisfies
properties of Lemma 1, as in the base case. Let Ej,s; = {y|3x: (x,y) € E} be the projection

of E on the last co-ordinate and E, = {x|(x,y) € E}. According to Lemma 2, the conditional

distribution of Wg_l is Q2 ('|W§~2) ; ngﬂi
T

P [W¥i1 € Ejgst|rej-sample, v‘vgzl’ (b(l)’ b@))}
=P {ng)rl € Ejqs, accept|rej-sample, &\ || (b(l),b@))}

+P [WFEF_)H € Ejqst, reflect|rej-sample, W(T) (b(l) b2 ))}
2
= /Rd 1 <W(TJ)rl € Elast) ?qQ o2 (WT—H’WT ’W(T) 1)dW(T4)rl
For the ’no-rej-sample” case, we have:

P [\ngi)rl € Elast|no—rej—sarnple,v'vg,?ll, (b(l), b(2))} E []l (v‘v?il € Elast):|

(2 2
:/ 1 (Wgrq)q S Elast> DQ () (W T+1|WT)7W£F) 1)dW(TJ)rl
Rd by

We will now combine the two cases. Let ¢{")(-) and ¢("")(-) denote the densities of v‘vg?zl under

the “rej-sample” and no-rej-sample” events respectively.
P [w® € E|(b®), )]

:Phﬁdeﬂm

rej—sample,v‘vgzl, (b(l),b@))} P [v‘vgzl € Ewﬁl,rej—sample]

+Phﬁﬂeam

_ (2 2
= /RdT 1 {Wé«j_l € Elast} 1 {Wé«)l eFlE_ ggil}
: {]lrej—sample {V_V{([“Qll} d)(r) (nglﬂ + ]lno—rej—sample { } d)(nr ( )} ¢Q (2) (WT+1‘WT ) (2) )dW(Q)
_ — (2 ~(2) =(2) 1 (2) (2) = (2)
- /RdT L{w® € By g o (#1000 (W wf) i) awf

_ N (9
- /RdT 1 {W(z) < E} ¢Qb(2) (W%))dw’g‘) = Qpe (E)

no-rej-sample, W(T) , (b b ))} P [v‘v&?)l €EFE_(o ,no—rej—sample]
Wit
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where the third equality uses the induction hypothesis that w2 | conditioned on b(*) and b®@, is

-1
distributed as Qb<2 . Finally, we integrate with respect to the coupling generating (b(l), b(2)); we

get
P [v-v@ € E} = Y p [v-v@) € E|(b(1),b(2))} P [b<1>,b<2>}
(b(1),b(2)
S S Qe ] = Y ane 5] =
(b b(2)) b(2)
This completes the proof. |

We now show that not only the marginals over the iterates, but the entire state maintained by the
algorithm, which includes the mini-batching indices is transported.

Lemma 4 For any measurable event in (Rd X [n]m)®T, we have

P [(w@),b(?)) e E} = Q(E)

Proof [Proof of Lemma 4] We first decompose the event £ C (Rd X [n]m)®T as two events,
E = E) x E; where E; C R and E, C ([n]™)”. We have
P [(w®,b?) e E] = By P [v-v<2> e Ey|b®), b(Q)} i [b@) e Ez}

= Ep0) Qpe) (B1) 3™ (Ey)
=By Que) (Bt (E2)
= Qp (BT, (Ey) = Q(E)

where the second and third equality follows from Lemma 3 and Claim 5, and the final equality
follows from the definition of event E' and probability distribution Q). |

We now lower bound the probability of accepting at all rejection sampling steps.

Lemma 5 Let “accept” be the event in which all rejection sampling result in accepts so there is no
reflection or recompute. The probability of accept is lower bounded as,

\fp

P [accept] > 1 — ——
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Proof [Proof of Lemma 5] We evaluate the probability that all rejection sampling steps result in
accepts. We first do it conditioned on b(!), b(2)

P accept\b(l),b@) :W<1)W2E{u} Hﬂaccept(uj)
T HOWr%isi=1 | j=1
(1)
¢Qb(2( ]+1’W » Wi 1)
= E I[P v < — Wy, Wi

_(1) ~(2 (1)
w(T),w(T_)H j=1 ¢Pb<1)( ]+1|W , Wi

(1 1 1 (1
/RdT Hmln{d)P (1 J+1|W )) ) PQ (2)( §+)1|W( )) gn)}dwgﬂ)

. (1 1 L 1 .
:H </Rdm1n{¢Pb§1)(W](»+)1]W§ ))’ ; ) b0 (2)( ](J21’WJ( ))’ ())}d §+)1

\_/
b/\
—_
~
,_.
~—

The term

. _(1 1 1 _(1 1 1 _ (1
/]Rd min {¢Pb<1) (W§421 |W§ ))’ W;‘_)l)’ ¢Qb§2) (W§-21 |WJ( ))> W;—)l)} dW](-‘,-)l

=1- TV 1) b1 b ( b<.1) ) Qb(-2))
J J

where the notation TV,(+,-) denotes the conditional TV between the arguments, conditioned on
. INOREISOI e e
the subscript. Let y; = % i.e. the number of elements differing in bgl) and b§2) . Note
D _ @2 -
that if 7; = 0, then b; " = b,” and P<1> = ngg), and hence vag.ﬂ)l,b(l),b(?) (Pbg.”’ng.z)) = 0.
In the other case, v; = 1, which corresponds to the case when the deleted point was used in
the j mini-batch. In this case, the means of P, (1) are Qb(z) at separated by at most QG" - this

[

<.

follows as in the proof of Proposition 1. In partlcular fixing previous iterates and vv(l)1 and

mini-batch indices b(!), b(?), using the fact that gradients are in norm bounded by G, P (1) and
ngg) are Gaussians with variance 72021 and means separated by either 2 m] or 0, dependlng on
«vj. Combining the two cases, and using TV between Gaussians formula Devroye et al. (2018),
we have 1 — TV_(1> ) b(Q)(PbQ),Qb(?)) > (1 - ﬂ)w = (1- %)W. We therefore get

nom

Jra min{¢Pb(_l)( J+1|W(1)) Wi— 1) ¢Q (2)( J+1|W(1)) v )}dw( L > > (1- %)%' Plugging

J
this in the conditional probability of accept expression, we get

T Vi S G T~
P [accepﬂb(l),b@ } H <1 — ) = <1 — G) ’ >1— G2jm1m

om
Jj=1
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We now integrate with respect to b)), b2 Note that E;F:l 7y; is the number of mini-batches
which contain the deleted point. Since in each mini-batch, m points are selected uniformly randomly

from n, By 2y = 7> which gives us By ) ) Z] 1Y = Tm . Hence,
GEyw) [ GT
P [accept] > 1 — b6 21 Vi —1-"" =1— Q
om on

sfo

where the last equality follows from plugging in o = as in Proposition 1. |

We are now ready to prove Proposition 2.

Proof [Proof of Proposition 2] We need to show that upon deletion and insertion, the probability
distribution of the entire state maintained by the algorithm, which is all iterates as well as mini-
batches indices is transported - this, for one deletion, follows from Lemma 4 (which is for unprojected
iterates), together with the fact that projection is a deterministic operation. Moreover, as before, the
above argument also holds for insertion and generalizes arbitrary edit requests.

We now proceed to bound the probability to recompute. This follows directly combining
Lemma 5, Proposition 1 and Remark 2. From Remark 2, upon & edits, the total variation distance is at
most k times total variation distance upon 1 edit. Since the algorithm is p-TV stable (Proposition 1),
and the assumption that the number of samples are between n/2 and 2n, the total variation distance
upon k edits is at most 2kp. Hence, using Lemma 5, we have that the probability to recompute is

probability of “reject” is at most kp VT |

Appendix G. Runtime and space complexity

In this section, we discuss, in detail, the learning and unlearning runtime of the algorithms, as well as
their space complexity.

G.1. Learning runtime

In this work, we did not aim to carefully optimize the runtime for training/learning algorithm, as
long as the algorithm achieves the rate in Theorem 2. However, we briefly discuss the runtime
of each algorithm, and highlight easy improvements, where possible. Algorithm 3 requires m1’
LDpn it
GV’
requires m1' = m ( f; T;) stochastic gradient computations - setting larger m only hurts the
total runtime, without any advantage Note that total stochastic gradlent descent computations of

noisy-m-SGD (i.e. without acceleration, see Appendix H.1) is also (o) ) ; however, the key advantage
of acceleration is that it allows setting larger mini-batch sizes: 73 as opposed to T', which leads to

= pn stochastic gradient computations. On the other hand, for Algorithm 1, if m <

(pn)

smaller number of iterations: , /2~ as opposed to 2 T " and hence a smaller probability of recompute.

Vd

From Woodworth and Srebro (2016), we know that mini-batch SGD (with or without acceleration) is
optimal for smooth convex composite/ERM optimization in the low accuracy regime: when accuracy
az T In this regime, an algorithm makes at least €2 ( ) calls to a stochastic gradient oracle. It
can be then verified that for our accuracy, our algorithms make the optimal number of oracle calls.
For Algorithm 1, as discussed, faster algorithms lead to better unlearning times. It is natural to
ask what happens if we additionally introduce variance reduction techniques on top of acceleration
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to yield even faster runtimes. In particular, what if we use Katyusha Allen-Zhu (2017), which
has optimal runtime in terms of stochastic gradient computations. We argue that even though it
improves the runtime of the learning algorithm, it does not yield improvement for unlearning beyond
what we have with acceleration. From Corollary 5.8 in Allen-Zhu (2017), setting largest allowed

m = /n, we get that Tm = O (%) —in our case, € = g, which yields Tm = O | \/n %

stochastic gradient computations. Note that this is smaller than that of noisy-m-A-SGD (unless p is

very small), however T' = | /% — same as that of noisy-m-A-SGD, and hence yields no improvement

in unlearning time. However, note that using Katyusha would give us optimal oracle complexity even
in the high accuracy regime.

G.2. Unlearning runtime

We now look at how much compute it takes for Algorithm 4 and 2 to handle the edit requests. We first
give a general result, which holds for any TV-stable algorithm with the unlearning algorithm being
the one which constructs a coupling with acceptance probability at least 1 — p. We give in-expectation
bounds on the number of times verification fails or a full or partial recompute is triggered.

Proposition 6 For a coupling based unlearning algorithm with acceptance probability at least
1 — p, for k edit requests, the expected number of times recompute is triggered is at most 4kp.

Proof [Proof of Proposition 6] We first setup some notation. In the general setup, for k edit
requests, let s be the number of times a recompute is triggered. Let {Z1, Za, ..., Z,} be a set of
random variables, where each Z; denotes how many edit requests the i recompute can handle. To
elaborate, Z; takes value j, if upon j edit requests, a recompute is triggered. The Z;’s comprises
to the randomness used in the algorithm like mini-batching indices or Gaussian noise, as well as
the randomness used for rejection sampling. It is important to note that Z/s are not necessarily
independent. In particular, in Algorithm 2, we reuse the Gaussian noise upto the iteration in
which rejection sampling fails, and only use fresh/independent Gaussian noise in the later steps.
However, note that we have exact unlearning, and the output at each step is p-TV stable (w.r.t. all the
randomness used). Hence, since the above description of the distribution of Z;’s depend only on the
TV stability parameter, it follows that Z/s are (marginally) identical.

We now use the fact that the unlearning algorithm constructs a coupling with acceptance proba-
bility at least 1 — p to describe the probability distribution of Z;. We have that upon one edit request,
the probability that a recompute is triggered is at most p. This means that Z; < 2 with probability
< p. Using Remark 2, this generalizes as Z; < j with probability at most (j — 1)p. Note that in our
setup, we observe at most k requests, so Z; taking values larger than k is not meaningful. However if
kp < 1, it means that probability that Z; takes values smaller than £ is less than 1, and therefore there
is a positive probability of Z; being larger than k. To remedy this, we define another random variable
X;’s which takes values in the set {1,2, ..., k}. Furthermore, for any i, P [X; = j| = P[Z; = j] for
J<kbutP[Z; = j] =32, P[X; =]. By construction, this ensures that 1 < Z; < k, when we
observe at most k requests.

We want upper bounds on s conditioned on the fact that k requests are addressed i.e. X; +
Xy ..., X > k. For this we write s as s := min, {2k > X; + X5 ..., X, > k}. The first inequality
holds trivially since we ensured that X; < k. It is easy to see that s is a stopping time with respect to
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the filtered probability space of the stochastic process { X; },.. Furthermore, since X;’s are identical,
we can apply Wald’s equation to get,

k 00
2k > E[X1 + Xa + ... X,| = E[s|E[X1] = E[s] Y _P{X; >j} =E[s] Y P{Z > j}
j=1

j=1
1+1/p 1+1/p 1 1+1/p
>Els] Y P{Z>j}=E[s] > (1-P{Z<j})>E[s|[--> (G-1p
j=1 j=1 Pooi=
1 1/p 11 E[s]
2506 (5= [ i) =m0 )=5)
[](p j:0p> (5 - 30) 2 5
This gives us that E[s] < 4kp. [

Next, we look at the runtimes for Algorithm 4 and Algorithm 2 to handle one deletion or insertion
request. For this, we look at the runtime of verification, i.e., deciding if recompute needs to be
triggered or not. We show how in the standard algorithmic model of computation (say, word RAM
model), using suitable data structures, this can be done efficiently. Furthermore, as standard in convex
optimization, we can use oracle model of computation Nemirovskij and Yudin (1983) which counts
the number of accesses to the first-order (gradient) information of the function, and a projection
oracle. Let & denote the compute cost for one gradient access or projection in the standard model of
computation — we assume that both oracles require the same compute. In the rest of the discussion,
we provide runtime as a function of the problem parameters ignoring all constants. Furthermore,
since we assumed that the number of samples at any point in the stream is between % and 2n, we

2
will just work with n samples, and everything would still be the same, up to constants.

Verification runtime of Algorithm 4. For Algorithm 4, note that for deletion, for every iteration,
we need to check if the used mini-batch b; contained the requested point. A brute force search takes
O(m) time, whereas if we sort when we save the mini-batch indices b;, we can do a binary search in
O(log (m)) time; we can even do constant time search by storing a dictionary/hash table, giving us
an O(T) total time. The most efficient way however is to store a dictionary of sample to mini-batch
iterations that the sample was used in. For this, it takes O(1) time lookup for every edit request. For
insertion, similarly, at every iteration, we first sample from a Bernoulli with bias m /n which takes
constant time, giving us O(7") total time. However, equivalently, we just sample one Bernoulli with
bias T'm/n and recompute based on its outcome. This gives us an O(1) time lookup for every edit
request.

Verification runtime of Algorithm 2. For Algorithm 2, we can similarly search in constant time
whether the deleted point was used in any iteration or not. For every iteration in which the deleted
point is in the mini-batch, we need to compute a gradient at a new point, so as to replace the deleted
point. Sampling a point uniformly from a discrete universe takes linear time (in the size) in the
worst case, but with some pre-processing can be done in logarithmic/constant time. For example,
when saving the mini-batch indices by, if we save a sorted list of the indices not sampled, using
binary search, we can sample in O(log (n — (m — 1))) time. The more efficient way is, if we save a
probability table, then we can use Alias method to sample in O(1) time Walker (1977). Hence for
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such iterations, we query two gradients, and it takes O(d) compute to add/subtract this gradients.
Since the total number of iterations in which a deleted point was sampled in, in expectation, is Tm
the expected total compute is M

We now consider the Computatlonal cost of rejection sampling. In Algorithm 2, at every iteration
¢N( o21) (&)
we check if Unif(0, 1) < m, where ¢ (g, 021 (*) and @1 421 (+) are probability densities
evaluated at the sampled point &;. We thus need to compute this ratio of probability densities — since
these are Gaussian densities, the ratio is just the following the expression:

M
Ontgpon (&) (\/ﬁ)d eXp( 2 ) — exp (1 <||gt e &,HQ))
' :

¢N(gt102ﬂ) <§t) (\/ﬁ)d exp ( M)

It takes O(d) time to do the above computation. Moreover, we only need to compute the ratio in
iterations where the means differ — these correspond to the iterations where the deleted point was
sampled or the inserted point would have been sampled. By a direct computation, the expected
number of such iterations is T—m . This gives us a computational cost of % for rejection sampling,
and hence the expected runtime of verification is w
We now state bounds on runtime for both unlearning algorithms.

Claim 7 The expected total unlearning runtime of Algorithm 4 for k edit requests is
O (max {k,min {p, 1} k - Training time}).

Proof [Proof of Claim 7] The total runtime of Algorithm 4 is the time for verification plus the runtime
for recomputation, whenever a recompute is triggered. The recomputation time is just the training
time, and in the model considered, excepted cost of one recomputation takes O (T'm (& + d))
time, since at every iteration, m gradients are computed and vectors added. As discussed in
Appendix G, the expected verification time for Algorithm 4 is O(1). From Proposition 4, the
unlearning Algorithm 4 recomputes with probability O(min {p, 1}) for one edit request. Therefore,
using Proposition 6 which bounds the number of recomputes, we have that the expected total runtime
is bounded as kO(1) + 4kmin {p, 1} - O (Tm (& + d)) < O (max (1, min{p,1} Tm (& + d)) k).
For a sufficiently large p, the unlearning time of Algorithm 4 is clearly dominated by the training
time. In particular, in the corresponding batch Algorithm 3, vge set m = 47, giving a total runtime of
O (max (1, min {p?,1} n (& + d)) k). Hence for p 2 Voo the total runtime in expectation is

at most O(min {p, 1} - k - Training time). In the other case, the expected total runtime is just O (k).
|

Claim 8 The expected total unlearning runtime of Algorithm 2 for k edit requests is
0] (max {k, min {p\/T, 1} - k - Training time})

Proof [Proof of Claim 8] As before, the total runtime of Algorithm 4 is the time for verification plus
the runtime for recomputation, whenever a recompute is triggered. As discussed in Appendix G,

Tm(8+d)
n

the expected verification time for Algorithm 2 is O ( ) The recomputation in this case

may be partial but it also includes a reflection. The reflection operation with d dimensional vectors
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takes O(d) compute. Furthermore, we upper bound the partial recomputation time by worst-case
full recomputation time, giving a recomputation time O (T'm (& + d)). From Lemma 5, we have

that the unlearning coupling is not maximal but recomputes with probability min { VT, 1}. Fi-
nally, by Proposition 6 we have that the expected total runtime is bounded as kO (Tm (& + d)) +
4k min {pﬁ, 1} -0 (M> <0 (max (min {p\/T, 1} , %) EmT (& + d)) In contrast,

n
for Algorithm 2, the runtime is at most O (max (min {pﬁ , 1} , %) EmT(® + d)) Our lower
bounds will show that we need p = % to get any non-trivial accuracy. Therefore the maximum

is always obtained by min {pﬁ, 1}. Moreover, k is a trivial lower bound on runtime, since we
need to observe all k edit requests. Hence, we get that the total runtime in expectation, is at most
0O (max {k, min {p\/T, 1} - k - Training time}). |

G.3. Space complexity

In this work, the objective was not to optimize the memory used, but rather, to study if the problem
can be solved computationally efficiently, no matter how much (reasonable) memory the algorithm
uses. However, we discuss, in this section, that the space complexities of the proposed algorithms,
which we will see, is arguably, reasonably small. We ignore the space used to store the dataset. In both
algorithms, we save a hash-table of iterations to samples - since we do 7' iterations with m samples
each, this takes space of O(7'm) words. We also store all the iterates, which are d-dimensional
vectors, so this takes a space of O(dT') words. Finally, we also store a dictionary of iterations to
models, which takes O(T") space. The space complexity therefore is O(T'(max {m, d}). Plugging in
the values of T, we get the following.

Algorithm 3: Plugging 77 < 2° from Proposition 3, we get space complexity =
(@] (pn max {1, % }) As remarked in Appendix C, we can improve the space complexity by not
requiring to save all the iterates and yet have the same unlearning runtime. In the proof of Claim 7,
we upper bound the recomputation time by a full re-computation time - this means that the upper
bound on unlearning runtime holds even if the algorithm does full retraining everytime verification
fails. The unlearning Algorithm 4 can thus be modified as follows: for deletion, instead of continue
retraining from iteration ¢ where the deleted point participates, we can just do full retraining, with
fresh randomness for all mini-batches. For insertion, note that when if condition is met (line 6 in
Algorithm 4), we use the iterate w; to compute the gradient on the inserted point (line 8 in Algo-
rithm 4); however, if we don’t save w,, we can just compute it on the fly by doing a full retraining
with the same old mini-batches. After w; is computed, we just continue as in Algorithm 4.

With the above modification, we only need to save a hash-table of used samples to binary values
which correspond to whether they were used or not, which takes O(7'm) words, and a d dimensional
model. Hence, the space complexity of Algorithm 4 is O(T'm + d) words.

Algorithm 1: From Proposition 1, note that if m < O(T3), T = 2%, and therefore, dT" = 27
If we use the largest mini-batch size m = O(T3), then T = , /%, and hence dT' = d*/*,/pn.

Therefore, the space complexity is O(7 max {m,d}) < O <max {@, a3/, /pn}) words.
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Appendix H. Other algorithms and batch unlearning

To demonstrate the generality of our framework, we give two more algorithms. The first is noisy-m-
SGD which is the same as Algorithm 1 but without acceleration, and the second is quantized-m-SGD,
based on randomized quantization. We note that both algorithms have worse theoretical guarantees
than Algorithm 1, however the first establishes our claim that acceleration is beneficial, whereas
the second shows how a previous work of Ginart et al. (2019) for k-means clustering, can, not only
be seen as a special case of our framework, but also extended to general convex risk minimization
problems. Moreover, in the second case, we consider a more general setup of barch edit requests,
and show that our techniques are flexible enough to easily generalize to the batch variant.

H.1. noisy-m-SGD

Algorithm 5 noisy-m-SGD(wy,, to)
Input: Initial model wy,, data points {z1,...,z,}, T,n,m
I: wog=0
2: fort =tg,t0+1,...,7 do
3:  Sample mini-batch b; of size m uniformly randomly
&t = % Zjebt Vf(wi,z)
Sample 6; ~ N(0, 021;)
wir1 =P (we —n (gt + 64))
7. Save(bs, 0, Wi, gt)
8: end for
Output: wg = % ZtT:Jrll wi

AN A

Proposition 7 Let f(.,z) be an L-smooth G-Lipschitz convex function ¥ z. Algorithm 5, run with

. 2 AN . . .
to = 1,7 = min i, (G+7DU)T Lo = 8\/73;0, and T > %22 outputs Wg which is min {1, p}-
. oS T (o GDVd
TV stable and satisfies EFs(Wg) — Fs(wg) S =

Proof [Proof of Proposition 7] The TV -stability guarantee of p = @ follows exactly as in

the proof of Proposition 1. We now proceed to the accuracy guarantee, which follows simply by
guarantee of SGD on smooth convex functions. We have already shown in Proposition 1 that the

. . . . 2 2
gradients are unbiased and its variance bounded by % + % + od.

Therefore, using Theorem 4.1 in Allen-Zhu (2018) with step-size n < ﬁ we have

~

~ D? 22 D2
EF(w) - F(w') <O (277V2 + 77T> =0 (277 (i + 02d) + 77T>
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Let G2 = E + 02d, balancing the trade-off in 1 gives us n = @%' Therefore setting
7 = min {ﬁ, GD\T} gives us
~ ~ LD?> GD LD2 a\f dD
EF(w)—F(w") <O|——+—4%=| <0
(%) = F(w) ( I ﬁ) ( e

LD? GD  GDVd

<0 + + Vd
T vTm np

> < 1.256 again becomes T' > (np)”

Finally, the condition in the sub-sampling amphﬁcatlon T6mZ

We now show that Algorithm 5 achieves the same upper bound on excess empirical risk as
Algorithm 1.

Corollary 2 Let f(.,z) be an L-smooth G-Lipschitz convex function ¥ z. Algorithm 5, run

1/2
with m > mm{;g,;(wggﬂ) } n = mm{;L(D)\/T} o= WG 4nd T =

Seto
2 ~ ~
max { (f:;c)l , LG%L} outputs Wg which is p-TV stable and satisfies EFs(Wg) — Fs(w§) S ng

N

Proof [Proof of Corollary 2] We start with the result in Proposition 7. Note that as long as fﬂ pe
LD?

= = m < T L D , the second term is larger than the first. We balance the two trade-offs in 7.

Optimizing the trade-off between second and third term gives us \/GT% = G?[ — T = (mc)l ;

and optimizing the second trade-off gives us % = L?Q = 7 =12 \/(ap ") Hence setting
T = max (%, %) yields an expected excess empirical risk of O <M>.

We now look at the condition 7' > gg 0’ —
max ((fg C);, 7LD\2/(8’) ")> We therefore require (o nc)l > (1%722 = m > 16, as well as %\fﬁ) >
Yé% = m>1 <%> i this recovers the condition m > min {fg, 7 ((an)lG)f) 1/2}

in the Proposition statement. Hence, combining all the above arguments, we get that for any

1/2
m > min {f‘%, i <(p n[)/%ﬂ) } , setting T' = max { (fg (32, Lg%) }, yields an expected excess

empirical risk of O ( M) . |

np

Remark 5 The choice of T in Proposition 1 yields that the largest mini-batch size that

can be set, without hurting runtime, is m = \;gLGD' Furthermore, the condition m >

min {fé, : <(an)%\/3) 1/2} becomes T > (‘/ZéD>2.

We now state and prove the main theorem for this section.
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Algorithm 6 Unlearning for noisy-m-SGD

Input: Delete point with index j or insert z (with index n + 1) for noisy-m-SGD
1: fort=1,2...,Tdo
2: Load(&t, Wt, bt, gt))

3:  if deletion and j € b; then

4: Sample i ~ Uniform([n]\b;)

5: g =gt — = (Vf(wi,z5) — Vf(we,2))
6: Save(gy, b\ {7} U {i})

7. elseif insertion and Bernoulli( 7 | then
8: Sample i ~ Uniform(b;)

9: gt =8t — 5 (Vf(Wi,2) = V f(wi,2))

10: Save(g;, b\ {i} U{n+1})

11:  else

12: continue

13:  endif

14: =g+ 0

@ ! 13
1. if Uniform(0,1) > “he?®)

- ¢N(gt,02]l)(£t) then

16: & = reflect(&, g}, 1)

17: Wiyl = Wi — 7752

18: Save(&})

19: noisy-m-SGD(w¢y1,t 4+ 1) // Continue retraining, on current dataset
20: break

21:  end if

22: end for

Theorem 4 Let f(-,2) be an L-smooth G-Lipschitz convex function ¥ z. For any % < p <1, using
Algorithm 5 as the learning algorithim and Algorithm 6 as its unlearning algorithms, then given a
stream of edit requests,

1. Satisfies exact unlearning at every point in the stream.

m)” S then

. .. . ~ . GD
2. At time 1 in the stream of edit requests, outputs W gi, such that if ( Clom) N

its with excess empirical risk bounded as,

L1/2D2\/g 2/3
G(pn)

EFs(Wgi) — Fs(wh) < (

3. For k edit requests, the expected total unlearning runtime is O(max {pk - Training time, k})

Proof [Proof of Theorem 4] We proceed as in the proof of Theorem 1. For any 0 < p < 1, from
Proposition 7, the output wg is p-TV stable, and the excess empirical risk using Algorithm 5 on a
dataset S on n points, is bounded as,

~ ~ LD? GD GDVd
EFg(Wg) — Fs(wh) <O + + —
5(Ws) — Fs(wy) < ( T VTm np )
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It can be easily verified that Proposition 2 and Proposition 2 still holds for noisy-m-SGD, which
gives us that the algorithm satisfies exact unlearning at every time in the stream, proving the first
part of the claim, Moreover, its recompute probability bounded by O(pk+v/T) and therefore the

unlearning runtime bounded by O(max {k‘, pk+/T - Training time}. Substituting p = and

P

\/T’

using the largest mini-batch size m = (%) 2 T, the upper bound on excess empirical risk becomes
2/3

LTDQ 4 GDVAVT Optimizing the trade-off, we have LTDQ = LZT)2 —= T = (M> , and the

np GVd
2/3
excess empirical risk bound upper bound is % = (%) . Note that this also proves the

third part of the claim. Furthermore, as in the proof of Theorem 1, it can be verified that the condition

~ 2/3
T> g%% is equivalent to (%) < \/%, which just means that the excess empirical risk
of noisy-m-SGD is at most that of sub-sample-GD. Finally, the upper bound holds for any point in the
stream using the assumption that the number of samples are between 3 and 2n, thereby establishing

the second claim. [ |

H.2. quantized-m-SGD

The work of Ginart et al. (2019) considers unlearning in k-means clustering. The key algorithmic
technique is randomized quantization of vectors to a 7-lattice. The intuition is that if the vector is an
average of n data points which are bounded in norm, then upon changing one data point, the vectors
(@] (%) close. Therefore, if the lattice is sufficiently coarse, then it would ensure that both are mapped
up the same point in the lattice. However, if we consider deterministic quantization, then there exists
points such that for any € > 0, shifting the point by e changes the quantized point. Therefore, we
first shift the lattice by a uniformly random phase, which ensures that such a situation occurs with a
small probability.

In their application of k-means clustering, this vector is a cluster centroid, which is an average of
the data points in the cluster. We apply this idea to convex risk minimization problems, wherein we
quantize average gradients, which by the Lipshcitzness assumption are bounded in norm.

We now introduce the quantization operation formally. Given a vector x, let § ~ Unif [— %, — %] d,
consider the quantization given by:

Qu(x) =7 (0 + arg min (x — 7(0 +j)))

jeZd
We now state a result about the quantization operation.

Lemma 6 Let Bs(u) denote the Euclidean call of radius 6 centered at u. The following holds for
the quantization operation,

1. Foranyx, EQy(x) = x and E||x — EXH2 < 712d
2. For any vector u, P[3v € Bs(u) : Qp(u) # Qp(v)] < 2%5

Proof [Proof of Lemma 6] Note that for a given x, Qg(x) ~ Unif [x — Z,x + Z] ? hence EQo(w) =
2

w. Furthermore, since w — Ew ~ Unif [, %]d, we have E||w — Ew||? = dE (w; — Ew)? = %.
The second part of the claim is Lemma C.2 in Ginart et al. (2019).
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To see why Ginart et al. (2019) is a special case of our framework, note that the total variation
distance between two random variables is at most the probability of disagreement under any coupling.
Ginart et al. (2019) uses the same quantization randomness (used for training) for verifying after the
edit request - this corresponds to a trivial coupling between the quantization randomness, hence the
total variation distance between the outputs is bounded by the upper bound on the probability that
the quantized points change (see Lemma 6). This establishes that it is a TV stable method. Finally,
as said before, using the same quantization randomness corresponds to a trivial coupling, but can be
shown to be maximal since the probability distribution is uniform around the to-be-quantized point.
Therefore, we have that Ginart et al. (2019) uses a maximal coupling based unlearning method.

Batch unlearning: We consider a batch unlearning setup, wherein instead of observing an insertion
or deletion request, we observe a batch edit request with insertions and deletions. We demonstrate that
our general approach of coupling mini-batch indices is flexible enough to handle this variant naturally.
The batch unlearning ideas and results extend to other algorithms: noisy-m-A-SGD, noisy-m-SGD
and subsample-GD. We also note that the computational benefit of batch unlearning as opposed to
handling edits one by one is only a constant factor, which at best is two.

We now discuss how we extend the randomized quantization idea to convex risk minimization.
In our learning algorithm guantized-m-SGD, at each iteration, we draw a mini-batch of m samples,
uniformly randomly from n samples, use it to compute the gradient on the previous iterate , quantize
using a randomly sampled phase, and update. Algorithm 8 implements the above procedure.

Algorithm 7 guantized-m-SGD
Input: Initial model wy, data points {z1,...,z,},T,7n
1: fort=1,2...,T do
Sample mini-batch b; of size m uniformly randomly
Sample 0, ~ Unif [—1, %]d
&t = % Zjebz Vf(wi,z)
Wil = W — nQg, (gt)
6: Save(ﬁt, W¢, bt, gt)
7: end for
Output: Wg = 71¢ ZJT;T W

We first prove a lemma which bounds the total variation distance between outputs generated by
quantized-m-SGD on arbitrarily differing datasets - these can be thought of as arising after a batch
edit request.

Lemma 7 Let S and S’ be two datasets of n and n + ko points respectively, such that S has ky
points which differ from S" i.e. |S\S'| = ki, therefore S and S’ differ by ki + ks points. Let {w }le

T
and {W;} be iterates of quantized-m-SGD on datasets S and S’ respectively. The total variation
j=1

distance between distribution of average iterates Wg and W g is bounded as,

AGTd(ky + ks)

TV(wg,Wgr) <
nTt
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Proof [Proof of Lemma 7] Without loss of generality, we enumerate S and S’ into subsets as follows:
let S; and S} be the first n — k; elements of S and S” which are the same. Let Sy and S, be the next
k1 differing elements in S and S’ respectively. Finally, let S% be the last k2 elements of S’

We look at iteration ¢ of quantized-m-SGD and fix the previous model w; = w;, = w. We will
now compute the conditional total variation distance between w1 and wg 1 1- Note that since the
only randomness is in the sub-sampling and quantization, we can compute the total variation distance
between sub-sampled quantized gradients on fixed w for both datasets, and this will lower bound
total variation distance between the iterates w; 1 and w;_ ; by data processing inequality. Let b
and b() be a uniform sample of m points from datasets S and S’ respectively. For a fixed w, let the
gradient on S indexed by b(") be denoted as gfm (w)=21% jeoy Vf(w, zf ), and similarly for S’.
Let P and @) denote the probability distribution of gfm (w) and gf(;) (w) respectively. We have the
following claim, which we will prove via mathematical induction on ko: for any measurable set R,

for any ko, |[P(R) — Q(R)| < 4Gdk1 + Z Tilf]d

Base case 1: ko = 0 : Firstly note that both b)) ~ Unif([n],m) and b® ~ Unif([n], m), and
consider the trivial coupling b() = b(2) = b, where b ~ Unif([n], m), be a uniform sample of
m points from [n]. We now use the fact that total variation distance is at most the probability of
disagreement for any coupling. This gives us that

V(Qo(g5 (W), Qo(gyi) (W) <P |Qolgy (W) # Qo(gs” (w))

We will focus on upper bounding the right hand side. The proof follows by using the quantization
guarantee (Claim 6) combined amplification from subsampling. Without loss of generality, assume
that the first k; samples in S and S’ are the ones that differ. Fix the random (uniform) sample b
of indices - suppose for this fixed value of b, exactly j differing data points are sampled. From G

Lipschitzness, and that we have exactly j differing data points, Hg;}9 (w) — g (w) H < 27% Hence,
applying Claim 6, we have that

AGdj

T™m

P [Qo(gy (w)) # Qo(gs (w))|b producing j differing samples} <

We will now integrate with respect to the randomness in b - for this, we need to calculate the
probability that a sample of b (uniform m out of n) produces exactly j differing data points, call it

(D)

p(j). By direct computation, we have that p(j) = oy Hence we have,
k1

P [Qo(e (w)) # Qulel ()| = " p()P [Qu(ef () # Qu(gf (w)| b produces j differing samples
j=0

. i (") (’Zn 1) 4Gdj _ mky AGd _ AGdk

™m n o™ ™
m

where the second last equality is a consequence of Vandermonde’s identity, as we show below. We
) (oath)i N :
need to show that Z;ﬁ:o G)Cus)i ity — Z?lzo (k]l) " kl)j _ mki (7)) =k ("~ '). This

G m=s)7 ="
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holds because,

2161} A0 ob e[V} EE ol Vi [ )

7=0 7=0 7=0
ki1—1
k‘lfl n*kl n—1
1;( j ><(m—1)—j> 1<m—1>

where in the second last equality, we re-indexed the sum which removes the first element, but it was
zero anyway, and the last equality follows from Vandermonde’s identity.

Base case 2: ko = 1 : In this case, S’ has one more element that S’ - let this point be denoted
as ¢. In this case, the probability distribution using S’ has the form Q = (1 - %) Q1+ %QQ,

where ()1 is the probability distribution conditioned on the event that ¢ is sub-sampled, and ()5 is the
probability distribution conditioned on the complementary event. For any measurable set R, we have,

P - Q)= | (1- 22 ) @) + -2 aa(m) - PUR)

Note that 1, Q)2 and P are all probability distributions over n elements. Furthermore, P and (Q; are
probability distributions over k; differing elements, therefore we can use base case ky = 0 to get that
|IP(R) — Q1(R)| < €1 := %. We therefore get,

P - < |(1- 2 ) @)+ S Qum) - iR e
= |5 (Qa(R) ~ Qi(R) + e

Finally note that )1 and Q2 are probability distributions over n such that upon sub-sampling m

) e 4Gd
elements, there is exactly one differing element, therefore we get, |Q2(R) — Q1(R)| < 72%. We
therefore have that

4Gd  4Gdk 4Gd 4Gdk
IP(R) — Q(R)| < — + L= + L

n+1mr nr (n+1)T nr

Induction Hypothesis: Suppose the following holds for ky < k: for any measurable set R,

|P(R) - Q(R)| < 44k 4 yoF | A0d

Induction Step: &y = k + 1 Let the last element of S’ be . As in the base case, we decompose
the distribution () into a mixture of two components based on whether ¢ is sampled or not. We

have Q = (1 — n+”~l§+ 1) Q1+ ﬁ@g. Note that ()1 is a probability distribution which does

not use the last element of S’. Therefore we can use Induction hypothesis which gives us that
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|Q1(R) — P(R)| < ¢k Z ffﬁ We therefore get,

P - Q) = P - (1- Y o) - n;gHQQ(R)'

k
4Gdk1
< - -
e LR L R B T
2

J|m  aGd 4Gdk1+z 4G

n+k+1m7 = n+]
_4Gdk1+'§ 4Gd
- onr jzl(n—i—j)T

where in the last inequality, as in the base case, we used that fact that distributions (01 and () differ
because in one we subsample the last element where as in the other we don’t, so from Claim 6, for

two data sets of size m differing in one element, the failure probability is %. This completes the

4Gd 4G dko
=1 (n+5)7 = n1 >

induction argument. We bound the sum simply as Z
4Gd(k1+k2)
nr :

which gives us that the

whole term is bounded by

The above, by an application of data processing inequality, shows that the conditional TV distance
between w1 and w;_; is at most W. Note that the upper bound holds uniformly over all
conditioning events. Moreover, from the maximal coupling characterization of TV distance, we

have that for any coupling of w;; and w}_;, the conditional probability of disagreement is at most

W. Consider the coupling which just concatenates all these couplings, then an application

of union bound over the 7" iterates, the joint probability of disagreement under this coupling is at
most W which gives us our upper bound on TV distance between joint iterates. Finally, by
data processing inequality, the same upper bound holds for the average iterates which finishes the

proof. |

We now establish the guarantees on the learning Algorithm 7. To handle batch edit request,
we extend the notion of exact unlearning with one edit request to batch request: we term it exact
batch unlearning. We similarly also extend p-TV-stability to (k1, k2, p)-TV stability, which is p-TV
stability under arbitrary k; deletions and k; + ko insertions, as well as k; insertions and k; + ko
deletions.

Proposition 8 Ler f(.,z) be an L-smooth G-Lipschitz convex function ¥ z. Algorithm 5, run with
) D AGdT (pn) (LD(pn) ) 2/3 o
—m R < A _ tputs W
n iny 57, ( (in*‘“/g) T} T o an ax{d3/2 =, Gpr outputs wg

~ 2/3
which is (ki, ko, (k1 + k2)p)-TV stable and satisfies EFs(Wg) — Fs( DS (%) ]

Proof [Proof of Proposition §]
The (k1, ko, (k1 + k2)p)-TV stability guarantee follows from Lemma 7 by taking a supremeum
over all datasets S and S’ of sizes n and n + ks (or n — k2) to get that that TV stability is uniformly

4GTd(k:1+k2) 4GdT

upper bound by o

= (k1 + k2)p, where the equality follows upon setting 7 =
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For the excess empirical risk bound, we use the guarantee on excess empirical risk of SGD on
smooth convex functions (for example, Theorem 4.1 from Allen-Zhu (2018)), combined with the fact
in Lemma 6 that quantization produces unbiased estimates of the gradient with bounded variance

2 2G? 27 _ 2G? 16G2d3T? : : 1
VeSS 4T d= ==+ “on? Therefore, choosing step size n < 5, we get

EF i D? 2G?  16G2d3T? D?
W Fo(wi) < O 2 R [
(W) = Fsly) = <2W WT) ¢ (277 ( m (pn)? > T )

Define G2 = 2 (% + %) and set 7 = min {%, G‘L@T }, which makes the upper bound

- . D2 LD? GD
-~ o *) <& 2 = — == ~
EFs(wg) — F(wg) <O <277V + 77T> 0 < T + \/T)

2 3/2
<0 LD N GD +GDd VT
T VTm (pn)

(pn)
B2 /m"
LD(pn)

Gd3/?

Balancing the trade-off between the las two terms gives us 1T’ =

Similarly, bal-

2/3
ancing the trade-off between the first and last term gives us T' = ( ) . Hence setting

2/3
T = max { dg(/g%’ (Lé?d(g%)> } gives us that the expected excess empirical risk is bounded by
2/3
(W) and completes the proof. |

Remark 6 We see that the TV stability parameter above is (k1 + ka)p as opposed to (k1 + 2ka)p
which is what we would obtain with p-TV stability for one edit request and using the triangle
inequality of TV distance (see Remark 2).

Remark 7 The largest mini-batch size, without hurting runtime, is m = ( % )2T _
GQ 2/3 . ) D 2/3
(@[))(75;3)/2) , which gives us T = ( Gd(gf;g)) ‘

We now proceed to unlearning. The unlearning algorithm (Algorithm 8) upon observing an edit
request comprising of both insertions and deletions, first couples the mini-batch indices (described
formally in the next paragraph), and computes the gradient on the new mini-batch It then uses the
same quantization randomness as in training, and checks if the quantized point changes. If it does, in
any iteration, then it calls recompute. The use of the same quantization randomness corresponds to a
trivial coupling between the quantization randomness. We explain the coupling procedure in detail
below.

Batch coupling: We setup some notation. Consider the training dataset S and dataset realized
after the batch edit request S’. Given a vector w, let Qp, (gf1 (w)) denote the quantized gradient
vector where 6 is the quantization randomness and b; is the mini-batching randomness on dataset
S’. Similarly, Qg, (gf1 '(w)) denotes the quantized vector with 05 as the quantization randomness and
by as the mini-batching randomness on dataset S’. We couple 6, and 6, by considering the trivial
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coupling 01 = 65 i.e. the joint probability measure is defined only on the diagonal of the product
measure. To couple the mini-batch indices, we consider two cases: if the training dataset S has less
more or more points than S’. For simplicity, Algorithm 8 is the pseudo-code corresponding only to
the first case.

In the first case, suppose S has n points and S’ has n + ko points, realized after k; deletions and
k1 + ko insertions. Without loss of generality, order the two datasets as follows: the first n — k; points
in S and S’ are the same, call these S; = S}, next we have the last k; points of S, and arbitrary
k1 points of S’ - call these So and S}, and moreover let the mapping of indices from Sy — S} by
denoted by . Finally we have the rest of ko points of S’, call this S5. In the following discussion, and
in Algorithm 8, when we consider elements of these sets, we mean their indices. As before, let iy, 1,
and iy, 4, m denote the probability measures correspondingly to sampling m elements uniformly
from a discrete universe of size n (i.e. S) and n + ko (i.e. S’) respectively. These sub-sampling
measures are coupled in the following way in Algorithm 8. We first sample b(1) ~ fn,m (during
training). Let bgl) be the my indices in Sy: replace these by the corresponding indices in S5 i.e.
(b N Sy). Next, sample b ~ Hn+ky.m: let bz be the mg indices which are in S%. We now resample

b§2) ~ Unif(b™"), m3) - these are indices used in training, which are now to be replaced. Define
b2 = (b(l)\ {b(l) NSy} U {L(b(l) NS2)}) \bg2) U {S4 N b}. Let the distribution of b produced

edit
n,m:*

in the above way be denoted as p We now show that (b(l), b(2)) is indeed a coupling of fiy,

and fly, 4 ko m-

Claim 9 With the construction described above, we have that b") ~ Hn,m and b2 ~ uf{% =

Mn+k27m~

Proof [Proof of Claim 9] b)) ~ fn,m follows trivially by construction. For the other part, for any
set F of m indices arising from the coupling construction, let £; be the set of m — mg points from
SUSY and Es be the set of mg points from Sg. Since these m3 points of E9 need to be selected when
(m"mz)
("2
number of ways to sample from S”\ S%. For the points in E1, these come from b and replacement
(n—(m—mg,))

GO

numerator denotes the number of ways to sample rest of elements not in £, when sampling b,

sampling b, the probability of sampling these points is , where the numerator denotes the

using 5%, (which is a deterministic operation). Hence, probability of Ej is , where the

Finally, we need to consider the re-sampling step i.e sampling b(12) - note that the draw of F/; and F»

fixes the set produced by this re-sampling, and thus its probability is (ﬂ%) This gives us
m3

(nlms) (") 1

edit E) = . X
i E) = ety Ty ()
1 nl(n — (m —ms))!m!(n — m)!ms!(m — ms)! 1
- (n+k2) ' (T,E — m(g)!(n _3()721 _ EnS))!m)g!(s (_ m)!n!fi! - (n+k2) = Hntha,m(E)
[ |

In the second case, S has more samples than S’ - let number of samples in S be n, and in
S’ be n — ko and there k; samples in S’ not in S. As before we order the sets as: let S; =
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S| be the n — ko — ki samples which are the same in both S and S’. Let Sy be the next k;
samples in S, which correspond to S}, the rest of k; samples in S’ - the mapping from Sy to

S being ¢. Finally let S5 be the rest of ko samples in S. We first sample b(1) ~ fn,m (during
training). Let bgl)

L(b(l) N Sy). Let bél) denote the sub-sampled indices which are in the last k9 indices of .5, and let
= ‘bgl)‘. We re-sample ms3 indices as b = Unif((S"\¢(b() N S)\b(1)), m3). Finally, define
= (b(l)\ {b( NS} uU{(b )N S2)}) \bgl) U b. Let the distribution of b?) produced in the

above way be denoted as ,ued“ We now show that (b(1) 5(?)) is indeed a coupling of Hn,m and

/’Lnfkg,

be the my indices in Sy: replace these by the corresponding indices in S5 i.e.

Claim 10 With the construction described above, we have that b") ~ fn,m and b2 ~ ,u“l” =

HTL kg,

Proof [Proof of Claim 10] () ~ fin,m follows trivially by construction. For the other part, let £/ be
a set of m indices from [n — ks]. Note that any number of points in E can arise due to re-sampling
(i.e. when sampling b'), hence we need to consider all such possibilities - let mg be the number of
indices in E produced via re-sampling. Fixing one of (7;2) combinations, the probability that it

From the rule of sum, the probability that any mg sized set was

produced via re-sampling is mm
m3

: 1
was re-Sampled 1S m

m3

For each such set, it could arise from any of m3 points

from ks, which gives us ( ) possibilities. The probability of choosing any such set, when sampling

ko
b, is (( )) We now combine these and apply the rule of sum on different choices of m3, from 0 to

m. We get,

= (ims) (i)
edit E) = 3 . 3
Hon () = ) (PR (m=ma)y ()

m3=0 m3 m

_ zm: m' n— kQ — )'mg' kg
o (m —ms)!(n — ka —m + mg)! \ms

’I’L
m =0
Z ma=0 n*kz (m —m3)!(n — Ko — (m —m3))! \ms
( ) n — k ko (n;f?) n n — ko
(n) Z m—-—m m - (n) ' m = m = HUn—ko,m
m/)  m3=0 3 3 m
where the third last equality follows from Vandermonde’s identity. H

We now state the main result about unlearning.

Proposition 9 (Algorithm 7, Algorithm 8) satisfies exact batch unlearning. Moreover, for k batch
edit requests, where the i request comprises of k! deletions and k% + k} insertions, or ki insertions
and ki + kb deletions, Algorithm 8 recomputes with probability at most 2 Zle(ki + k5)p.
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Algorithm 8 Batch unlearning for quantized-m-SGD

Input: Edit request produces dataset S’ of n+ ks points, with k; deletions and k1 + ko insertions; let
S1,S2 and S, S5 and S5 be partitions of S and S’ respectively, as defined in “Batch coupling”
1: fort=1,2...,Tdo
2 Load(0y, wy, b, g¢)
3: b~ Unif(S",m)
4 mg=|{z € S3Nb}
5. b\ ~ Unif(by, ms)

6: gé = gt_% Z Vf(wtvzj) + Z Vf(Wt,Zj) - Z Vf(Wt,Zj) + Z Vf(wtvzj)

jebN.S. j (2 j€S3Nb
JEbLNS2 jeL(bNS2) gebﬁ) JES3

70 b = (b\ {be N Sa} U {u(by N S2) )\ U {85 N b}
Save(g] b(2))
t) Yt
if Qet (gt) 7& QQt (gi) then

10: quantized-m-SGD // Recompute on current dataset

11: break
12:  end if
13: end for

Proof [Proof of Proposition 9] We consider one batch edit request of k; deletions and k1 + ko
insertions (case 1) and k; insertions and k; + ko deletions (case 2). We have that applications of
Claims 9 and 9 give us that mini-batches are transported, for cases 1 and 2 respectively. Moreover,
since we consider a trivial coupling of quantization randomness, we can consider it part of the
(randomized) algorithmic map. Therefore, as in the proof of Proposition 4, transportation of mini-
batches suffices to give us that Algorithm 8 satisfies exact unlearning. Repeated application of the
above generalizes it to arbitrary k edits. We now proceed to bound the probability of recompute
directly for a batch edit request. For a fixed model w, and a fixed iteration, we fix the mini-batches
(b™M), b)) such that b(1) and b differ by j indices. From Lemma 6, we have

AGdj

mT

Py 4 p2)) |Qalgpiy (W) # Qalgpiay (w))| (B, b)) such that 5V, b differ in j indiceS] <

We now integrate over the conditioning event. To do this, we need to compute the probability of
the event that sampling (b1, b(?)) generates j differing indices - denote this as p(7).

Since we have two case for coupling constructions, we consider each one by one. We first look at
the second case: from construction of the coupling, it is easy to verify that j differing indices can be
produced when, for any 7, b") samples i elements from the k; differing items and j — i indices from
the last k5 indices, for any ¢ from O to j. Hence, by direct computation, we have

J (k1 ( k2 (n—(kitkz) n—(kﬁ-kg) j n—(k1+k2)Y (ki1+k2

m 1=0
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where the last equality follows from Vandermonde’s identity. Plugging this in the following, we
have,

Py 50 p2)) [Qe(g}in(w)) # Qo(gj(o) (W))}

k1+k2
= Z p(7)Pp p1) p2) [Qe(gf(l) (w)) # Qo(gs, (w)) b1, b2 differ in j indices
=0
e (TR (M) 4Gd)  m + k) 4G4
<y -
— ( ) mr n mr
J=0 m
_ G0 k) _ ko
N nt - T

where the second equality is a consequence of Vandermonde’s identity proved in Lemma 7 (Base
case ko = 0) and the last inequality follows by plugging in 7 = 4(:%.

We now look at the first case (when S is smaller than S’), which is slightly more involved.
Let i1 denote the number of indices in b(1) N Sy, and let i3 be the number of indices in () U S5.
Furthermore, since we resample io indices from b(l), let i3 be the number of indices from S which
are re-sampled. It can be verified that if b(!) and b differ in j indices, then we need to have
i1 + i3 = j. This is because it can happen that both i(?) is large, but upon re-sampling, it chooses
elements from k1, which does not increase the number of different indices between b1 and b2

Also, note that by construction i3 < i < j. Hence the probability p(j), by direct computation is,

(i) = 5 (G ()00 ()

7,'1,2'2,@'3—0 11+13=7,13<12<7j (77:1) (n—:nkz) (:Z)
Y @6 G65) f)
11=0122=7—11 (m (n';kZ) (?21)
)
where in the second equality, we substituted i3 = j — i1. We now claim that p(j) = %,

which we will argue via a double counting argument. Note that it suffices to show that

oS (D) () ) = () () () - Consider set 4 of
n + ko elements, composed of Ay of n — ki, Ao 2of k1 and As of ko elements, and a B of n elements,
composed of By of n — k1 and Bs of k1 elements. Note that the expression (Z;kjl) (kljl”) ( ) is
the size of number of combinations of 2m elements, m each from A and B such that the number of
elements from Ay U A3 is j. We will show that the other expression also counts this set, via basic
combinatorial rules. For this, consider combinations of m elements from B As and such that we have
1o elements from Az and the rest m — i from B. Also, consider combinations of m elements from
A1 U Ay which consists of 71 elements from As the rest from A;. We now modify these as follows,
out of m elements from A, select i3 elements and replace thse from elements from As - not that if
it turns out that out of io selected, j — i1 are from A1, then the number of elements from As U A3
after replacement becomes exactly j. However, also note that for each such combination arising,
there are ( ) combinations of samples from A; and As, which give the same final combination
after replacement Hence, we need to apply the rule of division, so as not to repeatedly count
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the same combination. Finally, using the rule of sum to consider all possible values of i1 and iz

retreves the expression 571, 2, (5) (5740) - (), 75 = () (1) (1)
and completes the argument. ’
We again plug in the above in the following expression to get,
Py, 00) | Qo(ggin (W) # Qaleginy (W)
k1+k2
= > PPy p) [Qe(gfm (W) # Qo(gp, (w))[b™), b differ in j indices
j=0

n—k k1+k ;
GO 160 s ) 161
= (n—l—kQ)

0 mT n mT
J= m

AGd(ky + k2)

nrt

where the second equality is again a consequence of Vandermonde’s identity as in Lemma 7, and the
last inequality follows by plugging in 7 = 4%%. Finally, we condition on the iterates till iteration ¢,

which gives us the conditional probability of the iterates differing at iteration ¢ is at most (kﬁ%)p.

Taking a union bound over all 7 iterations gives us that probability is at most (k1 + k2)p. Finally,
we extend it to k edit request, by using the fact, by assumption than the number of data points at any
point in the stream is between 5 and 2n. This, with the result for one edit request, directly give us

the probability to recompute is at most 2 25:1 (K% + K5 p. [ |
We now state and prove the main result.

Theorem 5 Let f(-,z) be an L-smooth G-Lipschitz convex function ¥ z. For any % < p < oo
using Algorithm 7 as the learning algorithm and Algorithm 8 as its unlearning algorithm, then given
a stream of batch edit requests,

1. Satisfies exact batch unlearning at every point in the stream.

2. At time i in the stream of edit requests, outputs W gi, such that its excess empirical risk bounded
as,

2/3
vIepa2\”
< | Y===2
3. For k batch edit requests, where the i request comprises of K% deletions and k' + k% insertions,
or ki insertions and ki + kb deletions, the expected total unlearning runtime is

O(max {min {p,1} Zle(k% + k&) - Training time, k})

Proof [Proof of Theorem 5] The first and the second claims follow from Proposition 9 and Proposi-
tion 8 respectively combined with the assumption that the number of samples at every point in the
stream is between 5 and 2n. Finally, as in the the proof Claim 8 for runtime noisy-m-A-SGD, we can
use the same data-structures together with the fact the quantization operation takes O(d) time, to get
that the claimed runtime. These together finish the proof of Theorem 5. |
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Appendix I. Lower bounds on excess empirical risk

Give a convex function f(-,z), we consider empirical risk minimization on a dataset of n points.
We assume f(-,z) is 1-Lipschitz for all z, and diam(}/) < 1. This is only for simplification as
the bounds scale naturally with these constants, as discussed in Bassily et al. (2014). We look at
algorithms, which given two datasets S and S’ of size n differing by one point, disagree only on a
set of measure at most an p.

We have from the optimal transport connection that this requirement is equivalent to the total
variation distance being at most p. We want to understand then what is the lower bound on excess
empirical risk:

sup PLA(S) £ AS)] <p « sup TV(AS), AS)) < p
A(S,8")=1 A(S,8")=1
— [Elexcess empirical risk] > a(p,n, d)

We focus on proving the implication. Bassily et al. (2014) gave lower bounds on accuracy for
DP algorithms by providing a reduction to computing mean of the dataset. We present and give the
proof of the reduction, adapted to our context, for completeness. The reduction is that if we have a
TV-stable algorithm for empirical risk minimization for a particular f with some accuracy, then we
have a TV-stable algorithm for mean computation problem with certain accuracy. We will look at
mean computation problem over datasets with norm of the mean being © (M ), for some given M.
Let u(S) =4 1 2i denote the mean of dataset S = {z1, 22, -z}

Let the optimal accuracy of such a mean computation problem be denoted as follows:

1
, .
, d, M) := E - i
Cmean (12 M) = g <, AHA(S) n
M/2<]u(S)]<2M

Proposition 10 For any p-TV stable algorithm A, there exists a 1-Lipschitz convex function f, a
constraint set W with diameter(VV) < 1 and a dataset S of n data point such that

- -~ * O‘}%zean (TL, P, da M)
Fs(A(S)) — Fs(w*) > mﬁx{ i }

Proof [Proof of Proposition 10] We follow the proof in Bassily et al. (2014). Consider dataset

d
S =A{z1,22,...,2n}, 2; € {—%, %} - the dataset is therefore constrained to lie in the unit

Euclidean ball. Consider the following function f(w,z) = — (w, z) with the constraint set )V being
the unit Euclidean ball. It is easy to see that f (-, z) is 1-Lipschitz for all z. The empirical risk becomes
~ Ly

Fs(w) = —(w, 13" | 2;), the minimum of which over the unit ball is w§ = HEZ+”

i=1 ZZH

Given an algorithm A for empirical risk minimization, let the reduced mean estimate be fi(.S) =
|2 3°F 2| A(S). The accuracy (mean-squared error) of i is,
1y
=1 %i
(A(S ) ”n>

1 <& 2
iy ) i
P | S ol
1 n
w2

=1

n 2

A(S) - %Zzi

=1

n

i3

=1

I7(S) = n(S)|* =

LA(S) — wh||* <
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where the last inequality follows using the following computation, wherein we use the fact all data
point are in the unit ball.

2
LA(S) = wh||* <

n

5

=1

n

5

=1

S

2(1 = (A(S),wg))

1 ¢ =Y i % >>
— =3zl (AS), ==l
an <”H;ziﬂmu

=1

n

=1

We therefore get,

~ ~ 1
> e A(S) — ()|
2 H% dic1 ZlH

There are two things left to show: a bound on W |7(S) — 1(S)||* and show that
n 2ui=1%

the reduced algorithm 71(S) is also p-TV stable. We proceed with the latter: note that i(S) =
| 157 2| A(S). However the term |1 3" | 7;|| depends on the dataset, and even if, for a
neighbouring dataset S’, A(S) and A(S’) are p-close in total variation, this data dependent scaling
can potentially increase the distance. However, if instead we define i(S) = M.A(S), where M is
a constant, then it is indeed p TV stable. Moreover, for reasonable values of M, the there exists
dataset for which |1 3" | ;|| = ©(M). Finally, note that by definition, ||fi(S) — u(S)||* >

a2 ean(n, p,d, M). Taking a max over all M gives us the desired statement. |

I.1. Lower bound for mean computation

In this section, we look at the problem of mean computation with TV stability constraint. Note that
to establish lower bounds on excess empirical risk, we need to look at mean computation over data
sets with means between M /2 and 2M, for a given M. However, we will see the mean computation
even over the unit ball has same accuracy convex ERM. We will therefore establish lower bounds for
the general mean computation problem, but the construction will use datasets with means © (M) for

certain values of M. Given a dataset S = {x1,x2,...,X,}, Where x; € {—%, %}d for all ¢, the
task is to compute the mean u(S) = % > j=1%j> while ensuring that the procedure is p-TV-stable.
This task is often considered in the differential privacy literature, however with the data points being
x; € {0, 1}d. The mean computation task then corresponds to releasing all one-way marginals
of the database. Since we want to consider data points which lie inside the Euclidean ball, we
therefore scale it accordingly. Given an algorithm .A(S), the accuracy is defined as mean-squared
error: a? := a2, (n, p,d) = E|A(S) — (S)||* where the expectation is over the randomization
of the algorithm.

We first describe two algorithms for this problem and give upper bounds.
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Subsample-mean: Consider an algorithm which sub-samples a p-fraction of the dataset and outputs
the mean on it.

Claim 11 The Subsample-mean procedure satisfies p-TV-stability and has accuracy o® < O (p%l)

Proof [Proof of Claim 11] The p-TV stability claim follows since TV distance is witnessed by the
event that a differing sample is sub-sampled, which happens with probability 2+ = p. The proof of
accuracy follows from the proof of Proposition 3, wherein we computed the gradient on uniformly
sub-sampled m out of n points - we showed that the mean on sub-sampled points is an unbiased
estimate of the average gradient. Furthermore, since the gradients were bounded as well, the expected
accuracy of mean computation is the same as the variance of gradient computation, which we derived

1 1
Noisy-mean: The algorithm computes the mean and adds N (0, 1) noise to it with 02 = &,

where C' is an appropriate universal constant.

Claim 12 The Noisy-mean procedure satisfies p-TV-stability and has accuracy o® < O <(pn)2>

Proof [Proof of Claim 12] Since the difference in means of two datasets, in norm, is at most %, the
outputs are two multivariate Gaussians with variance o2 and means separated by % From Devroye
et al. (2018), the total variation distance between such Gaussian sis at most O ( %) = p. For the

accuracy, we have o = E||u(S) + € — u(9)||> = E||¢|]* = do? = O (nrzdpQ). [
If the above procedures are optimal, then we expect a lower bound of &? > min {pn, )2 }
Equivalently, for a fixed accuracy «, we expect a sample complexity lower bound of n 2

1 @}.

min {—paz o

[.1.1. LOWER BOUND I
In this section, we give a €2 ( ) lower bound on sample complexity. The key ingredient is the

following result, where the proof is based on a simple reduction argument.

Proposition 11 Suppose there exists a p-TV-stable algorithm such that for any dataset of n points,
it achieves an accuracy of «. Then there exists a 0.1-TV stable algorithm such the for any dataset of
size [100nap], it achieves a 0.1-accuracy.

Proof [Proof of Proposition 11] Let n’ = [100nap]. Consider a dataset S’ of n’ points. We

construct a dataset S of n points by concatenatlng K =101 / p] copies of S’ followed by [*=3*" Kn'y
copies of a constant sample, all ones (—- VIR \}E) and [2= 5( n’ | copies of a constant sample, all ones
(_ﬁa ey _%)

Consider the algorithm wherein we compute the stable-mean on D’ by A’, defined as computing
the stable-mean on D using A and adjusting:

A(D') = L A(D)
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Let S’ be a neighbouring dataset of S’. By construction, note that .S and S differ by K sam-
ples. Furthermore, since the algorithm .4 on D is p-TV stable, on K-neighbouring datasets, it is
Kp =0.1-TV. This estabhsh the stability part of claim. The accuracy, by direct computation is
E|A(D') — w(D)|* = =B AD) — u(D)|]* < (0.1)2 =

Theorem 6 For the d-dimensional mean computation problem over the Euclidean ball, there exists

a dataset S of n samples with mean ||u(S)|| = ( ) such that the accuracy of any p TV stable

algorithm is o > €} (pn)

Proof [Proof of Theorem 6] Even for accuracy g = 0.1 accuracy and pg = 0.1 stability, we need
at least one sample. Hence, using Proposition 10, we get that sample complexity is n > 2 (pa)

which equivalently gives the claimed accuracy lower bound. Note that for this one-sample dataset
wu(S")|| = 1. Finally, from the reduction in Proposition 10, the mean of dataset S becomes
I ,u( )| = [%] which finishes the proof. [ |

1.1.2. LOWER BOUND II

In this section, we will prove the €2 <a%p) lower bound. We first introduce a technical assumption.

Assumption 1 For any dataset S, we assume that the probability distribution A(S) is defined over
the unit Euclidean ball, is absolutely continuous with respect to the uniform measure (in the unit
Euclidean ball) and its probability density function, with respect to the uniform measure, is bounded
by K in absolute value.

As a remark, the above assumption can also be stated with respect to the Lebesgue measure, but

then we would get a scaling of (di/) which is the Lebesgue volume of the By(0, 1), to some of

144
our terms. In order to simplify, we therefore use the uniform measure.

Theorem 7 Letn > 72, a < % and % <p< %. Let A be any p-TV-stable algorithm satisfying
Assumption 1 with K < 2%. For large enough dimension d, there exists a dataset S of n points with

|e(S)] =© (f) such that accuracy is lower bounded as o > ) (ﬁ)
Proof [Proof of Theorem 7] We will prove the result by contradiction. Let ”Vol” of a set refer to its
volume with respect to the uniform measure on the unit ball. Consider the following high-dimensional

setup. Consider a dataset S (or S?) which mean p(.S) such that ||u(S)|| = (f) It is easy to

construct such datasets by considering points such that sum of n — (\/;} points is 0 and the rest of

points is the same point repeated - this uses the assumption that p > % Now consider neighbouring
datasets S%’s, i € [n] such that the means of S*’s are all }L far from that of .S, in norm. We also need
that the means of any two datasets H (S — pu(S7) H > 5 for i,j =0tonand i # j. It is easy to
see the existence of such datasets, by considerlng the means of S¥’s in near orthogonal directions to
that of .S, which is possible when d is large enough.
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Suppose the algorithm A has expected error o2 i.e. E[|A(S) — u(9)]|* < a2 with 72 < n < a%p.

Kl/d*
Markov’s inequality, we have that P [.A(S) ¢ By (M(S), ﬁ)} < P[A(S) & Ba (1(5),3)] =
2 E[A(S)—u(S)*
P IA(S) ~ (S| > §] < HAGEN
assumption K < 2¢. Therefore, we have P [.A(S) € By (u(S), ﬁ)} > 1 —4a?.

We now setup some additional notation. Let A; denote the set
By (M(Si), ﬁ) \ (u;;o 2B (u(Sj), ﬁ)) i.e. the region in the ball By(u(S?) which
is not contained in any of the other balls. Let B;; denote the region of intersection between
By (,u(Si), ﬁ) and By (u(Sj), ﬁ) where ¢ # j and ¢ and j go from O to n. Note that
set B;; is constituted of two spherical caps. By construction the centers of the intersecting
spheres are at least ﬁ apart. To study the properties of such a set, we define cap as the

region in a d dimensional sphere of radius ﬁ which intersects with another sphere of the
same radius but with centers being apart by 1/2n. From known results Chudnov (1991), the

volume of cap is asymptotic to Vol (Bd ((), ﬁ)) (1 - d (%)) as d — oo where @ is the

cumulative distribution function of a standard normal random variable. We therefore have that

limgo0 Vol(eap) ~ limg_yo0 Vol (Bqy (0, 47 )) (1 — @ (¥2)) = 0. Furthermore, using

Assumption 1, we have P[A(S) € cap] < K Vol(cap) ~ K Vol (Bd (0, ﬁ)) (1 - d (ﬁ» <

n

K (ﬁ)d (1 - (%)) = (1 - (%)) as d — oo. Since ®(t) = Py r0,1)lg < t], we

et°/

have that 1 — ®(t) = Py rr0,1)[g > 1] < m; where the last inequality follows from standard

bounds on tails of normal distribution (See Proposition 2.1.2 in Vershynin (2018)). Therefore, we

—d/an?
have P [A(S) € cap] < %
P[A(S) € cap] < 5 for large enough n (to be specified later). Since B;; is made up of two
conjoined caps, this gives us that for any j = 0 to n and 7 # j, we have that P [A(Si) € Bij] <:.

Finally, we look at A;’s by removing the mass of all B;;’s, and using a union bound, we
get that P[A(S) € 4] = P[A(S") € Ba(u(8), 1n)] - PAGS) e Upy;uBy] >
1 —da® = Y0 PLA(SY) € Byj] > 1 —4a® — e > 5 — 4a® where the last inequality
holds for € < % We now evaluate how large n we need for this regime of e: recall that we set

> 2 . . nef’j/4n2 €
d 2 4n”In (n/e), this gives 27— < o s

for e < 1/2. Plugging in this worst-case value of €, we get the condition In (2n) > 1 which holds for
any n > 1.4 and therefore is valid by our assumption of n.

We now use the fact that A’ s are disjoint by construction. Therefore the total measure of A(S)
on union of Alsisatmost1ieP[A(S) € UL 4] => "  P[A(S) € A;] < 1. Furthermore, since
A(S) is p-TV stable, we have that P [A(S) € 4;] > P [A(S%) € A;] — p. Combining this with the
previous analysis which gives a lower bound on P [A(Si) € Ai] yields

Consider By <u( S), ﬁ) , the d dimensional Euclidean ball centered at 1(.S) of radius 1. From

< 4a2, where in the first inequality, we used the

. For constant € > 0, choosing d > 4n?In (n/¢) ensures that

. We want the right hand side to be at most -

n<;—4o¢2—p) giP[A(Si)eAi]—pgiP[A(S)eAi]gl )
=1 =1

We now proceed in two cases:
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Case 1: Suppose 72 < n < 5. The latter condltlon gives us that 40® < 17 Usmg Eq. (2)
gives us n(1/2 — 4a? — p) <1 <:> 4a* >+ — 1 — p. Upper bounding 40 by gives us that
17? > % p <= n< 2= /2 ) < 72 where in the last inequality we used p < 1/4. ThlS gives us a
contradiction.

Case 2: Suppose < n. We again start with Eq. (2) which gives us n(l /2 —4a? — p) <

l <= p> 1 717, 4a We want to prove the rlght hand s1de is at least 2 , which Would give
us that n > 7. Suppose this is not true i.e. % - —40? < m2 — % < mz —

a?n(1 — 8a? ) <2(1+a?) <= n< % Finally using the fact that @ < 1 gives that

< % < 17 which yields a contradiction.
Hence we see that with n > 72 samples and accuracy o, we have established that n > > and
SO > — |
pn

Appendix J. Excess population risk bounds

The goal in machine learning is (population) risk minimization. The population risk of w, denoted
by F(w) is defined as F'(w) := ]ED f(w,z), where D is an unknown probability distribution over
7

data points. Analogously, given an output of algorithm A on dataset S = {z;}, where z; ~ D
i.i.d., denoted as A(S), we will give guarantees on the expected excess population risk, defined as
EF(A(S)) — F(w™*), where w* is the population risk minimizer: w* € arg minyeyy F'(w), and the
expectation is taken with respect to randomness in algorithm A as well as sampling S. We assume
that the edits requests are independent of the dataset, so that the resulting current dataset is still
independently and identically distributed.

J.1. Upper bounds

In this section, we will bound the expected excess population risk appealing to connections between
algorithmic stability and generalization (Bousquet and Elisseeff, 2002). We first define uniform
stability.

Definition 5 (Uniform stability) Let A : Z" — W be an algorithm and A(S) denotes its output on
dataset S. We say that A is €apie(n)-uniformly stable if for any datasets S and S’ of n points such that
they differ by one data point (i.e. A(S,S") = 2), we have sup,¢ z E4 [f(A(S), z) — f(A(S), 2)] <
Estable (TL)

A classical result (Bousquet and Elisseeft, 2002) shows that expected excess population risk is at
most uniform stability + expected excess empirical risk: i.e. any w € W, we have

E[F(A(S)) = F(w)] < esuple(n) +E [ﬁs(A(S)) - fs(W)]

Theorem 8 (Upper bound) There exists a p TV stable algorithm, such that for any function f(-,z)
which is L-smooth G-Lipschitz convex ¥V z and any dataset S of n points, it outputs Wg which satisfies
the following.

_ GD 1 Vd
EF(WS)_F(W)§f+GDmIH{\//Tn pn}
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Proof [Proof of Theorem 8] We use sub-sample-GD (Algorithm 3) and noisy-m-SGD (Algorithm 5).
2
From Lemma 3.2 in Bassily et al. (2019), we have that egpie(n) < % From Proposition 3, we

set 7 = min {i, GL\;T}’ and T = M. We therefore have egpie(n) < % = G\Z}‘%ﬁ. Using
the excess empirical risk bound from Proposition 3, and the fact that p < 1, the excess population

risk is bounded as,

N GD\/ﬁ GD GD GD
EF(wg) — F(w"*) < + < +

For noisy-m-SGD, we need to balance the trade-offs more directly. In Proposition 7, we arrived

at that when using n < i, the expected excess empirical risk is bounded by nV? + 5—;. Using the

2
uniform stability bound of % the expected excess population risk is bounded as,

. G*Tn ,  D? G*T .\ D?
EF —F(w") < — =p = =
@s) - ) < S0 v D (ST 4v) 4 o
Define G? = (% -+ V2>, where V2 < G? + 0%2d < G? + G:Tj;d. Setting 7 = min {i, é%}’
we get,
LD?> GD
EF(wg) — F(w*) < — + —
(fs) ~ F(w') < 3+ o2

< LD? N GVTD N GD N GDVTVd
~T VT T pnT
LD? GD GD GDVd
= + + +
T Vn VT pn

Setting T' = max {min {\/ﬁ, } , % min {\/ﬁ, %}}, and combining the two results fin-

ishes the proof. |

SE

J.2. Lower bounds

In this section, we will prove a lower bound on excess population risk for any p-TV stable algorithm.
As before, we will consider the Lipschitz constant G and diameter D to be both 1, as the bounds
scale naturally with these constants. We first define the following quantity, which denotes the lower
bound on expected excess empirical risk of p-TV-stable algorithm with n points.

~

a(n,p):==  inf EAF, — Fy(®
a(n, p) s obapie S0P B s(A(S)) — Fs(ws)

Theorem 9 For the problem of stochastic convex optimization, there exists a data distribution D,
such that any p-TV-stable algorithm A incurs expected excess population risk, bounded as follows

B, FOA®) - ) 2 max {0 () o)}

S~Dn, A
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Proof [Proof of Theorem 9] The in term follows directly since it is the lower bound for any
algorithm, and so applies to p-TV stable algorithms as well. We now focus on the second term
a(n, p) The proof is based on a standard reduction argument: if there is p-TV stable algorithm,
which with n i.i.d. samples from any distribution, achieves an expected excess population risk less
than a(n, p), then there is an p-TV stable algorithm which achieves an expected excess empirical
risk less than a(n, p) on any dataset of n samples. Since the latter contradicts the definition of
a(n, p), this gives us that the expected excess population risk is at least or equal to a(n, p). We now
focus on the proof of the reduction. Consider a dataset S of n points. Consider A as the following
algorithm: sample n i.i.d. samples from S, call this set S, and run some p-TV algorithm Aon S. For
a fixed S, from TV-stable property of A, for any neighbouring dataset S’ with one point differing,
we have that TV (A(S), A(S ")) < p. Furthermore, using the group property of TV-stability, for any
dataset S’, we have TV(A(S), A(S")) < A(S, S")p. Using the maximal coupling characterization
of total variation distance, we have that there exists a coupling 7 of random variables A(S) and
A(S") such that TV(A(S), A(S")) = Ez1 { (S) # A(S’)}. We now show that the algorithm A
is also TV-stable for dataset S.

Consider dataset S’ of n points which differs from S in the first sample. We now generate S’ by
drawing n i.i.d samples from S’. For this, consider the following coupling: we draw n i.i.d samples
from S, call it S. For every draw of the first sample, replace it by the first sample of S, call it S".
It is easy to check the S and S’ are i.i.d. samples from S and S’ respectively. We now proceed to
show the A is p-TV stable. We will use the fact the total variation distance is at most the probability
of disagreement under any coupling. The coupling m we consider is that we first generate S and
S’ using the aforementioned coupling, and then use the coupling 7 which achieves total variation
distance for worst-case fixed neighbouring datasets S and S’. We have,

TV(A(S), A(S")) < E,1{A(S) £ A(S)} = E,1 {A(S) ”] A(ﬁ’)}

<Ersup1 {A(S) # A(S) } < E,A(S,5)p =
S,S!

where the last equality follows from direct computation of A(g .S ): number of differing samples,
under coupling 7.

We now proceed to the accuracy guarantee. From straight-forward computation, the excess
population risk, under the sampling of S, is ﬁS(A(S ) — ﬁg(wg) - this is the excess empirical risk
for dataset S. So if we have an upper bound on excess population risk using algorithm .4, we have
an upper bound on excess empirical risk for dataset S. This completes the reduction argument and
hence the proof. |

Appendix K. Algorithms for approximate unlearning

We consider an approximate notion of unlearning, based on differential privacy, which has appeared
in the literature (Neel et al., 2020; Guo et al., 2019). With such a notion, we show a simple black-box
reduction to DP algorithm, to handle unlearning requests, and show how to use group privacy to
trade-off accuracy and runtime. For convex ERM, this method performs competitively with existing
works.

We first define the notion of approximate unlearning.
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Definition 6 ((¢, §)-approximate-unlearning) We say a procedure (A,U) satisfies (e,0)-
approximate-unlearning unlearning if for any S, S’ C X* such that A(S,S’) = 1 and for any
measurable event £ € Range(U) N Range(A), with probability at least 1 — 0,

e P [U(A(S),S"\SUS\S') € &] <P[A(Y) € &] < eP[U(A(S),S\SUS\S) € &]
We now define (g, €, §)-group differential privacy.

Definition 7 ((g, €, 6)-group differential privacy) An algorithm A satisfies (e, 0)-differential pri-
vacy if for any two datasets S and S’ such that A(S,S") < g, for any measurable event
& € Range(A), it satisfies

P(A(S) € &) < eP(A(S') € £) + 8

Remark 8 (Dwork et al., 2014) If an algorithm satisfies (e, 0)-DP, then for any g € N, it satisfies
(g, g€, ge9=V5) -group differential privacy.

We now define privateCompute oracle which, basically is a differentially private solver for the
said task.

Definition 8 (privateCompute (S, ¢, 6) oracle) For a problem instance, given a dataset S of n points,
and privacy parameters € and 0, a privateCompute oracle outputs a (e, §)-differentially private
solution with accuracy apr,-va,e(n, €,0)

We now give a very simple algorithm (Algorithm 9) based on the observation above using
privateCompute oracle calls.

Algorithm 9 Approximate unlearning
Input: €,9,p
1. 10

2: Wg < PrivateCompute <S, P, Beroup (BJ , P, pB))
3: // Observe k edit requests
4: whilet =1,2,..., kdo
5: Sy « Update dataset(edit request)
6: i+ =1
7. ifi= FJ then
P
8: Ws, «PrivateCompute (St, P, Beroup (BJ , PO, pﬁ))
9: 140
10:  end if

11: end while

Theorem 10 Given a set of n data points to start with, and observing a stream of k requests, at any
time t in the stream, the following hold about Algorithm 9:

1. It satisfies (¢, §)-approximate unlearning.
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2. The unlearning runtime for k requests is at most 2pk privateCompute oracle calls.

3. The accuracy is at most Qpyivate (%, PE; Ogroup (BJ , PE, ,05) )

Proof [Proof of Theorem 10] Consider a point ¢ in the stream, and let 5 be such that j BJ <t<

7+ = |. S1nce the algorithm uses privateCompute with parameters pe and Ogroy =1, pe, po ), 1t
j+1) | 5 |. Since the algorith vateC ith d dgroup ( | 5 §),i
satisfies (pe, dgroup (BJ , PE, pé) differential privacy and hence (BJ , QU 5) -group privacy. There-

p

implies it satisfies («, §)-approximate unlearning. For the second part of the claim, note that for

k updates, the number of times the algorithm calls privateCompute is ﬁ Note that % > 1,s0if

P

fore, for any such ¢, since the number of requests after time j BJ is less that or equal to [lJ , this

1< % < 2, then BJ = 1, which gives that the update complexity is k£ < 2k. However, if % > 2,

we have that ﬁ < (17’“1> < 2kp, which gives the update complexity is at most 2pk in both cases.
1

P

For the third part of the claim, at time j BJ <t<(j+1) BJ , the private estimator is computed

with n ( 7 BJ )) > 5, by assumption. Moreover the privacy parameters of the algorithm are pe and

dgroup ( BJ , PE, p(5> which gives the claimed accuracy bound. |

As an example, consider p = ﬁ, we first do privatecompute with parameters
(e/Vk, , Saroup(€/Vk, 3 /VE, |Vk])). Since after vk | edit requests, we would no longer satisfy the
unlearning guarantee, so we now need to do privateCompute again. However note that we would

only need to do privateCompute \/k times which gives the update computation cost.

Example: Convex ERM. For convex ERM, we can use Bassily et al. (2014) to instantiate the
oracle. In this case, accuracy aypyivaee 1S the excepted excess empirical risk, which is aprivate(n, €,0) =

O <GD\/an Velog(l/é)> . Using Algorithm 9, given 0 < p < 1, at any point in the stream, we have,

~ . . n 1
EFS’(“’S) - FS(WS) < CQlprivate <27 PE, 5group (\‘PJ » PE, p5>>

GDx/&\/log ((1/05) exp (96 (HJ - 1)))

<0
npe
<0 (GD (ﬁflogu/pa) L Vi ))
npe np\/e

<0 (GDﬁ\/log (1/,0(5)>
B npe

where the last inequality holds when m < O(1), which usually is the case in DP, and so is a
reasonable regime. We now compare against Neel et al. (2020) - we ignore GG, D and log factor in
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kn __ kd

T = s where in

both the bounds. To have the same runtime, we need pkTm = k’n <= p=
the last equality we substituted Tm = (EZ)Q , parameters for the DP convex ERM algorithm. Our

accuracy bound is O (nipi) =0 ( kf/&) , which is smaller than that of Neel et al. (2020), when

2/5 7
Vd 7T <« Vd K Vdk3/T ; ; ;
kf/& < (m < € < ¥ - <= e < 55— Hence in regimes where the unlearning
parameter € is small enough, which corresponds to a stronger unlearning criterion, this algorithm is

better than that of Neel et al. (2020).

Appendix L. Experiments

We run experiments on MNIST (LeCun, 1998), a standard digit classification computer vision dataset
with 10 classes. We train a logistic regression model, which can be formulated as a smooth convex
risk minimization problem. Starting with a training dataset of 60k points, we simulate a stream of
300 deletions of randomly chosen points and 300 insertions of new points, randomly permuted. We
use Algorithm 5 as the learning algorithm, and the corresponding Algorithm 6 as the unlearning
algorithm. We train for 7" = 200 iterations, with mini-batch of size m = 50 with a constant learning
rate 7 = 0.05. We run experiments on a range of values of standard deviation ¢ of Gaussian noise,
from 0O to 1.1 separated by the intervals of size 0.005. For every value of o, we run 10 instances of
the whole unlearning procedure and report average performance: accuracy and number of unstable
edits (i.e. number of times a recompute is triggered) , and their standard deviations. Note that 0 = 0
corresponds to standard mini-batch SGD, and therefore the accuracy obtained is the accuracy for the
standard training method with the aforementioned setting of the hyperparameters. Moreover, the
o = 0 setting also corresponds to Algorithm 3, and therefore the corresponding unlearning algorithm
Algorithm 4 handles edits for this case.

In Fig. 5, we report the test accuracy (fraction of mis-classified samples in the test set) and the
number of unstable edits i.e the number of times a retrain is triggered, as a function of . As expected,
as o increases, we get less unstable edits. Interestingly, for small values of o, for example 0.05, the
degradation in accuracy: 88% (vanilla SGD) to 87% (our method) is not as much as compared to
decrease in the the number of unstable edits: 520 to 210 i.e. a factor of two and a half. Apart from
the above improvement, there is an additional improvement from the fact that our method triggers a
partial retraining rather than full retraining i.e. only some of the iterations of SGD are to be rerun.
This behaviour is shown in Fig. 6 - the orange line shows the average number of iterations we need
to do if we did full retraining on every unstable edit, and the blue line shows the number of iterations
for our method. For ¢ = 0.05, we see an advantage of a factor of two. Hence, our method with
o = 0.05 has accuracy comparable to retraining (87% vs 88%) but the computational advantage, in
terms of number of iterations rerun, over retraining, is about a factor of five. Similar conclusions
can be drawn by looking at different values of o in the plots which show a smooth trade off between
accuracy and unlearning efficiency.
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Figure 5: Accuracy and number of unstable edits as a function of variance of noise used.
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Figure 6: Number of retraining iterations by unlearning algorithm compared to all full retraining (all itera-
tions)
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