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Figure 9. RMSE over time on the two-state MDP with v = 0.9 and n = 1. Each subplot shows fifty independent runs of each algorithm
using the best setting setting of o found in the hyperparameter sweep. Note the log scale on x-axis.
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Figure 11. Learning curves comparison on the Collision Episodic MDP. The results are averaged over 200 independent runs with each
algorithms best hyper-parameter setting from the sweep. The three baselines produced the highest averaged RMSE errors. Emphatic
algorithms ETD, NETD and EVtrace, NEVtrace consistently produced the lowest RMSEs for all bootstrap values n, followed by the
clipped emphatic traces.
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Figure 12. Hyper-parameter sensitivity comparison on the Collision Episodic MDP. Each data point in the plot portrays the mean RMSE
averaged over 200 runs for varying learning rate o and the bootstrap length n. The emphatic algorithms achieved the lowest value error
with smaller learning rates than the baselines.

top level

Figure 13. Baird’s counterexample MDP. Solid lines indicate the target policy 7r(down|-) = 1, ending up in the bottom state. The behavior
policy p(upl|-) = 6/7, p(down|-) = 1/7. When action is “up”, the agent goes to a random state on the top level. When action is “down”,

the agent goes to the bottom state.
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Figure 14. Baird’s MDP, n = 1,y = 0.9, 200 indepdendent runs. Each algorithm was run with its best hyperparameter setting. Note the

log scale on x-axis.
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Figure 15. Baird’s MDP, n = 5,~ = 0.9, 200 indepdendent runs. Each algorithm was run with its best hyperparameter setting. NETD
has a smaller variance than ETD algorithms. Clipping the IS in emphatic traces help reduce the variance. Note the log scale on x-axis.



