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Abstract

Multiview Self-Supervised Learning (MSSL) is
based on learning invariances with respect to a set
of input transformations. However, invariance par-
tially or totally removes transformation-related in-
formation from the representations, which might
harm performance for specific downstream tasks
that require such information. We propose 2D
strUctured and approximately EquivarianT rep-
resentations (coined DUET), which are 2d rep-
resentations organized in a matrix structure, and
equivariant with respect to transformations acting
on the input data. DUET representations main-
tain information about an input transformation,
while remaining semantically expressive. Com-
pared to SimCLR (Chen et al., 2020) (unstruc-
tured and invariant) and ESSL (Dangovski et al.,
2022) (unstructured and equivariant), the struc-
tured and equivariant nature of DUET representa-
tions enables controlled generation with lower re-
construction error, while controllability is not pos-
sible with SimCLR or ESSL. DUET also achieves
higher accuracy for several discriminative tasks,
and improves transfer learning.

1. Introduction

The field of representation learning has evolved at a rapid
pace in recent years, partially due to the popularity of
Multiview Self-Supervised Learning (MSSL) (Chen et al.,
2020; He et al., 2019; Caron et al., 2020; Grill et al., 2020;
Zbontar et al., 2021). The main idea of MSSL is to learn
transformation-invariant representations by comparing data
views that underwent different transformations. If the trans-
formations alter only task-irrelevant information, and if rep-
resentations of multiple views are similar, then those rep-
resentations should only contain task-relevant information.
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Figure 1. DUET. The backbone f yields a 2d representation for
each transformed image f(74()) (e.g., 74 is a rotation by g de-
grees). The group marginal is obtained as the softmax (sm) of the
sum of the rows, and is compared to the prescribed target (red)
with our group loss Lg. The content is obtained by summing
the columns, and contrasted (Lc) with the other view through a
projection head h. The final representation for downstream tasks
is the 2d one, which has been optimized through its marginals.
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However, one can always find a downstream task for which
the chosen transformations are relevant. For example, MSSL
representations which learn to be color invariant are likely
to fail at predicting fruit ripeness where color information is
required (Tian et al., 2020), or at the tasks of generation or
segmentatation (Kim et al., 2021).

One way to maintain information in the representations is
by preserving all possible information from the input, as
pursued by InfoMax (Linsker, 1988) frameworks. However,
it has been shown empirically and theoretically that for tasks
like classification, invariance to nuisance information allows
for greater data efficiency and downstream performance
(Laptev et al., 2016; Tschannen et al., 2019). In an attempt to
simultaneously satisfy the demands of information-rich rep-
resentations (allowing for generalization to different tasks)
and complex invariances (allowing for powerful discrimina-
tive representations), modern machine learning research has
pursued the concept of structured representations. Colloqui-
ally, a representation can be considered structured with re-
spect to a set of transformations if firstly, the transformation
between two inputs can be easily recovered by comparing
their representations, and secondly, there is a known method
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for recovering the representation which is correspondingly ¢ We shed some light on why certain symmetriesy(,
invariant to the transformation set. An example of structured horizontal ips, color transformations) are harder to
representations are convolutional feature maps, which allow  learn from typical computer vision datasets, due to
for the spatial position (the translation element) to be easily  inherent ambiguity in the data with respect to a trans-
extracted, while similarly allowing for global translation formation. For example, cars appear in both left and
invariance through spatial pooling. Given the success of  right directions, hence making it dif cult to de ne what
structured representations, signi cant work has gone into anon- ippedcar is.

expanding the range of transformations for which a struc-

tured representation can be recovered, for example, rotation, * We provide extensive experiments on several datasets,
scaling, and other algabraic group symmetries (Cohen &  comparing with SimCLR and ESSL. We show that
Welling, 2016; Sosnovik et al., 2020; MacDonald et al., DUET representations are suitable for discriminative
2022; Jiao & Henriques, 2021; Cotogni & Cusano, 2022). tasks, transfer learning and controllable generation.

In the context of MSSL, equivariance has also been success-
fully used to improve distributional robustness (Dangovski2- Related Work

etal., 2022; Lee etal., 2021; Keller et al., 2022). Howevergy,yred and Equivariant Representations.In the un-
to date, this equivariance has largely been encouraged Qﬁpervised learning domain, existing works likei(8her

an mformatlo_nal Ieve_l rgtherthan astr_uctl_JraI Ievel,_mak_lnget al., 2020) have extensively explored structured latent
the careful dlsassomatlon of the eqmyanan_t and invariant, iors for the Variational Autoencoder (VAE) (Kingma &
aspects of the representation challenging or impossible. F

i elling, 2014), while the recent Topographic VAE (Keller &
example, ESSL (Dangovski et al., 2022) and AugSelf (Le§yq|jing 2021) aims to induce topographic organization of
etal., 2021) make representations sensitive (0 a transfQfse opserved set of transformations. The idea of structured

mation by regressing the transformation parameter, makingy o resentations has also been connected to unsupervised
their representations theoretically equivariant, but not 'nrearning of disentangled representations (Higgins et al.,

terpretably structured, as there is no explicit form of the 017; Kumar et al., 2018). Another closely related line of

transformation at representation level. Such a lack of StrUGiork focuses on learning equivariance (Cohen & Welling
ture makes computing invariances or controlled generatioriom. Sosnovik et al.. 2020: MacDonald et al.. 2022 Jiaé

from such representations signi cantly more challenging. & Henriques, 2021; Cotogni & Cusano, 2022) as a more

In this work, we present DUET, a method to learn strucgeneral form of structured representations. For example,
turedandequivariant representations with MSSL. Instead of(Sosnovik et al., 2020) propose to use a basis of transformed
learning 1-dimensional representations as in SimCLR (Cheriters to learn equivariant features, which generally leads to
et al., 2020) or ESSL, DUET representations are reshapeproved model robustness and data ef ciency. NPTN (Pal
to 2d (see Figure 1). This allows for a richer optimization& Savvides, 2018) follows on (Sosnovik et al., 2020) and
through their row- and column-wise marginals, which areproposes to use a completely learnt basis of Iters, learning
respectively related to ttgroup elemen(the transformation ~unsupervised invariances.

parametere.g.,rotation angle) angontent(all the infor- gy, tyre in MSSL. Modern MSSL is based on discard-
mation that is invariant to the transformation actions). Inj,, task_irrelevant information via image augmentations.
summary, our main contributions are : Contrastive and non-contrastive approaches achieve this re-
spectively by comparing augmented views of different data
* We introduce DUET, a method to incorporate inter-(Chen et al., 2020; He et al., 2019; Caron et al., 2020), or
pretable structure in MSSL representations for bothyy only comparing views from the same datum (Grill et al.,
nite and in nite groups with negligible computational - 2020; zZhontar et al., 2021). Several authors have explored
overhead. Our approach also performs well for param-the comparison of spatially structured representations (Bach-
eterized transformations that do not satisfy all algebraicman et al., 2019) (exploiting the InfoMax principle (Linsker,
group axioms (Serre, 1977), making it widely applica-1988)) or using variants of the NCE (Gutmann & Hyinen,
ble to most transformations used in MSSL. 2010) loss (Bwe et al., 2019; Oord et al., 2018; Hjelm et al.,
2019). Some works have studied the impact objectives have
on the distributions of representations (Wang & Isola, 2020),
their predictiveness of a transformation parameter. Im‘-"md how these representations may be identi aple with the
portantly, we prescribe an explicit form of transforma-'atem factors of the data generative process (Z|mmerma_mn
tion at representation level that enables controllableﬁ;[ i?nlf.(’)rzrr?stilgﬁ ie&zrglﬂzﬁzgjmztﬁﬁ?eg;gi I(Dlgisnzr(\al\?sfllzn
generation, not achievable with ESSL or SImCLR. et al., 2022) supplements SImCLR (Chen et al., 2020) by
1Code available at https://github.com/apple/ml-duet predicting the parameter of a transformation of choice, and

* We show empirically that DUET representations be
come approximately equivariant as a by-product of
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. . ) . , ample, a change in image contrast moves some pixel values
Table 1.Transformations considered with their associated parame- P g g b

. out of range, thus clipping is applied which invalidates the
ters. Columrg shows the corresponding parameters for the group- LY
marginal de nition in DUET, andrargetshows the recommended associativityproperty €.9., 2:0( 0:5()) 6 o:5( 2:0(x))).

target distribution. Note that ips are mappedftd; 2g, turning We also include RandomResizedCrop (RRC) in our study

them into cyclic groups. using the relative cropped widiV as a proxy for scale (as-
suming loss of information about location and aspect ratio).
Transform.  Finite Parameter g Target  All transformation parameters are mappeddnl] by min-
Rot. (4-fold) P f0:90:180 2709 1;3;5:1g WM max norma_lization as shown in Table 1. Although some
Rot. (360) [ 180;180] [01] VM transformations do not form a groug.¢.,RRC, color trans-
H. Flip P o 19 f1.34 vM formations), the concept of equivariance is often relaxed to
. p ’ 1 embrace transformations which do not form groups. Note
V. Flip f0; 1g fz, 30 vM . - . .
| Pt f4. 4 that this assumption does not invalidate our methodology
Gr_aysca € 9’ .19. 9' 19 N for exact groups, and helps understand how our method is
Brightness [0:6; 1:4] [0 1] N suitable for non-exact groups.
Contrast [0:6; 1:4] [0; 1] N
Saturation [0:6; 1:4] [0; 1] N .
Hue [ 0:101] 0 1] N 4. DUET Representations
RRC [0:2wW; W] [0;1] N In this section we describe how we can use DUET to learn

representations that are structured with respect to an alge-

obtaining theoretically equivariant representations. SimiPraic groupG = (G; ). The overall DUET architecture is
larly, although not focused on equivariance, AugSelf (LeeS"OWN in Figure 1. A training input imageis transformed

et al., 2021) predicts the difference in transformation patWice by sampling 2 group actions from the same group
rameters between two views. PCL (Li et al., 2020) addgt: % 2 G (e.g.,wo angles of rotation). We obtain the trans-
a reconstruction loss to preserve information about the iformed imagesk = g, (x) withk =1;2. Letf be a deep

— C G
put. Concurrent work (Huang et al., 2023) disentangles th&€ural network backbone such thzat= f (xx) 2 R™ =,
feature space with masks learned via augmentations. whereC andG are the number of rows and columns in the

representation, as shown in Figure 1. This 2-dimensional

L . i representatio@y models the joint (discretized and unnor-

3. Preliminary Considerations malized) distributiorP (c; gjx ) wherec 2 R andg 2 G

3.1. Groups and Equivariance are two rand(_)m variaple_s d_e nedin the content and group el-
ement domains. Our joint interpretation allows to marginal-

Letf : X 7! Z be a mapping from data to representationsize P (¢jx ) by summing the columns af, andP (gjx k)

Such mapping is equivariant to the algebraic gréup by summing the rows. Rather than imposing a certain

(G; ) if there exists an input transformation G X 7! X dependence (or independence) structure betwearl g,

(noted 4(x)) and a representation transformatibn G (conditioned orx), we only impose our objectives on the

Z 7' Z (notedTy(z)) so that marginalsP (cjxx) and P (gjx) and let the model learn
such dependencies from the data. Note that a nal Batch

Tg(f(x))= f(g(x)); 892G, 8x2X: (1) Normalization (BN) (loffe & Szegedy, 2015) layer inwill
) ] ) make the mean dfy to be approximately (bias termin

If 4 andTg form algebraic groups in the input and repre-g). This is important for equivariance as shown in Sec-

sentation spaces respectively, then the mappipgeserves  jon 4.5, Although we focus on a single group, DUET's

the structure of the input group in the representation Spacg,-my|ation is suited to handle multiple groups as discussed

(homomorphism). Recall that f¢6; ) to form a group, the iy Appendix C, which we leave as future work.
properties otlosure associativity and existence afeutral

andinverseelements must be satis ed (Serre, 1977). Here, | The Group Marginal Distribution
we consider both nite and in nite groups. o
As we marginalize over the content dimensioCj we

3.2. On MSSL Input Transformations getf g%, , the sum of each column izy. We obtain

] ] ~our discretized group marginBI(gjx ) by softmaxing ;.
InMSSL, 4 is de ned by a parameterized transformation gince the parametegs sampled during training are known,
applied to the input. Fc_Jr e>_<ample, rotation is parameterizedye can design a target distribution B(gjxx) (red dis-
by a real angled 2 R, in nite group). If g 2 [0;2 Jthen  yipytion in Figure 1). We use a von-MisesM) target
it forms a cyclic group. One can also use discrete rotatlona(gjxk) = VM(g; ) for cyclic groups, and a Gaussian

which form a nit_e group where 2_f 0;90;180;270g. (N) targetq(gjxx) = N (gc; ) for all other groups. Both
However, not all input transformations form a group. For ex-

3
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targets are chosen because of the simplicity by which we caNTXent(h(c,); h(c,)) for a SimCLR-based architecture.
encapsulate parameter information in their structure (their
mean), and the controllability of the uncertainty abgwia  4.3. The DUET Loss

(or ). For readability, we refer to the uncertainty agor

both vM andN targets, where — pL— Our nalloss for a full batch oN images is
’ 2 .

To be comparable tB (gjx k), we also discretize our target L pueT = 1 X LD 4 L 0. )
in [0; 1] obtainingQ(gjx«). Let ; be the intervals of a o C G

G-sized partition, angj their centers. Then, the discretized L imilarity betw th tent N
target is obtained by integrating the continous target ac=¢ encourages simiiarity between the content representa-

. L ; — _ z tions of 2 views, explicitiymadeinvariant to the group ac-
ording to the partitionQ; (gjxk) := =g jXk) = . ' . ; i
’ _ q(gjgk)dg P Qi (gx) Q9= g xi) tion, as opposed to SImCLR which contrasts representations
1 CTOR For the Gaussian target, we assume a slighto achievanvariance to the group action. The parameter
0

boundary effect as we do not integrate the tails beyond ~ controls how strongly the group structure is imposed.

We encourage the observBdgjx ) to match the target by
minimizing the Jensen-Shannon Divergenibgq) between
the discretized distributions. The group loss for it An interesting property of DUET representations is the abil-
imagex () in a batch is ity to recover the transformation parameter of a test image
without relying on extra regression heads. This property is
i _ 1 (i) ()N useful to transform representations equivariantly (see Sec-
Le'=5 D P(gix”) kQ(aixk') © (2)  tion 4.5). It also enables interpretability, since one can
k=1 analyze the default transformation parameters associatied
to an image or a dataset. Assuming optimal training of
The choice of is key to encourage structure Bothvery | ; the group marginal will resemble the imposed target.
small and very Iarge values ofwill lead to a loss of struc- Therefore, the transformation parammf an arbitrary
ture in the columns of. For small , the target takes a imagex for a Ggussian target is directly recoverable as
form close to a distribution. This results in an invariant g = E[gjx ] jG:1 P; (gixk)g - In practice, for im-
discretized target (asmoves inside interval ;) or abrupt  proved robustness, we t a Gaussian ) function to the

target changes (asmoves from ; to j.1), which pre-  valuesP; (gjix«), and we estimatg as is argmax.
vents learning proper structure. Conversely, for largthe

target will be close to a uniform distribution, thus remov-4 5 Equivariance in DUET

ing all information about the group element (all columns

contribute equally). In Appendix H.1 we nd empirically Similarly to the approach of ESSL, DUET encourages equiv-
that 0:2 is optimal in our setting. Note that this value ariance by making the neural network sensitive to the trans-
Corresponds to a normal distributiN‘]( : 02) that covers formation parameteg. However, in our method this sensitiv-
the [0; 1] domain within approximately it8 span (when ity is de ned explicitly via Equation (2), such that applying
centered a0:5), being a good trade-off in terms of structure. & transformationg(x) in input space results in shifting by
Interestingly, since our group elements are boundé@;itj, 9 the mean of the group marginal distribution correspond-
the value of can be kept constant for all transformation ing to their representation = f (x). In practice, we pre-

4.4. Recovering the Transformation Parameter

groups and data sets. scribea-priori a form for the feature-space transformation
Ty corresponding to the input-space transformatigin
4.2. The Content Marginal Distribution Equation (1), with the advantage of gaining additional con-

trollability over such transformations (see also Section 5.2).
As we marginalize, by summing over the group dimension

(G), we obtainP (cjx), the probability of observing the SPeci cally, we designTy according to the following con-
contentc givenx,. Such distribution is invariant to the Siderations. Assuming optimal training bf;, we have
group actions, and contains all relevant informatiopf ~ that the recovered group marginal distribut®(gjx ) for
not related to the grou@. For example, the content of an & 9iven inputx transformed by ¢, resembles the target
image of a horse is still a horse regardless of is rotatiorflQ(@X«). For Equation (1) to hold, we need to design
We maximize the agreement between the content of twde SUch that applying the column sum and softmax op-
views of an imagexs; X z). Our content representation is €rations used to deriv(gjx«) (see Section 4.1) g, (z)
de ned directly by the values dP (Gjx ), noted asy 2 also resemble®(gjxk). We can ensurg this l_Jy changing
RC. Following the recent trends in MSSL, both contentthe column sums o (denoted as ; gi, ) with values
representations are projected with a networkThen we  f " g%, that after applying the softmax yiefd(gjx«), i.e.
use theNTXentloss (Chen et al., 2020) in form &fc = %, = softmax *(Q;) with Q; = Q; (gjx«) for ease of no-
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tation. There are in nite||y many solutions fdy, so we  CIFAR-10 (Krizhevsky, 2009) test images and we show the
choose thé; thatsatises ; % = . This choice comes average pairwise L2 distance in Figure 2.
from the fact that the nal BN layer ifi will make the mean

of z close to the BN bias terms . For in nite groups {.e. color transformations and rotation

(360), there is a strong similarity along the diagonal, vali-

Therefore, dating Equation (1). For nite groups (rotation 4-fold, ips
X X and grayscale) we also see a strong similarity at the ob-
A =1n Qj +1n el with "= j: (4) served group elements. For example, rotation 4-fold shows

i j 4 minima at the observed (normalized) angles. These plots
also help to understand how the model generalizes to unseen
group elements. Interestingly, equivariance for horizontal
1 ip is only mildly learnt due to its ambiguity in the dataset
ANo=in Qp + I InQ;: (5) (see Section 6 for extended discussion). Indeed, ipped
i images appear naturally in CIFAR-16.§.,cars looking to
the right or left), and thus there is more ambiguity about

The solution to this equation is given by

Finally, we de neTy so that it swaps the mean with #; the meaning of image ipping. Vertical ips are nicely
learnt, since they do not naturally appear in data. Another
Tg(z)=z M +My; (6) interesting observation is that grayscale yields a constant

representation as we reduce the saturation (horizontal axis)

where all elements of each coluiof M (or M 4) take and then shows a sudden jump close to 1 (grayscale image).
the value ; (or /). As such, applying the column sum The model has learnt that, as soon as the image presents
and softmax operations Ty, (z) yields the same values as somehint of color, it isnot grayscale, unless it igurely
applying them tay (at optimality), which is a necessary grayscale. Note also that grayscale does _not form an alge-
condition for Equation (1) to hold. Furthermore, de ned in braic group, yet DUET is still able to learn its structure.

this way, Ty satis es the group axioms (Appendix B, again

assuming. g is minimized). 5.2. DUET Representations for Group Conditional

. . . Generation
In practice, as it also happens in other works such as ESSL

or TVAE, we cannot expect Equation (1) to hold always (i.e.In Figure 3 we showcase the bene t of equivariance in
for all x andg), as that would require perfect generalization DUET representations to conditioning generation on spe-
of the learned equivariance. However, for our method, weei ¢ group elements. To this end, we train a decoder on
can bound the equivariance generalization error w.r.t. urfrozen pre-trained DUET representations. In this work we
seeng (Appendix A), and furthermore demonstrate that it is do not aim to obtain state-of-the-art generation quality, but
small in practice in Section 5.1. rather use a decoder for visual validation of our hypotheses.
Note that group conditional generation is not feasible with

On predictiveness and equivariancelt is key to differen- MSSL methods like SimCLR or ESSL since there is no
tiate between predictiveness and equivariance. While pr%’xplicit transformation at representation level.

dictiveness implies equivariance, the opposite is not always
true (.g..invariance is a speci ¢ case of equivariance thatHere we exploit the equivariant property of DUET repre-
does not imply predictiveness). Therefore, we emphasiz&entations for controlled generation. We rst obtain the
that the approximate equivariance in DUET is a by-productepresentation of a testimage= f (x) (leftmost images
of the predictiveness of g at group marginal level. in Figure 3), then we create multiple transformed represen-
tationsf Ty(z)g using Equation (6), by sweepinpbetween
O0andl, and nally we decode alf T4(z)g. In Figure 3 we
show the decoded images for different datasets and groups.
5.1. Empirical Proof of Equivariance Notice how we can recover the input transformation by
) o o o only transforming the representations, which provides yet
We start with an empirical validation of equivariance by 5y aqditional visual proof of equivariance in DUET. In Ap-
measuring how Equation (1) holds for real data. To do thispengix F we show that the reconstruction error of DUET
we use the transformatiohy from Equation (6) and com- ig yp to 66% smaller than with SimCLR (rotation (4-fold))

pute representatioriy g, (x)) andTg, (f (x)) 801;82 2 G- and up to 70% smaller than with ESSL (grayscale).
An equivariant map should result in a minimal L2 distance

“gge = K (g (X)) Tg, (F (x))k3 whengs = g . To ver-

ify this, we plot the pairwisey, ¢, for all elementsy; g»

and different transformations. More precisely, we sweep
100 values ofy;; g» in [0; 1] for 1000 randomly selected

5. Experimental Results

5
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Figure 2.Empirical validation of equivariance in DUET. We measure the L2 distance between the representations of a transformed image
f ( ¢(x)) and the transformed representations of that imadé (x)), varyingg 2 [0; 1] along both axes. The plots show the average

L2 distance for 1000 CIFAR-10 test images. Note the strong similarity for the same group element (diagonal), and the cyclic nature of
rotations or ips when using a vM targetdp row), as opposed to the Gaussian targettiom row). More results in Appendix E.

r which is a fundamental difference with SImCLR.
Figure 3.Equivariance in DUET. We encode a testimage (Ieftmostt asted), ch is a fundamental difference with SimC

images), transform its representation usigg Equation (6)) for DUET o learns unsupe_rvised invariances very similarly to

severalg, and then decode the transformed representations. Sé’ghat NPTN (Eal & Savvides, 2018) does, but does not guar-

how transforming the representations exposes the input transfoili€€ equivariance. For RRC+1, DUET uses 10, except

mation learnt by the model, empirically proving equivariance. ~ for rotationsandvertical ip for which we use = 1000
according to the empirical study in Appendix H.1. The re-
maining parameters are set t= 0:2andG = 8. The full
training procedure is provided in Appendix H.

In Figure 4 we show the accuracy of a linear tracking head
for the RRC+1 experiment on CIFAR-10. The horizon-
tal dashed line shows the baseline performance of SImCLR
with only RRC. For all considered transformations, we show
results from training with & target group-marginal. For
cyclic transformations (rotations and ips), we further spe-
cialize the target and consider a (periodit) distribution
instead, reporting results for this case also. It is impor-
tant to point out that, for DUET, the tracking head receives

our 2d representation attened, and as such is oftimae
5.3. DUET Representations for Classi cation dimensionalityas in compared methods.

(a) MNIST with Rot. (360)(left) andhorizontal ip (right).

(b) CIFAR-10 forRot. (360)andcolor transformations.

5.3.1. RRC+1 KPERIMENTS Our method outperforms SIMCLR for all transformations,

In this section we analyze how DUET representations per"’—lnd even improves over SIMCLR with RRC only by learn-

form for discriminative tasks. Following the procedure in ing structure with respect to scale. Note that, by construc-

the ESSL work, where a single transformation is applied“on’ ESSL cannot improve over the RRC-only baseline. A

. rominent result is the performance of DUET with color
on top of RandomResizedCrop (RRC), we carry out th ransformations. For the discrete transformatioayscale

Z?r;gLF\I;RaiglEZXSp{e (/I\r/];eanléi. c\/gricgrmep\)/?i:ﬁ gt\j/;?aent{] gfdoﬁ:tlkSSL degrades performance by 12.8% with respect to Sim-
P CLR with grayscale, while DUET improves it by 1.75%.

method (coineddUET o ) optimized without the group For continuous color transformations, DUET improves over

e e et 1 SMCLR betueen 3.4, e ESSL degraes e peror
=0 P mance by up to 4.3% (brightness). This shows that the

the columns to obtain the content representation (that is con- ~ .~ S : . SR
P ( implicit equivariance in ESSL is not suf cient in this case.
2ESSL representations are implicitly equivariant but do not

guarantee interpretable structure with respect to the transformation. e also observe in Figure 4 that ESSL does not improve

6
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Figure 4.Test top-1 performance of a linear tracking head on CIFAR-10. It can be observed that DUET improves over SImCLR and ESSL
for all transformations. Notably for continuous color transformations, ESSL signi cantly degrades performance unlike DUET.

over SIMCLR for horizontal ips, while DUET\YM) im-  Table 3 reports the test top-1 accuracy on CIFAR-10, CIFAR-
proves by 2.8%. In general, for ambiguous transformationd400 and Tinylmagenet. One interesting observation is that
like horizontal ip (see Section 6), we nd that learning DUET becomes better than the compared methods as the
unsupervised structure WithBUET - is bene cial. We  dataset complexity increases, achieving the best average
also see that structure (and equivariance) is strongly helpfuhccuracy for all sets of transformations on TinylmageNet.
for vertical ips. For the more complex cyclic transforma- For smaller and simpler datasets like CIFAR-10, DUET
tions, DUET -, underperforms by a large margin, since outperforms ESSL for color transformations, but ESSL is
such complex structure is harder to learn in a completelyetter for cyclic transformations. Still, DUET outperforms
unsupervised way. This result shows that accounting fothe SIMCLR baseline for cyclic transformations.

the topolqgical structurg of the transformation (as StUO|iec1nteresting|y neither DUET nor ESSL outperform SImCLR
by Falorsi etal. (2018)) is of great importance, and open%y becoming equivariant to horizontal ips, as discussed in

the door to further research in this direction. Surprisingly, ; .
DUET -, outperforms SimCLR. We speculate that the un_Sectlon 6. Nevertheless, DUET still outperforms ESSL for

i i 0, 0, 0, -
supervised structure learnt IBUET _, might induce a horizontal ips by 0.86%, 4.4% and 4.18% on CIFAR-10,

more discriminative organization of the embedding space CIFAR-100 and TinylmageNet respectively. Similarly, as
9 9 SPAC. e dataset complexity increases, DUET performs better

Table 2 benchmarks the more complex tasks CIFAR-10@han ESSL for vertical ips. Another interesting result is the
(Krizhevsky, 2009) and TinylmageNet (Li et al., 2017). We effectiveness of ESSL with rotations, where DUET remains
report the average across the cyclic groups and the colosubpar but better than the SImCLR baseline. The RRC
related groups for better readability. DUET achieves thecolumn shows that DUET, by just learning structure to scale
highest accuracy compared to all algorithms tested, includapproximately, as explained in Section 3.2), can improve
ing DUET -, and across all groups but horizontal ip. accuracy using the vanilla SimCLR augmentation stack.
DUET also improves under color transformations with re-, . . .
. . . .~ It is surprising how welDUET -, performs in the full

spect to SIMCLR with the same transformations, Wh”estack setting, surpassing DUET for simpler datasets. Indeed
ESSL shows a degradation. Indeed, the datasets used ' : ’

Table 2 present higher data scarcity per class than CIFAR- ET =0 Igarns an unsup_erwsed structure, thus acco.unt-

. .~ Ing for the interdependencies between the transformations
10. In such setting, the structure learnt by DUET shines_ ® . . .

. applied. However, as observations of the transformation of
over unstructured methods like ESSL. .
interest are scarcee(q.,more complex datasets or less data

532 FLL AUGMENTATION STACK EXPERIMENTS per class) optimizing for a known structure is bene cial.
In this section we use the full augmentation stack as ir6.4. Transfer to Other Datasets

SIMCLR (see details in Appendix G). We learn structure , : ield in of +21% with
for one group at a time, while applying the full stack on DUET's structure to rotations yields a gain of +21% with re-

input images. Note that in the full stack setting, we useSPect to SimCLR when transferring to Caltech101 (Li et al.,
a xed = 10 for DUET3. We observed in this case that 2022), and between +5.97% and +16.97% when transferring

extremely large can harm performance since multiple to other datasets like CIFAR-10, CIFA_R—lOO, DTD (Cimpoi
transformations add ambiguity to the group being learnt. €t @l 2014) or Oxford Pets (Parkhi et al., 2012).  Struc-
ture to color transformations also proves bene cial, with a
$We did not perform an extensive hyper-parameter tuning, the-6.36% gain on Flowers (Tung, 2020) (grayscale), Food101
focus of this work being an exploration of structured representaBossard et al., 2014) (hue) and +7.13% on CIFAR-100
tions in MSSL. (hue). Horizontal ip is the transformation that sees less
gain due to its ambiguity, as discussed in Section 6.
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Table 2.RRC+1 results: Accuracy of a linear tracking head on CIFAR-100 and TinylmageNet. We also show the average ovehtyclic (
target) and non-cyclidy target) transformations. DUET improves over SImCLR for all groups, while ESSL worsens performance for
color transformations. We report the mgaover 3 runs.

Dataset Method RRC | Rot. (360) Rot. (4-fold) H.Flip V.Flip| Avg. | Grayscale Brightness Contrast Saturation Hue Avg.

SimCLR 38.8926 | 32.1%.14 35.5%33 39.8%.13 36.6827|36.0@18| 47.4b40 45002 44.5bos 42.2%70 43.619|44.56 .26
ESSL - 38.0336 443672 38.7%s5s 421787 |40.8451| 342060 38.3%25 38.6@02 38.9208 37.6439| 37.5%2
DUET - 42.6311| 34.7%72 38.2819 435467 40.1Qs2|39.1%40 | 48.8%18 48.1219 47.7457 453%3s 46.3261 | 47.2%31
DUET 452% 10| 42.1%.42 47.2%26 41.82.46 45.3%73|44.163s| 50.9049 50.1%45 49.7046 48.7%22 48.5473| 49.6339

SIMCLR  26.9%13| 21.340s 24.4Q24 27.9Q37 26.7430|25.0%20 | 31.3520 29.9%14 29.6%15 28.6Q20 28.2Q40 ]| 29.5%.35
ESSL - 253%10 30.4%ys 27.1%14 29.1%7|28.00.16 | 23.5%18 26.4%07 26.3261 26.7%72 26.0Q.11 | 25.80.28
DUET =0 295%47| 242230 26963 30.7823 28.9%42|27.7%27 | 31.5%14 325415 322317 314324 30.4%0|31.642,
DUET 31.2621 | 27.7%24 315%25 30.3450 31.7hs3| 303433 | 34.9224 33.9616 34.2Q34 33.4235 32.6403| 33.8%.18

CIFAR-100

TinylmageNet

Table 3.Full Stack results. We show the average accuracy of a linear tracking head over dyctarget) and non-cyclid\ target)
transformations. As the task complexity increases, DUET achieves better accuracy than the compared methodsR@wl{86asRot.
(4-fold) andV. Flip require an additional transformation. We report the rggamer 3 runs.

Dataset Method RRC | Rot. (360) Rot. (4-fold) H.Flip V.Flip| Avg. | Grayscale Brightness Contrast Saturation  Hue Avg.
SimCLR 87.4301] 79.9Q 50 81.5Q.44 87.4%0s 82.7%23| 82922, | 87.4%03 87511 87.5%619 87.4%08 87.6%34|87.5%11

CIFAR-10 ESSL 86.5%13 89.3%3 B84.7%4 86.6621 | 86.8%32 | 83.5%43 85.7%25 86.3b1s 87.1230 86.3%.4s | 85.84 2
DUET -y 87.5Q20| 79.0%3; 81.3%1s 87.7%10 82.6614 | 82.6% | 87.6%17 87.4%1s 87.3h20 87.54ss 87.6%.20 | 87.5320
DUET 87.2310| 81.7G30 83491 85.640s 83.84.; |83.6%15| 87.4008 86.9%2 87.0%3 875210 87.9%11|87.3%16
SIMCLR  61.4Q17| 56.4G30 57.320s 61.4825 56.7%.4s|57.98% 10| 614321 61.3bos 61.6857 61.5%4 61.3Q0s| 61461
CIFAR-100 ESSL 58.3%05 63.2825 552320 57.1815| 585017 | 55.1047 57.9238 58.0655 60.2%3s 58.9%30 | 58.0%34

DUET - 62.1313| 55.4%2 57.7%40 62.2%934 56.8815|58.1Q29 | 62.3226 62.3%27 62.4%16 625420 62.2929|62.4Q.24
DUET 62.1%.28 | 55.6G.39 58.0b31 59.6211 57.4Q.15|57.6%20 | 62.1%51 622435 61.9G72 62.6%619 63.3h21|62.4632

SIMCLR  42.1616| 37.3%1s 392315 42.3%0s 39.3%00 | 38.5G.00 | 42.1%2s 423208 423410 42.2%o1 42.46 27| 42.3Q.10
ESSL - 375321 428620 36.2%13 37.1877|38.46.20 | 355030 37.9413 38.66s50 40.5%74 40.4%05 | 38.6%.28
DUET -y 43.0%11| 362865 39544 424333 38.8%a0|39.28s | 42.7%16 42.6h34 42.980 42.86.30 42.9Q.46 | 42.83.27
DUET 43565, | 38.0605 40.0328 40.4321 39.3Gs0|39.4%1s | 42552, 43.4%0 43707 44.135; 44.6%10| 43.68.20

TinylmageNet

6. Discussion and Limitations
Figure 5.0bserved (gjx) for horizontal (left) and vertical (right)

On the Dimensionality of DUET Representations. We ips, obtained from 1000 CIFAR-10 images. Note the inherent
reshape the output of the backboR®( toz 2 RS €. The  ambiguity for horizontal ips. Also, see that the modes of the
nal representation used for downstream tasks is a attenedistributions correspond to the mapped points speci ed in Table 1.
(RP) version ofz. For a fair comparison, SimCLR and

ESSL also yieldRP representations.

Trading off Structure and Expressivity. By increasing

G we reduce the effective dimensionality of the content

representationsRC ) contrasted through¢. This implies a ] ) )
trade-off between structure (improves generation, transferrdormations,e.g., natural images may present a different
bility) and expressivity (improves discrimination). Such default hue, yielding a sprea(gjxx). This phenomenon
effect is visible in the transfer learning results, where learniS @ls0 observed in Section 5.3.2 and Section 5.4, where
ing structure to rotation is not useful when transferring toth€ notion of a left- ipped image is ambiguous, whereas a

the Flowers dataset. Indeed, such dataset contains maMg'tically ipped image is not, and only the latter transfor-
circular owers, which are rotation (and ip) invariant. mation yielded a performance gap between equivariant and
invariant methods.

Transformation Ambiguity. A dataset containing exam-

ples related by input transformations resultsransfor- Are ¢ and g Dependent? To better understand the de-
mation ambiguityand the distribution over group actions pendency betweea andg (conditioned ornxy) quantita-

P (gixk) becomes multi-modal. This is shown in Figure 5 tively, we measure the differenceP = kP(c;gjxk)

where the weight of each mode corresponds to the observed(cjx )P (gjixk)k3. In Table 4 we report the average dif-
probability in the dataset, i.€?,(gjx ) re ects the bias of ference for the DUET representations of 100 images from
the dataset with respect to the transformation. AdditionalCIFAR-10, for 100 images with independent and identically
results in Appendix J show ambiguity also for color trans-distributed (iid) pixels and for 100 random representations

8
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Table 4.Dependence of andg conditioned onx. The learnt References

marginal representations for conteat énd group elementy are Bachman, P., Hjelm, R. D., and Buchwalter, W. Learning

dependent. This is a core strength of DUET, where group structure representations by maximizing mutual information across
and content are not assumed independent, but rather with speci ¢ yvjews. InNeurlPS volume 32, 2019.

dependencies learnt from data.

Bossard, L., Guillaumin, M., and Van Gool, L. Food-101 —

P mining discriminative components with random forests.
DUET w/ CIFAR-10 178.17 In ECCV, 2014.
DUET w/ iid pixels ~ 0.015
iid representations  0.00075 Caron, M., Misra, I., Mairal, J., Goyal, P., Bojanowski, P.,

and Joulin, A. Unsupervised learning of visual features
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. ] ] Chen, T., Kornblith, S., Norouzi, M., and Hinton, G. A
(iid features). Note that such difference is expected to be 0 simple framework for contrastive learning of visual rep-
for the random representations (independent) and close to 0 resentationsiCML, 2020.

for the iid pixels (no symmetries in the data).

Cimpoi, M., Maji, S., Kokkinos, I., Mohamed, S., , and
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Computational Requirements The training time of 2014.
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content features are of lower dimension, effectively reducing 2022.
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A. Bounding the Equivariance Error

To introduce some notation, let us assume that, for an input dataqagitite training procedure has “seen” the augmentations

Xi = g (Xo), generating the respective representatinns f (x;) in feature space. Notice that, with some abuse of
notation , in this scenario we consideto be the column reduction of the feature space, since that is the only part dedicated

to guaranteeing equivariance. Since we are at the optimum, these must produce group marginal dis@ipiipns Qgi ,

WhereQgi represents the discretization of the target distribution with ngeaAt the end of training, if exact equivariance

is reached (i.e. it ¢ is minimized), a newly generated augmentation 4(xo) for a given transformation parametgr

would be mapped by our neural network to the feature vexitsuch thaQ(z) Qg. Since this augmentation was not

seen during training time, however, this is not guaranteed. We are interested in providing a bound on the error between
the representation actually recovered, and the ideal one, which gives us an indication of how much our neural network can
violate equivariance for unseen transformation parametergis is given by the following theorem.

Theorem A.1. For a training pointx o, at the optimum of ¢ = 0, the equivariance error of a neural netwaofkrained
with loss Equatior{2) is bounded by

ki(g(x0)) To(f(xo))k (LfL  + Lr)minjg gj; ()

whereLt , L , andL; are the Lipschitz constants associated with the transformafigns 4, and the network ,
respectively.

Proof. Using triangular inequality, we get

kf( g(x0)) Tg(f(Xo))k k f(g(x0)) f(g(Xxo)k+ kf(g(Xo)) To(f(xo)k (8)
for any given augmentation; = ¢ (Xo) seen during training time. At the optimum, we have by construction that
f( g (X0)) = Tg (f (X0)), which allows us to rewrite the second term as
kf (g (x0))  Tg(f (Xo))k = KkTg (f(x0)) Tg(f (Xo))k Lr1,jg gij 9)

NoticeL r, depends on the target discretization chosen: for the Gaussian target-andm, we recover it analytically in
Lemma A.3. The rstterm, instead, becomes

kf(g(x0)) f(g(Xo)k Likg(xo) g(xo)k LtL g i (10)

Combining these results together, we recover the target bound. O

Notice that for adiscretegroup, instead, it is possible to trdirfx ) so that it achieves exact equivariance:

Corollary A.2. Given a discrete groufs, a neural networK (x) trained with loss Equatio2) achieves equivariance at
the optimum, if it is exposed to all group transformations.

Proof. The proof follows directly from Theorem A.1 by noticing thgat g = O necessarily, if all group transformations
have been seen during training time. O

R

(N (g; )(8) dg
0.0 N (g )(e) dg
given by ,(0), with ~; de ned in Equation(5).

Theorem A.3. For a Gaussian targetd; (g) = , the Lipschitz continuity constant fag in 1 -norm is

Proof. Starting from the de nition ofT4(z) in Equation (6), and using the mean-value theorem, we get
KTg(z) Te(z)ki = kMg Mgky = max j% (@) % ()i = max i*Ng)iig 0] (11)

for some (possibly different for differen) g 2 [g;¢]. We remind that; (g) is de ned in equation 5 as
|

X i+l ' X i+1
N 0@ L) mo@=n @ 1%, "©
G §@ G| 5(9) "
P41 1X ) . Zgj i ( )
=in 7@ g I (@ with  J= N(g)()dx and g =

i gi

12
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so that its derivative can be compactly written as

( "%,
A B 13
i (9) (13)

Our goal is to bound‘jo(g), which can be quanti ed starting from considerations on the varigig). It can be proven that
these are:

1 X
~2(g) = h;(9) g hi(@:; where hi(g)=

* equivalent modulo translationk; (g) = h; i(g i=G);

* antisymmetric with respect around the centerpoigf = (gj+1 + g)=2:hj(g + 9= hj(g 9);
* antisymmetric with respectfa hj (g + 9)= hs (95 ; 9);

« decreasingh®(g) 0

« convexforg<g;:g7 g =) hXg)? 0.

We can gain a better intuition about how to effectively botfidy) by rewriting equation 13 using the equivalence under
translations of; (g): X
1 jooi
V=g @ hogrig (14)

I
this shows that for eaghwe are averaging the differences betwbe(g) and the same function evaluated@equispaced
pointsg (i j)=G. Sinceh; (g) is decreasing, we deduce that this difference is positive whenevier and negative
otherwise. We have then that the maximum absolute vall{ié(@i) is always attained for the most extreinesince that
guarantees that the largest number of terms share the same sign. Without loss of generality (by symmetry), we can consider
j = G 1, and we have

mjaxj“,-o(g)j =7% 1(9) 8g2[0;1] (15)

It suf ces now to bound this quantity if0; 1]. Due to the concavity off; (g), its maxima will be at the boundary, and
speci cally atg = 0. This can be shown by simply comparing the value@ atd atl (we drop the subscrigg 1 and
considethg 1(g) = h(g) from now on):

1%t G 1 i 1%t G 1 i
A0 N )= S h(0) h = h(1) h 1+ —F—
10 =g hO) - s "W s
1% ? G 1 i
= = h(O)+ h —— 2h — 16
c . "o s : (16)
1 . .
1 G 1 i G 1 i
= = h(0)+ h —— h — +h ————
G .. © G G G 0
where we exploited the antisymmetrylof 1(g) aroundgg ; =1 1=(2G) to aptly change the inner arguments, as well
as the convexity oh(g) forg < gg , to state thah(0)+ h St h & +h &2  foreach. This allows us to
explicitly write the Lipschitz constant for the transformatitg(z) as
KTg(z) To(2)ki g 109 G (17)
O

B. Proof of Axioms for Tg in Equation (6)

Notice thatTy, thus de ned, satis es the group axioms at proper trainibg (s minimized). In fact:

* Neutral:g=0 s:t: To(z) = z. Easily proven sincé! ¢, = M g,+0 -

13
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«Inverse:lg 1= g sitt Ty 1 Ty(z) = z. Letz®= Ty(z),thenTy (29 = 2% Mg+ M g 4. Sincegd = go+ g,
thenTq 1+ Tg(z)= 2z Mg +Mgrg Mgugt Mgug g= 2z

 Associativity: Similar reasoning as for the inverse property with 2 different elements.

+ Closure: We work irRP at representation level, so closure is veri ed.
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C. DUET for Multiple Groups

Modern MSSL frameworks use complex augmentation stacks that compose several transformations. While learning structure
with respect to a single group is interesting, one could bene t from learning such structure for a set of groups. For readability,
we focus on the two group caséa andGs ); but the following reasoning can easily be extended to more groups.

In order to model the interdependencies between groups and content, one can learn the joint difr{bougiorngg jx«),
whereg, 2 G andgg 2 Gg are 2 random variables representing the respective group elements. Such approach implies
that our backbon& maps toRC1 G+l Gei The marginal distributions are now obtained by summing over the non-desired
dimensions¢.g.,overC andGp to obtainP (gg jx«)). Using these new marginals, we de ne the multi-group loss as
1 X
LMuIti-G = E LGA + LGB : (18)
I=fAB g

However, as the number of groups increases, modelling the joint distribution becomes intractable. In practiceCkeeping
constant, the dimensionality afincreases if©O(G") with the number of groups.

To address scalability, we propose to relax the formulation and let our backbmiag intoRC (Gi*iCGs)) 5o that the
dimensionality oz increases ifO(nG) with the number of groups. Using this relaxation we actually consgjeandGg
independent, although their structure is learnt jointly during training. In practiedivided into two blocks, withiGa j
andjGg j columns each. In this scenari®(g, jX«) is obtained by summing over columns of #Bg block, andP (gg jx k)

by summing over the columns of tli& block. The content margin& (cjx k) is obtained by concatenating the sum over
the rows of each group block.

D. Recovering the Transformation Parameter for a Von-Mises Distribution

Let x; be samples of aM(xj; ) with unknown parameters agnd . We want to recover the parameter which
corresponds to the group element that yields siMtprior. Letr = =, X; be the baricenter of the samples with respect to
the origin, therg = ~ = angl€r).

E. Empirical Equivariance: Additional Plots

Figure 6.Empirical validation of equivariance for cyclic groups with a non-cyclic Gaussian prior. Note the difference with the top row of
Figure 2. In the Gaussian case, the cyclic nature of rotation and ip is not observed, and equivariance is less well satis ed.
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Figure 7.Examples of the transformationg applied on the input imagesto obtain the plots in Figure 2 and Figure 6. For ips, we
simulate a gradual ip by alpha-blending the 2 ipped images.

F. Reconstruction Error

In order to verify our hypothesis that structured representations are bene cial for generation, we measure the reconstruction
error obtained with the decoders used in Section 5.2. We use a mean squared error loss for recondtfliction:

kd(f ( g(x™)))  ¢(xM)k3, whered( ) is a decoder network. In Figure 8 we plot the nal tésg. on CIFAR-10 for
decoders trained on frozen DUET, ESSL and SimCLR representations, for some of the transformations analyzed. The
obtained reconstruction error with DUET is up to 66% smaller than with SImCLR (rotation (4-fold)) and up to 70% smaller
than with ESSL (grayscale).

Figure 8.Reconstruction error (smaller is better) obtained with decoders trained on frozen DUET, ESSL and SimCLR representations.
The horizontal dashed line shows the baseline error of SimCLR with only RRC.

G. Full Stack Augmentations

In Section 5.3.2 we report the performance of DUET and other methods using the full SimCLR augmentation stack. More
precisely, the augmentations used are:

« RandomResizedCrop(scale=(0.2, 1.0))

L]

Colorlitter(brightness=0.4, saturation=0.4, contrast=0.4, hue=0.1, p=0.8)
« RandomHorizontalFlip(p=0.5)

* RandomGrayscale(p=0.2)

« RandomGaussianBlur(kernel _size=(3, 3), sigma=(0.1, 2.0), p=0.5)
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