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Abstract
Approaches for anomaly detection based on frequent pattern mining follow the paradigm:
if an instance contains more frequent patterns, it means that this data instance is unlikely
to be an anomaly. This concept can be used in financial industry to reveal contextual
anomalies. The main contribution of this paper is an approach that includes a novel formula for computation of anomaly scores. We evaluated the proposed approach on baseline
datasets and present a use case on a real world financial dataset. We also propose a way
how to explain the anomaly to the users. Implementations of the evaluated algorithms and
experiments are available online in R.
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1. Introduction
The anomaly detection task has become popular in many domains and encompasses several
techniques of revealing instance in data that deviate from others. The application domain
ranges from medicine, security or engineering to fraud detection. There are many techniques
that are mainly built on top of statistical or machine learning approaches and are primarily
divided into supervised and unsupervised (Chandola et al., 2009; Hodge and Austin, 2004;
Aggarwal, 2013). Unsupervised anomaly detection is usually conceived either as extreme
value analysis, which usually fits only to univariate data, or as proximity-based approaches
employing clustering or density-based algorithms (Goldstein and Uchida, 2016). In this
paper we however focus on unsupervised approaches based on frequent pattern mining
(FPM). The main idea behind the approaches based on frequent pattern mining is that if
an instance contains more frequent patterns, it is unlikely to be an anomaly. The presence
or absence of the frequent patterns is then used to compute an overall anomaly score for
each instance.
We present our work as framed by the analysis of financial data (e.g. budgets, EU
funding etc.) within an EU-funded project called OpenBudgets.eu. Anomaly detection in
financial data mostly utilizes approaches that require numeric values and rely on statistical
or clustering techniques (Leung et al., 2006). Since the financial data includes multiple
data types, we focused on algorithms that exploit the mining of frequent patterns and their
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availability or unavailability for the detection of anomalies. As an anomaly we can thus,
for instance, consider an amount of money that was spent by an institution in an unusual
category. We are therefore interested not only in unusual amounts, but also in contextual
approaches that handle combinations with other descriptors of the data instance. The following main motivations lead us to algorithms based on the frequent pattern mining: 1)
Since the data in the financial industry usually does not contain any ground truth information or it is generally difficult to have prior feedback from domain experts, we focus on
unsupervised techniques (assuming posterior expert evaluation of the results top-rated by
the algorithm). 2) We cannot rely only on statistical methods that analyze extreme values. Namely, the presence of extreme values may strongly depend on associated contextual
information such as the category of the spending. 3) From the data type point of view,
there is a requirement of processing a mixture of different data types. 4) Last but not least,
most existing approaches only focus on identification of anomalies. In our approach we also
emphasize the explanations of reasons why an instance is considered as an anomaly.
The paper is organized as follows: Section 2 presents details about the proposed algorithm and an experimental evaluation, Section 3 describes the use case on a real world
financial data, Section 4 presents related work, while Section 5 concludes the paper.

2. Anomaly Score Computation
Our algorithm utilizes the principles of well known approaches to (associative) frequent
pattern mining such as Apriori or FP-Growth (Agrawal and Srikant, 1994; Han et al.,
2000). The main limitation of these methods is that they do not fully support numeric
values and a discretization step is required while preprocessing the data. Although there
are other existing approaches that can handle multiple data types, contextual anomalies
or numerical values (Chandola et al., 2009), we focused on FPM as it allows to build on
the top of existing algorithms whose output in the form of associations is well interpretable
(Fürnkranz and Kliegr, 2015).
2.1. Frequent Pattern Isolation
Although several formulas for computing the anomaly score exist, we propose an amended
method inspired by an existing algorithm called Isolation Forests (IF) (Liu et al., 2008,
2012). The original IF algorithm is based on a set of decision trees and the anomaly score
is computed on top of the concept of separating an instance from the rest of the instances.
Shorter paths in decision trees indicate better isolation and higher anomaly scores.
We call the proposed formula Frequent Pattern Isolation (FPI). It is defined as:
F P I = mean(F P IpContrib ∪ F P Ipen )
[

F P IpContrib =

P ∈M P

F P Ipen =

(1)

1
support(P ) ∗ length(P )

(2)

[

(3)

#penalizations
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Algorithm 1: Anomaly score computation.
input : Input data: data
Minimum relative support of a pattern: minSupp
Maximum length of a pattern: maxLen (≥ 1)
output: Anomaly score for each input instance: scores
begin
// Frequent Pattern Mining using Apriori, FP-Growth, ...
frequentPatterns = FPM(data, minSupp, maxLen)
scores = {}
foreach instance in data do
// Find all frequent patterns that match the instance
matchingPatterns = {P | P ∈ f requentP atterns ∧ P matches instance}
// Compute contributions of matching patterns using their support and length
pContrib = {1/(support(P ) ∗ length(P )) | P ∈ matchingP atterns}
// Number of penalizations as a number of values of the instance that are not part of any matching
pattern
penalizations = | items(instance) | − | unique(items(matchingP atterns)) |
// Compute mean value of pattern contrib. and penalizations (size(data) corresponds to the
contribution of a pattern with the lowest possible support)
score = mean(pContrib ∪ {ai = size(data) | 1 ≤ i ≤ penalizations})
scores = scores ∪ score
end
return scores
end

The interpretation is that the anomaly score is computed as a mean value of (the multiset of) specific values representing contributions of matching patterns and so-called penalizations (Equation (1)). Contributions of matching patterns MP (Equation (2)) are
proportional to their support and length. Penalizations (Equation (3)) serve as compensation in situations when the matching patterns only match a subset of the item descriptors
and the contributions cannot be thus properly determined. More details are available in
the following detailed description of the whole algorithm.
Algorithm 1 presents the algorithm of computing the anomaly scores. It starts with the
mining of all frequent patterns that meet the standard predefined criteria: minimum relative
support and maximal length of the pattern (the number of items in the pattern with no
repetitions). It continues with the computation of the anomaly score for each instance. Each
matching pattern contributes to the final score, where the isolation principle is included as
follows: the matching patterns that are more frequent (with higher support) and contain
more items (higher length) produce a significantly lower score than less frequent (lower
support) and shorter patterns. If the data instance contains short but infrequent patterns,
it follows the isolation principle and the instance is likely to be an anomaly. The mining
of all frequent patterns is a complex task, since the matching of all patterns with all data
instances is computationally intensive. The FPM algorithms thus mostly focus on extraction
of the most frequent patterns, while the patterns for the least frequent items are unavailable.
Patterns with low frequency are at the same time longer and composed of more frequent
sub-patterns. FPI therefore includes penalization for situations when only a limited amount
of patterns is available and the data instance is not completely covered with the existing
set of frequent patterns. Specifically, FPI uses the highest possible contribution (equal to
the number of instances in the data) as penalization for each unmatched attribute of the
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instance. It corresponds to the isolation using a pattern of length one with the lowest
possible support (equal to 1/size(data)). The penalization significantly increases the final
score of such an instance and isolates it from others. The final score is computed as a mean
value of all contributions from the matching patterns and penalizations (An example is in
Table 2).
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Figure 1: Visualization of the Detection Rate.

2.2. Experimental Evaluation
We evaluated the proposed algorithm on two standard UCI1 datasets that are well-established
in research and evaluation of anomaly detection based on frequent patterns: Lymphography(lymph) and Breast Cancer Wisconsin(breast-w ):
• lymph: 148 instances, 18 attributes and 4 classes, where instances associated with the
normal or fibrosis class are considered as anomalies (≈ 4% of instances).
• breast-w : 699 instances, 10 attributes and 2 classes, where instances associated with
the malignant class are considered as anomalies. We have redone a preprocessing of
the dataset so that it is highly imbalanced – only one in every six malignant records
was chosen (resulting in ≈ 8% of anomaly instances) (Hawkins et al., 2002).
We compared our approach with the baseline algorithm FPOF and its modifications or
successors: LFPOF, FPCOF, WFPOF, WCFPOF and MFPOF (See Section 4 for more
details). The setting of the algorithms is the same as in specific evaluations of individual
algorithms including the baseline FPOF: minimumSupport = 0.1 and maximumLength =
5.
Since the algorithms are unsupervised, we use the class attribute only for the evaluation of results. The class attribute is thus not available as input during the runs of
anomaly detection. As a metric to measure the quality of the detection we use the Detection Rate@Top-K : the instances are sorted according to the computed anomaly score and
we measure the proportion of anomalies in the Top-K lists of instances. It is defined as a
1. https://archive.ics.uci.edu/ml/
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number of detected true anomalies divided by the number of all true anomalies (Said et al.,
2013).
Table 1: AUC values for all algorithms

lymph
breast-w

fpof
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0.99

0.5
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0.5
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0.986
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0.991
0.99

0.984
0.979

0.996
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Figures 1(a),1(b) present the detection rates for selected lists of Top-K anomalies. The
K values were selected according to existing research and evaluations (He et al., 2005; Said
et al., 2013). Table 1 presents the AUC values that are highly influenced by the nature of
such imbalanced datasets and specific algorithmic approaches. The results for the FPOF
algorithm confirm the results in the original paper. Algorithm FPCOF does not perform
well for neither dataset, LFPOF performs well for breast-w but nut for lymph. Their low
performance is caused by the general setting of algorithms and the domains of the specific
datasets. Other algorithms are able to detect significantly more anomalies at lower values
of the K parameter. Our modification of the anomaly score computation slightly improves
the detection rate when compared to the other provided algorithms. The likely main reason
for the improvement is that it takes into account the coverage of frequent patterns and the
penalization mechanism. All experiments are reproducible and are available on-line in form
of a notebook for R2 .
2.3. Explanations of Anomalies
Existing studies are mainly focused on the identification of anomalies themselves, while the
presentations of reasons and explanations of anomalies are still limited. We propose the
following complementary approaches providing more insights into the identified anomalies.
The main idea is based on our experiments and discussions with domain experts: it is
important to be able to properly explain which value contributes to the overall anomaly
score most strongly (see examples in Section 3):
Attribute explanations This approach provides numeric proportions explaining the
overall overview of contributions of each individual instance descriptor. It is computed
similarly to the main FPI anomaly score. Since we already know the partial contribution
scores of frequent patterns for an instance, we identified attributes that are members of
those patterns and proportionally divide the contribution to all their members. If the attribute is not covered with any frequent pattern, the penalization score is assigned in the
same fashion as for the FPI score. This allows to get brief insights into the contributions
of individual attributes.
Visual explanations As visual explanation we decided for a set of bar plots. They allow
to summarize the frequencies together with the cardinality of values for all available descriptors separately. This kind of visualization provides a brief overview about the differences of
selected instances.
2. https://gist.github.com/jaroslav-kuchar/16155a8c431898866808eda5d4693593
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Table 2: Overview of outputs for ESF-CZ-2007-2013 use case.
Regular Instance:
• Matching: 7 patterns (3 of 3 attributes = 100%)
• Patterns (support):
– {amount=[0.00e+00,7.45e+06 )}(0.85)
– {partnerTypeBroader=Other}(0.21)
– {partnerTypeBroader=Other,
amount=[0.00e+00,7.45e+06)}(0.2)
– {operationalProgrammeBroader=7-1}(0.18)
– {operationalProgrammeBroader=71,amount=[0.00e+00,7.45e+06)}(0.17)
– {partnerTypeBroader=Other,
operationalProgrammeBroader=7-1}(0.15)
– {partnerTypeBroader=Other,
operationalProgrammeBroader=71,amount=[0.00e+00,7.45e+06)}(0.15)
• Anomaly score: 3.2
• Computed as: mean({1/(0.85 ∗ 1), 1/(0.21 ∗ 1), 1/(0.2 ∗
2), 1/(0.18 ∗ 1), 1/(0.17 ∗ 2), 1/(0.15 ∗ 2, 1/(0.15 ∗ 3))})

Anomaly Instance (amount=3.34B):
• Matching: 1 pattern (1 of 3 attributes = 33.3%)
• Patterns (support):
– {partnerTypeBroader= Educational and research Institution}(0.028)
• Anomaly score: 71552.57
• Computed as: mean({1/(0.028 ∗ 1), 107311, 107311})
Instance with the highest amount (amount=7.45B):
• Matching: 2 patterns (2 of 3 attributes = 66.6%)
• Patterns (support):
– {partnerTypeBroader=Business subject}(0.22)
– {operationalProgrammeBroader=1-5}(0.0001)
• Anomaly score: 38007.53
• Computed as:
mean({1/(0.22 ∗ 1), 1/(0.0001 ∗
1), 107311})

3. Financial Data Use Case
For the real-world use case we selected data about the Czech segment of the European
Social Funds (ESF-CZ-2007-2013)3 . It contains information about projects with additional
attributes (e.g. partner, partner type or operational program) and the amounts of assigned
money. The dataset contains 107,311 instances in total and it is also focused on the ability
of our approach to work with larger datasets. The goal is to reveal instances in data that
deviate from others.
We experimentally selected the following subset of (three) attributes: partnerTypeBroader (textual representation of the partner type, e.g., national institution), operationalProgrammeBroader (identifier of an operational programme), and certifiedEu (amount of
money certified by the EU).
The data contains only one numeric attribute for the certified amount. If we only relied
on the analysis of extreme numeric values, the highest amount (and the most deviated value
from others) would be around 7.45 billion (in the given currency unit). We can consider
the instance with this amount as a baseline kind of anomaly.
To compare it with anomalies detected by FPI, we used the following parameter setting:
minimumSupport=0.0001 and maximumLength of patterns was unlimited. The amount
values were discretized to 1000 equal-length intervals. With the selected setting we can
extract patterns that are available for at least 10 instances of the data. It allows to utilize
the penalization, as a part of the FPI, for values with lower frequencies. FPI produced
anomaly scores from 3.2 to 71 553 (with 1245 frequent patterns).
The details for the three selected instances are in Table 2. The instance with the lowest
score is matched with 7 frequent patterns that cover all attributes of the instance and there
is thus no need for penalization. The instance with the highest anomaly score is matched
with only one frequent pattern, which covers only one attribute, with significantly lower
support. The two remaining attributes (infrequent operational program together with the
infrequent amount of about 3.34 billion) are penalised. For the instance with the extreme
amount value, the FPI algorithm computes an anomaly score of 38 007 and matches two
attributes with two patterns. Only one attribute (corresponding to an infrequent amount)
3. Provided by the OpenBudgets.eu project: https://github.com/openbudgets/datasets
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is penalized. Since there are other instances that contain more infrequent values that are
also relevant, the instance with the highest amount is not assigned the highest anomaly
score.
partnerTypeBroader=Ostatní
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Figure 2: Visual explanations.
Figure 2(a) and Figure 2(b) demonstrate the visual explanations for the anomaly and
the regular instance, via comparing the frequency of the value associated to the instance
(red bar) with frequencies of other values. The anomaly contains less frequent values than
the regular instance.
This fact is also supported by the explanation of attributes contributions. The total
anomaly score is approximately the mean value of individual contributions. The anomaly
instance has the highest score, since two attributes are rare (Figure 2(a)). The regular
instance has the lowest score: all values are significantly more frequent than for the other
instances (Figure 2(b)). Contributions of each attribute to the overall scores are as follows:
• Anomaly instance (71553) : partnerTypeBroader: 36, operationalProgrammeBroader:
107311, amount: 107311
• Highest amount instance (38007):partnerTypeBroader: 4.6, operationalProgrammeBroader: 6707, amount: 107311
• Regular instance (3.2):partnerTypeBroader: 3.2, operationalProgrammeBroader: 3.5,
amount: 2.2
The FPI algorithm is able to detect instances of the data that are described by frequent
patterns and associates them with the low anomaly scores. For instances that contain
infrequent values the significantly higher anomaly score is assigned. The drawback of the
method is that numerical values are treated as categorical values with the same effect as
other values, and in this specific use case, amount plays a special role. As our future work
we will focus on modifications of the formula in terms of a strengthening the influence for
specific attributes. The complete report is available online in the form of a notebook for
R4 .
4. https://gist.github.com/jaroslav-kuchar/0968328abaf7be7a2d34199e1d9cb571
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4. Related Work
Our research is focused on unsupervised approaches that can handle multiple types of data
a and can take into account all existing features as the relevant context. Many approaches
are based on measuring deviations from standard distributions, using distance measures
to indicate abnormal values or clustering algorithms to detect instances outside clusters
(Chandola et al., 2009).
There are several existing approaches based on the FPM principles, which differ in
application of the discovered frequent patterns. Algorithm FPOF (Frequent Pattern Outlier
Factor) (He et al., 2005) is considered as a baseline approach that computes the anomaly
score using the availability of pattern in the instance together with its frequency. Since
FPOF uses conventional algorithms for the mining of all existing frequent patterns, one
known limitation is that it uses, for the calculation, duplicates coming from subsets or
supersets of a frequent pattern. Algorithm LFPOF/EFPOR (Zhang et al., 2010) decreases
the influence of duplicates using only the longest frequent patterns; MFPOF (Lin et al.,
2010) uses maximal frequent patterns (items having no frequent supersets), and WCFPOF
(Ren et al., 2009) utilizes only closed frequent patterns (items having no superset with the
same frequency). Algorithm FPCOF (Tang et al., 2009) measures how contradictory the
existing patterns are, where a less contradictory pattern set means that the instance is more
likely a normal instance. WFPOF (Xiao-Yun et al., 2007) extends the computation of the
FPOF score by the influence of the length of the pattern in contrast to the size of the data
instance.
Recent research also focused on optimization of the algorithmic complexity and computation time. The mining of all frequent patterns and their application is generally computationally intensive. There are also approaches that approximate the computation (Giacometti
and Soulet, 2016) resulting in better computational time but featuring an approximation
error. To be able to process large volumes of evolving data, the streaming approaches can
be used (Said et al., 2015). Another solution is to invert the task and focus on the mining of
infrequent patterns (Rahman et al., 2010). The availability of well performing approaches
is however still limited.

5. Conclusions
In this paper we present our work in the domain of anomaly detection using frequent pattern
mining. The main contribution is an innovated formula to compute the anomaly score. We
first evaluated the proposed approach on two standard UCI datasets. The results show that
our formula can provide better results when compared with existing approaches. We also
present a use case that is focused on detection of unusual situations in financial data, where
we demonstrate an application of the method in a real-world use case. Several questions
remain open and will be addressed in our future work. We will focus on experiments
and evaluations of results on OpenBudgets.eu datasets with the help of domain experts.
Modification of the anomaly score computation in terms of specification of preferences for
specific attributes will be also our research direction. The evaluations, experiments and
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implementations of all algorithms5 are publicly available to ensure reproducibility. The
algorithm has been also recently integrated into the EasyMiner6 .
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