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Abstract

We propose Learned Accept/Reject Sampling
(Lars), a method for constructing richer pri-
ors using rejection sampling with a learned
acceptance function. This work is motivated
by recent analyses of the VAE objective, which
pointed out that commonly used simple priors
can lead to underfitting. As the distribution
induced by Lars involves an intractable nor-
malizing constant, we show how to estimate it
and its gradients efficiently. We demonstrate
that Lars priors improve VAE performance
on several standard datasets both when they
are learned jointly with the rest of the model
and when they are fitted to a pretrained model.
Finally, we show that Lars can be combined
with existing methods for defining flexible pri-
ors for an additional boost in performance.

1 Introduction

Variational Autoencoders (VAEs) [17, 25] are power-
ful and widely used probabilistic generative models. In
their original formulation, both the prior and the varia-
tional posterior are parameterized by factorized Gaus-
sian distributions. Many approaches have proposed us-
ing more expressive distributions to overcome these
limiting modelling choices; most of these focus on flex-
ible variational posteriors [e.g. 15, 24, 27, 31]. More
recently, both the role of the prior and its mismatch
to the aggregate variational posterior have been inves-
tigated in detail [12, 26]. It has been shown that the
prior minimizing the KL term in the ELBO is given
by the corresponding aggregate posterior [30]; however,
this choice usually leads to overfitting as this kind of
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non-parametric prior essentially memorizes the training
set. The VampPrior [30] models the aggregate posterior
explicitly using a mixture of posteriors of learned vir-
tual observations with a fixed number of components.
Other ways of specifying expressive priors include flow-
based [4] and autoregressive models [10], which provide
different tradeoffs between expressivity and efficiency.

In this work, we present Learned Accept/Reject Sam-
pling, an alternative way to address the mismatch be-
tween the prior and the aggregate posterior in VAEs.
The proposed Lars prior is the result of applying a
rejection sampler with a learned acceptance function
to the original prior, which now serves as the proposal
distribution. The acceptance function, typically param-
eterized using a neural network, can be learned either
jointly with the rest of the model by maximizing the
ELBO, or separately by maximizing the likelihood of
samples from the aggregate posterior of a trained model.
Our approach is orthogonal to most existing approaches
for making priors more expressive and can be easily
combined with them by using them as proposals for
the sampler. The price we pay for richer priors is it-
erative sampling, which can require rejecting a large
number of proposals before accepting one. To improve
the acceptance rate and, thus, the sampling efficiency
of the sampler, we introduce a truncated version that
always accepts the next proposal if some predetermined
number of samples have been rejected in a row.

Lars is neither limited to variational inference nor
to continuous variables. In fact, it can be thought of
as a generic method for transforming a tractable base
distribution into a more expressive one by modulating
its density while keeping learning or exact sampling
tractable.

Our main contributions are as follows:

• We introduce Learned Accept/Reject Sampling,
a method for transforming a tractable base dis-
tribution into a better approximation to a target
density, based only on samples from the latter.

• We develop a truncated version of Lars which en-
ables a principled trade-off between approximation
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accuracy and sampling efficiency.

• We apply Lars to VAEs, replacing the stan-
dard Normal priors with Lars priors. This consis-
tently yields improved ELBOs, with further gains
achieved using expressive flow-based proposals.

• We demonstrate the versatility of our method by
applying it to the high-dimensional discrete output
distribution of a VAE.

2 Variational Autoencoders

A VAE [17, 25] models the distribution of observations
x using a stochastic latent vector z, by specifying its
prior p(z) along with a likelihood pθ(x|z) that connects
it with the observation. As computing the marginal like-
lihood of an observation pθ(x) =

∫
pθ(x, z)dz and, thus,

maximum likelihood learning are intractable in VAEs,
they are trained by maximizing the variational evidence
lower bound (ELBO) on the marginal log-likelihood:

Eq(x)
[
Eqφ(z|x) log pθ(x|z)−KL(qφ(z|x)||pλ(z))

]
(1)

where q(x) is the empirical distribution of the training
set and qφ(z|x) is the variational posterior. The neural
networks used to parameterize qφ(z|x) and pθ(x|z) are
referred to as the encoder and decoder, respectively. In
the rest of the paper we omit the parameter subscripts
to reduce notational clutter. The gradients of the ELBO
w.r.t. all parameters can be estimated efficiently using
the reparameterization trick [17, 25].

The first term in Eq. (1), the (negative) reconstruc-
tion error, measures how well a sample x can be re-
constructed by the decoder from its latent space repre-
sentation produced by the encoder. The second term,
the Kullback-Leibler (KL) divergence between the vari-
ational posterior and the prior, acts as a regularizer
that limits the amount of information passing through
the latents and ensures that the model can also gen-
erate the data rather than just reconstruct it. We can
rewrite the KL in terms of the marginal or aggregate
(variational) posterior q(z) = Eq(x)[q(z|x)] [12]:

Eq(x) KL(q(z|x)||p(z)) = KL(q(z)||p(z)) + I(x; z), (2)

where the second term is the mutual information be-
tween the latent vector and the training example. This
formulation makes it clear that maximizing the ELBO
corresponds to minimizing the KL between the aggre-
gate posterior and the prior. Despite this, there usually
is a mismatch between the two distributions in trained
models [12, 26]. This phenomenon is sometimes de-
scribed as “holes in the aggregate posterior”, referring
to the regions of the latent space that have high density
under the prior but very low density under the aggregate
posterior, meaning that they are almost never encoun-
tered during training. Samples from these regions are

typically decoded to observations that do not lie on the
data manifold [26].

Our goal is to make the prior p(z) sufficiently expressive
to make it substantially closer to q(z) compared to the
original prior, without making the two identical, as that
can result in overfitting. In the following we introduce
a simple and effective way of achieving this by learning
to reject the samples from the proposal that have low
density under the aggregate posterior.

3 Learned Accept/Reject Sampling

In this section we present our main contribution:
Learned Accept/Reject Sampling (Lars), a practical
method to approximate a target density q from which we
can sample but whose density is either too expensive to
evaluate or unknown. It works by reweighting a simpler
proposal distribution π using a learned acceptance func-
tion a as visualized in Fig. 1. The aggregate posterior
of a VAE, which is a very large mixture, is one example
of such a target distribution. For simplicity, we only
deal with continuous variables in this section; however,
our approach is equally applicable to discrete random
variables as we explain in Section 5.3.
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Figure 1: Lars approximates a target density q(z)
( ) by a resampled density p(z) ( ) obtained by
multiplying a proposal π(z) ( ) with a learned ac-
ceptance function a(z) ∈ [0, 1] ( ) and normalizing.

Approximating a target by modulating a pro-
posal. Our goal is to approximate a complex target
distribution q(z) that we can sample from but whose
density we are unable to evaluate. We start with an easy-
to-sample-from base distribution π(z) with a tractable
density (with the same support as q), which might have
learnable parameters but is insufficiently expressive to
approximate q(z) well. We then transform π(z) into a
more expressive distribution p∞(z) by multiplying it by
an acceptance function aλ(z) ∈ [0, 1] and renormalizing
to obtain the density

p∞(z) =
π(z)aλ(z)

Z
; Z =

∫
π(z)aλ(z)dz, (3)

where Z is the normalization constant and λ are the
learnable parameters of aλ(z); we drop the subscript λ
in the following. Similar to other approaches for speci-
fying expressive densities, the parameters of a(z) can
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target q(z) p(z)
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high capacity a(z): MLP[10-10]

N (0, 1) + Lars
low capacity a(z): MLP[10]

Figure 2: Learned acceptance functions a(z) (red) that approximate a fixed target q(z) (blue) by reweighting a
N (0, 1) ( ) or a RealNVP (green) proposal to obtain an approximate density p(z) (green). KL

(
q
∥∥πN (0,1)

)
= 1.8.

be learned end-to-end by optimizing the natural objec-
tive for the task at hand. p∞ is also the distribution
we obtain by using rejection sampling [33] with π(z)
as the proposal and a(z) as the acceptance probability
function. Thus, we can sample from p∞ as follows: draw
a candidate sample z from the proposal π and accept
it with probability a(z); if accepted, return z as the
sample; otherwise repeat the process. This means we
can think of a(z) as a filtering function which — by
rejecting different fractions of samples at different loca-
tions — can transform π(z) into a distribution closer to
q(z). In fact, as we show in Section 3.2, if the capacity
of a(z) is unlimited, we can obtain p∞(z) that matches
the target distribution perfectly.

The efficiency of the sampler is closely related to the
normalizing constant Z, which can be interpreted as
the average probability of accepting a candidate sample.
Thus, on average, we will consider 1/Z candidates be-
fore accepting one. Interestingly, the same distribution
can be induced by rejection samplers of very differ-
ent efficiency, since scaling a(z) by a constant (while
keeping a in the [0, 1] range) has no effect on the re-
sulting p∞(z) because Z gets scaled accordingly. This
means that learning an efficient sampler might require
explicitly encouraging a to be as large as possible.

Truncated rejection sampling. We now describe
a simple and effective way to guarantee a minimum
sampling efficiency that uses a modified density pT
instead of p∞. We derive it from a truncated sampling
scheme (see Appendix A.2 for the derivation): instead
of allowing an arbitrary number of candidate samples
to be rejected before accepting one, we cap this number
and always accept the T th sample if the preceding T −1
samples have been rejected. The corresponding density
is a mixture of p∞(z) and the proposal π(z), with the
mixing weights determined by the average rejection
probability (1− Z) and the truncation parameter T :

pT (z) = (1− αT )
a(z)π(z)

Z
+ αTπ(z), (4)

where αT = (1−Z)T−1. Note that for T = 1 we recover
the proposal density π, while letting T →∞ yields the

density for untruncated sampling (Eq. (3)).

While the truncated sampling density will in general be
less expressive due to smoothing by interpolation with
π, its acceptance rate is guaranteed to be at least 1/T ,
with the expected number of resampling steps being
(1 − (1 − Z)T )/Z ≤ T ; see Appendix A.2 for details.
Thus we can trade off approximation accuracy against
sampling efficiency by varying T . Using the truncated
sampling density also has the benefit of providing a
natural scale for a in an interpretable and principled
manner as, unlike p∞(z), pT (z) is not invariant under
scaling a by c ∈ (0, 1].

Estimating Z. Estimating the normalizing constant
Z is the main technical challenge of our method. An es-
timate of Z is needed both for updating the parameters
of pT (z) and for evaluating trained models. For reliable
model evaluation, we use the Monte Carlo estimate

Z ≈ 1

S

S∑
s=1

a(zs) zs ∼ π(z), (5)

which we compute only once, using a very large S when
the model is fully trained. For training, we found it
sufficient to estimate Z once per batch using a modest
number of samples. In the forward pass, we use a ver-
sion of Z that is smoothed with exponential averaging,
whereas the gradients in the backward pass are com-
puted on samples from the current batch only. We also
include a reweighted sample from the target in the esti-
mator to decrease the variance of the gradients (similar
to [1]). See Appendix A.4 for a detailed explanation.

3.1 Illustrative examples in 2D

Before applying Lars to VAEs, we investigate its abil-
ity to fit a mixture of Gaussians (MoG) target distribu-
tion in 2D, see Fig. 2 (left). We use a standard Normal
distribution as the proposal and train an acceptance
function parameterized by a small MLP, to reweight π
to q by maximizing the supervised objective

Eq(z) [log p∞(z)] = Eq(z)
[
log

π(z)a(z)

Z

]
, (6)
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which amounts to maximum likelihood learning.

We find that a small network for a(z) (an MLP with
two layers of 10 units) is sufficient to separate out the
individual modes almost perfectly (Fig. 2 (left)). How-
ever, an even simpler network (one layer with 10 units)
already can learn to cut away the unnecessary tails
of the proposal and leads to a better fit than the pro-
posal (Fig. 2 (middle)). While samples from the higher-
capacity model are closer to the target (lower KL to
the target), the sampling efficiency is lower (smaller Z).

As a second example, we consider the same target distri-
bution but use a RealNVP [6] proposal which is trained
jointly with the acceptance function, see Fig. 2 (right).
Trained alone, the RealNVP warps the standard Nor-
mal distribution into a multi-modal distribution, but
fails to isolate all the modes (Fig. C.4 in the Appendix,
also shown by Huang et al. [13]). On the other hand, the
model obtained by using Lars with a RealNVP pro-
posal manages to isolate all the modes. It also achieves
higher average accept probability than Lars with a
standard Normal proposal, as the RealNVP proposal
approximates the target better, see Fig. 2 (right).

3.2 Relationship to rejection sampling

Here we briefly review classical rejection sampling (RS)
[33] and relate it to Lars. RS provides a way to sample
from a target distribution with a known density q(z)
which is hard to sample from directly but is easy to
evaluate point-wise. Note that this is exactly the op-
posite of our setting, in which q(z) is easy to sample
from but infeasible to evaluate. By drawing samples
from a tractable proposal distribution π(z) and accept-
ing them with probability a(z) = q(z)

Mπ(z) , where M is
chosen so that π(z)M ≥ q(z),∀z, RS generates exact
samples from q(z). The average sampling efficiency, or
acceptance rate, of this sampler is 1/M , which means
the less the proposal needs to be scaled to dominate
the target, the fewer samples are rejected. In practice,
it can be difficult to find the smallest valid M as q(z)
is usually a complicated multi-modal distribution.

We can match q(z) exactly with Lars by emulating
classical RS and setting a∗(z) = c q(z)π(z) with the constant
c chosen so that a∗(z) ≤ 1 for all z.2 Noting that this
results in Z = c and comparing this to standard RS,
we find that Z plays the role of 1/M . However, with
Lars our primary goal is learning a compact and fast-
to-evaluate density that approximates q(z), rather than
constructing a way to sample from q(z) exactly, which
is already easy in our setting.

2This assumes that a∗ has unlimited capacity.

4 VAEs with resampled priors

While Lars can be used to enrich several distributions
in a VAE, we will concentrate on applying it to the prior;
that is, we use the original VAE prior as a proposal
distribution π(z) and define a resampled prior p(z)
through a rejection sampler with learned acceptance
probability a(z). We parameterize a(z) with a flexible
neural network and use the terms “Lars prior” and
“resampled prior” interchangeably.

In general, the acceptance function is trained jointly
with the other parts of the model by optimizing the
ELBO objective (Eq. (1)) but with the resampled prior
instead of the standard Normal prior. This only modi-
fies the prior term log p(z) in the objective, with p(z)
replaced by Eq. (3) for indefinite and by Eq. (4) for
truncated resampling. See Appendix B.3 for pseudo-
code and further details. Thus, training a VAE with a
resampled prior only requires evaluating the resampled
prior density on samples from the variational posterior
as well as generating a modest number of samples from
the proposal to update the moving average estimate of
Z as described above. Crucially, we never need to per-
form accept/reject sampling during training. Thus, we
can choose the maximum number of resampling steps
T based on computational budget at sampling time.

Hierarchical models. In addition to VAEs with a
single stochastic layer, we also consider hierarchical
VAEs with two stochastic layers. We closely follow the
proposed inference and generative structure of [30] and
apply the resampled prior to the top-most latent layer.
Thus, the generative distribution and the variational
posterior factorize as pθ(x|z1, z2)pλ(z1|z2)pλ(z2) and
qψ(z1|x, z2)qφ(z2|x) respectively, with:

pλ(z2) = pT (z2) (7)

pλ(z1|z2) = N
(
z1|µλ(z2),diag

(
σ2
λ(z2)

))
(8)

qφ(z2|x) = N
(
z2|µφ(x),diag

(
σ2
φ(x)

))
(9)

qψ(z1|x, z2) = N
(
z1|µψ(x, z2),diag

(
σ2
ψ(x, z2)

))
(10)

The means µ{µ,φ,ψ} and standard deviations σ{µ,φ,ψ}
are parameterized by neural networks. We will apply
resampling to the top-most prior distribution pλ(z2).

5 Experiments

Datasets. We perform unsupervised learning on a
suite of standard datasets: static and dynamically bina-
rized MNIST [19], Omniglot [18], and FashionMNIST
[32]; for more details, see Appendix B.1.

Architectures/Models. We consider several archi-
tectures: (i) a VAE with single latent layer and an
MLP encoder/decoder (referred to as VAE); (ii) a VAE
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VAE (L = 1) HVAE (L = 2) ConvHVAE (L = 2)
Dataset standard Lars standard Lars standard Lars

staticMNIST 89.11 86.53 85.91 84.42 82.63 81.70
dynamicMNIST 84.97 83.03 82.66 81.62 81.21 80.30
Omniglot 104.47 102.63 101.38 100.40 97.76 97.08
FashionMNIST 228.68 227.45 227.40 226.68 226.39 225.92

Table 1: Test negative log likelihood (NLL; lower is better) for different models with standard Normal prior
(“standard”) and our proposed resampled prior (“Lars”). L is the number of stochastic layers in the model.

standard N (0, 1) Lars post-hoc Lars joint training
Model ELBO KL recons Z ELBO KL recons Z ELBO KL recons Z

dynamicMNIST 89.0 25.8 63.2 1 87.3 24.1 63.2 0.023 86.6 24.7 61.9 0.015
Omniglot 110.8 37.2 73.6 1 108.8 35.2 73.6 0.015 108.4 35.9 72.5 0.011

Table 2: ELBO and its components (KL and reconstruction error) for VAEs with: a standard Normal prior, a
post-hoc fitted Lars prior, and a jointly trained Lars prior.

with two latent layers and an MLP encoder/decoder
(HVAE); (iii) a VAE with two latent layers and a con-
volutional encoder/decoder (ConvHVAE). For the ac-
ceptance function we use an MLP network with two
layers of 100 tanh units and the logistic non-linearity
for the output. Moreover, we perform resampling with
truncation after T = 100 attempts (Eq. (4)), as a good
trade-off between approximation accuracy and sampling
efficiency at generation time. We explore alternative
architectures and truncations below. Full details of all
architectures can be found in Appendix B.2.

Training and evaluation. All models were trained
using the Adam optimizer [16] for 107 iterations with
the learning rate 3·10−4, which was decayed to 1·10−4 af-
ter 106 iterations, and mini-batches of size 128. Weights
were initialized according to [7]. Unless otherwise stated,
we used warm-up (KL-annealing) for the first 105 itera-
tions [2]. We quantitatively evaluate all methods using
the negative test log likelihood (NLL) estimated using
1000 importance samples [3]. We estimate Z using S
MC samples (see Eq. (5)) with S = 1010 for evaluation
after training (this only takes several minutes on a GPU)
and S = 210 during training, see Appendix A.4 for
further details. We repeated experiments for different
random seeds with very similar results, so report only
the means. We observed overfitting on static MNIST,
so on that dataset we performed early stopping using
the NLL on the validation set and halved the times for
learning rate decay and warm-up.

5.1 Quantitative Results

First, we compare the resampled prior to a standard
Normal prior on several architectures, see Table 1. For
all architectures and datasets considered, the resampled
prior outperforms the standard prior. In most cases, the
improvement in the NLL exceeds 1 nat and is notably
larger for the simpler architectures.

Applied post-hoc to a pretrained model (fixed en-
coder/decoder) the resampled prior almost reaches the
performance of a jointly trained model, see Table 2.
This highlights that Lars can also be effectively em-
ployed to improve trained models. In this case, the gain
in ELBO is entirely due to a reduction in the KL as
the reconstruction error is determined by the fixed en-
coder/decoder. In contrast, joint training reduces both,
and reaches a better ELBO, though the reduction in
KL is smaller than for post-hoc training.

Model NLL

VAE (L = 2) + VGP [31] 81.32
LVAE (L = 5) [28] 81.74
HVAE‡ (L = 2) + VampPrior [30] 81.24
HVAE (L = 2) + Lars prior 81.62

VAE + IAF [15] 79.10
ConvHVAE‡ + Vamp [30] 79.75
ConvHVAE + Lars prior 80.30

Table 3: Test NLL on dynamic MNIST for non-
convolutional (above the line) and convolutional (below
the line) models.

Model NLL

IWAE (L = 2) [3] 103.38
LVAE (L = 5) [28] 102.11
HVAE‡ (L = 2) + VampPrior [30] 101.18
HVAE (L = 2) + Lars prior 100.40

ConvHVAE‡ (L = 2) + VampPrior [30] 97.56
ConvHVAE (L = 2) + Lars prior 97.08

Table 4: Test NLL on dynamic Omniglot.

In Tables 3 and 4 we compare Lars to other approaches
on dynamic MNIST and Omniglot. Lars is competi-
tive with other approaches that make the prior or vari-

‡We use the same structure but a simpler architecture
than [30].
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ational posterior more expressive when applied to sim-
ilar architectures. We expect that our results can be
further improved by using PixelCNN-style decoders,
which have been used to obtained state-of-the-art re-
sults on dynamic MNIST (78.45 nats for PixelVAE with
VampPrior [30]) and Omniglot (89.83 with VLAE [4]).
The improvements of Lars over the standard Normal
prior are generally comparable to those obtained by
the VampPrior [30], though they tend to be slightly
smaller. Lars priors and VampPriors have somewhat
complementary strengths. Sampling from VampPriors
is more efficient as it amounts to sampling from a mix-
ture model, which is non-iterative. On the other hand,
the VampPriors that achieve the above results use 500
or 1000 pseudo-inputs and thus have hundreds of thou-
sands of parameters, whereas the number of parameters
in the Lars priors is more than an order of magnitude
lower. As Lars priors operate on a low-dimensional
latent space they are also considerably more efficient
to train than VampPriors, which are connected to the
input space through the pseudo-inputs.

Influence of network architecture. We investi-
gated different network sizes for the acceptance function.
As for the illustrative example, even a simple architec-
ture can already notably improve over a standard prior,
with successively more expressive networks further im-
proving performance, see Table 5. Notably, the average
acceptance probability Z is influenced much more by
the truncation parameter than the network architec-
ture. In practice, we choose a = MLP[100 − 100] as
more expressive networks only showed a marginal im-
provement. While we suspect that substantially larger
networks might lead to overfitting, we did not observe
this for the networks considered in Table 5. The rela-
tive size of the a network w.r.t. encoder and decoder
also determines the extra computational cost of Lars
over a standard prior. For example, the VAE (L = 1)
results in Table 1 require 25% more multiply-adds per
iteration; due to our unoptimized implementation, the
difference in wall-clock time was closer to 40%.

Influence of truncation. The truncation parameter
T tunes the trade-off between sampling efficiency and
approximation quality. As shown in Table 6, the NLL
improves as the number of steps before truncating in-
creases, whereas the value for Z decreases accordingly.
The gains in the NLL come both from the KL as well as
the reconstruction term, though the relative contribu-
tion from the KL is larger. We stress that for truncated
sampling, Z denotes the average acceptance rate for
the first T − 1 attempts and does not take into account
always accepting the T th proposal. As a reference point,
a model that is trained with indefinite (untruncated)
resampling only accepts 2 out of 106 samples and esti-
mating Z accurately thus requires a lot of samples.

Model NLL Z

VAE (L = 1, MLP) 84.97 1
VAE + Lars; a = MLP[10− 10] 84.08 0.02
VAE + Lars; a = MLP[50− 50] 83.29 0.016
VAE + Lars; a = MLP[100− 100] 83.05 0.015
VAE + Lars; a = MLP[50− 50− 50] 83.09 0.015
VAE + Lars; a = MLP[100− 100− 100] 82.94 0.014

Table 5: Test NLL and Z on dynamic MNIST. Different
network architectures for a(z) with T = 100.

Model NLL Z KL recons

VAE (L = 1, MLP) 84.97 1 25.8 63.3

VAE + Lars; pT=2 84.60 0.19 25.4 63.2
VAE + Lars; pT=5 84.11 0.12 25.1 63.0
VAE + Lars; pT=10 83.71 0.08 25.0 62.6
VAE + Lars; pT=50 83.24 0.03 24.8 62.1
VAE + Lars; pT=100 83.05 0.014 24.7 61.9

VAE + Lars; p∞ 82.67 2 · 10−6 24.8 61.5

Table 6: Influence of the truncation parameter on the
test set of dynamic MNIST; a = MLP[100− 100].

Model NLL Z

VAE (L = 1) + N (0, 1) prior 84.97 1
VAE + RealNVP prior 81.86 1
VAE + MAF prior 81.58 1
VAE + Lars N (0, 1) 83.04 0.015
VAE + Lars RealNVP 81.15 0.027

Table 7: More expressive proposal and prior distribu-
tions. Test NLL on dynamic MNIST.

Combination with non-factorial priors. As
stated before, Lars is an orthogonal approach to speci-
fying rich distributions and can be combined with other
structured proposals such as non-factorial or autoregres-
sive (flow) distributions. We investigated this using a
RealNVP distribution as an alternative proposal on
MNIST (Table 7) and Omniglot (Table C.1), see Ap-
pendix B.2 for details. The RealNVP prior by itself out-
performs our resampling approach applied to a standard
Normal prior. However, applying Lars to a RealNVP
proposal distribution, we obtain a further improvement
of more than 0.5 nats on both MNIST and Omniglot.
A VAE trained with a more expressive Masked Autore-
gressive Flow (MAF) [23] as a prior outperformed the
RealNVP prior but was still worse than a resampled
RealNVP. Combining Lars with an MAF proposal is
impractical due to slow sampling of the MAF.

5.2 Qualitative Results

Samples. For a qualitative analysis, we consider un-
conditional samples from a VAE with a resampled prior.
Our learned acceptance function assigns probability val-
ues a(z) to all points in the latent space. This allows us
to effectively rank draws from the proposal and to com-
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Figure 3: Ranked sample means from the proposal of a
VAE (L = 1, MLP) with jointly trained resampled prior.
We drew 104 samples and show those with highest a(z)
(top) and lowest a(z) (bottom).

Model NLL Z

VAE (L = 1) (N (0, 1) prior) 84.97 1
VAE (resampled N (0, 1) prior) 83.04 0.015
VAE resampled outputs (N (0, 1) prior) 83.63 0.014

Table 8: Test NLL on dynamic MNIST for a VAE with
resampled outputs.

pare particularly high- to particularly low-scoring ones.
We perform the same analysis twice, once for a resam-
pled prior that is trained jointly with the VAE (Fig. 3)
and once for a resampled prior that is trained post-hoc
for a fixed VAE (Fig. C.7), both times with very similar
results: Samples with a(z) ≈ 1 are visually pleasing
and show almost no artefacts, whereas samples with
a(z) ≤ 10−10 look poor. When accepting/rejecting sam-
ples according to our pre-defined resampling scheme,
these low-quality samples would most likely be rejected.
Thus, our approach is able to (i) automatically detect
(rank) samples, and (ii) reject low-quality samples. For
more samples, see Appendix C.3.

Dimension-wise resampling. Instead of resampling
the entire vector z, a less wasteful sampling scheme
would be to resample each dimension independently
according to its own learned acceptance function ai(zi)
(or in blocks of several dimension). However, such a
factorized approach did not improve over a standard
(factorized) Normal prior in our case. We speculate
that it might be more effective when the target density
has strong factorial structure, as might be the case for
β-VAEs [14]; however, we leave this as future work.

VAE with 2D latent space. In Appendix C.6 we
consider a resampled VAE with 2D latent space. While
the NLL is not substantially different ([12] show that
the marginal KL gap is very small in this case), the
resampled prior matches the aggregate posterior better
and, interestingly, the jointly trained models give rise
to a broader aggregate posterior distribution, as the
resampled prior upweights the tails of the proposal.

5.3 Resampling discrete outputs of a VAE

So far, we have applied Lars only to the continu-
ous variables of the relatively low-dimensional latent
space of a VAE. However, our approach is more general
and can also be used to resample discrete and high-
dimensional random variables. We apply Lars directly
to the 784-dimensional binarized (Bernoulli) outputs
of a standard VAE in the pixel space. That is, we make
the marginal likelihood richer by resampling it in the
same way as the prior above: log p(x) = log π(x)a(x)

Z ,
where π(x) is now the original marginal likelihood, a(x)
is the acceptance function in the pixel space, and Z is
the normalization constant. We can lower-bound the
enriched marginal likelihood via its ELBO:

Eq(z|x) log π(x|z)−KL(q(z|x)‖p(z)) + log a(x)
Z (11)

In practice, we use the truncated sampling density with
T = 100 instead. x corresponds to the observation
under consideration, whereas Z is estimated on decoded
samples from the (regular) prior p(z):

Z =
∫
π(x|z)p(z)a(x)dxdz ≈ 1

S

∑S
s a(xs), (12)

with xs ∼ π(x|zs) and zs ∼ p(z). We used the same
MLP encoder/decoder as in our previous experiments,
but increased the size of the a(z) network to match the
architecture of the encoder. As x is a discrete random
variable, we cannot easily compute the contribution of
logZ to the gradient for the encoder and decoder pa-
rameters due to the inapplicability of the reparameteri-
zation trick. For simplicity, we ignore this contribution,
which effectively leads to post-hoc fitting of a(x), see
Appendix B.4 for a discussion.

Resampling the outputs of a VAE is slower than re-
sampling the prior for several reasons: (i) we need to
decode all prior samples zs, (ii) a larger a(x) has to
act on a higher dimensional space, and (iii) estimation
of Z typically requires more samples to be accurate
(we used S = 1011). These are also the reasons why we
apply Lars in the lower-dimensional latent space to
enrich the prior in all other experiments in this paper.

Still, Lars works fairly well in this case. In terms of
NLL, the VAE with resampled outputs outperforms the
original VAE by over 1 nat (Table 8) and is only about
0.6 nats worse than the VAE with resampled prior. The
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learned acceptance function can be used to rank the
binary output samples, see Fig. C.8.

6 Related Work

Expressive prior distribution for VAEs. Re-
cently, several methods of improving VAEs by making
their priors more expressive have been proposed. The
VampPrior [30] is parameterized as a mixture of varia-
tional posteriors obtained by applying the encoder to
a fixed number of learned pseudo-observations. While
sampling from the VampPrior is fast, evaluating its
density can be relatively expensive as the number of
pseudo-observations used tends to be in the hundreds
and the encoder needs to be applied on each one. A
mixture of Gaussian prior [5, 22] provides a simpler
alternative to the VampPrior, but is harder to optimize
and does not perform as well [30]. Autoregressive mod-
els parameterized with neural networks allow specifying
very expressive priors [e.g. 8, 10, 23] that support fast
density evaluation but sampling from them is slow, as
it is an inherently sequential process. While sampling
in Lars also appears sequential, it can be easily par-
allelized by considering a large number of candidates
in parallel. Chen et al. [4] used autoregressive flows to
define priors which are both fairly fast to evaluate and
sample from. Flow-based approaches require invertible
transformations with fast-to-compute Jacobians; these
requirements limit the power of any single transforma-
tion and thus necessitate chaining a number of them
together. In contrast, Lars places no restriction on the
parameterization of the acceptance function and can
work well even with fairly small neural networks. On
the other hand, evaluating models trained with Lars
requires estimating the normalizing constant using a
large number of MC samples. As we showed above how-
ever, Lars and flows can be combined to give rise to
models with better objective value as well as higher
sampling efficiency.

Rejection Sampling (RS). Variational Rejection
Sampling [9] uses RS to make the variational posterior
closer to the exact posterior; as it relies on evaluating
the target density, it is not applicable to our setting.
Naesseth et al. [21] derive reparameterization gradients
for some not directly reparameterizable distributions
by using RS to correct for sampling from a reparame-
terizable proposal instead of the distribution of interest.
Similarly to VRS, this method requires being able to
evaluate the target density.

Density Ratio Estimation (DRE). DRE [29] es-
timates a ratio of densities by training a classifier to
discriminate between samples from them. It has been
used to estimate the KL term in the ELBO in order to
train VAEs with implicit priors [20], but the approach

tends to overestimate the ELBO [26], making model
comparison difficult. The acceptance probability func-
tion learned by Lars can be interpreted as estimating
a (rescaled) density ratio between the aggregate pos-
terior and the proposal, which is done end-to-end as
a part of the generative process. Note that we do not
aim to estimate the density ratio as accurately as pos-
sible. Instead, we aim to learn a compact model for
a(z), so that the resulting p(z) strikes a good balance
between approximating q(z) well and generalizing to
new observations. Moreover, as the resampled prior has
an explicit density, we can perform reliable model com-
parison by estimating the normalizing constant using
a large number of samples.

Products of Experts. The density induced by Lars
can be seen as a special instance of the product-of-
experts (PoE, [11]) architecture with two experts. How-
ever, while sampling from PoE models is generally dif-
ficult as it requires MCMC algorithms, our approach
yields exact independent samples because of its close
relationship to classical rejection sampling.

7 Conclusion

We introduced Learned Accept/Reject Sampling
(Lars), a powerful method for approximating a target
density q given a proposal density and samples from
the target. Lars uses a learned acceptance function
to reweight the proposal, and can be applied to both
continuous and discrete variables. We employed Lars
to define a resampled prior for VAEs and showed that
it outperforms a standard Normal prior by a consider-
able margin on several architectures and datasets. It
is competitive with other approaches that enrich the
posterior or prior and can be efficiently combined with
the ones that support efficient sampling, such as flows.
Lars can also be applied post hoc to already trained
models and its learned acceptance function effectively
ranks samples from the proposal by visual quality.

We addressed two challenges of our approach, poten-
tially low sampling efficiency and the requirement to
estimate the normalization constant, and demonstrated
that inference remains tractable and that a truncated re-
sampling scheme provides an interpretable way to trade
off sampling efficiency against approximation quality.

Lars is not limited to variational inference and ex-
ploring its potential in other contexts is an interesting
direction for future research. Its successful application
to resampling the discrete outputs of a VAE is a first
step in this direction. We also envision generalizing
our approach to more than one acceptance function,
e.g. resampling dimensions independently, or using a
different resampling scheme for the first T and for the
following attempts.
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