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Abstract
We describe a novel inference algorithm for
sparse Bayesian PCA with a zero-norm prior
on the model parameters. Bayesian inference
is very challenging in probabilistic models of
this type. MCMC procedures are too slow
to be practical in a very high-dimensional
setting and standard mean-field variational
Bayes algorithms are ineffective. We adopt
a dense message passing algorithm similar
to algorithms developed in the statistical
physics community and previously applied
to inference problems in coding and sparse
classification. The algorithm achieves nearoptimal performance on synthetic data for
which a statistical mechanics theory of optimal learning can be derived. We also study
two gene expression datasets used in previous studies of sparse PCA. We find our
method performs better than one published
algorithm and comparably to a second.

1

Introduction

Principal component analysis (PCA) is a popular technique for the analysis of high-dimensional data (Jolliffe, 1986). A number of sparse variants of PCA have
been proposed which attempt to find principal component vectors with many loadings set to zero while still
explaining much of the variance in the data (Jolliffe
and Uddin, 2003; Zou et al., 2006; Sigg and Buhmann,
2008; Archambeau and Bach, 2009). Introducing sparsity into PCA presents a number of advantages. Sparsity can usefully mask the influence of any irrelevant
variables and can give improved compression and computational efficiency in high-dimensional settings.
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Bayesian approaches to sparse PCA have been proposed (Archambeau and Bach, 2009; Guan and Dy,
2009) which are based on shrinkage priors that favour
sparse principal component vectors but which do not
assign finite probability mass to sparse solutions. Although Maximum a Posteriori (MAP) parameter estimates obtained with these priors are sparse, samples from the posterior disitribution will not be truly
sparse. So called zero-norm priors which do assign finite probability mass to sparse solutions may therefore
be preferable (Mitchell and Beauchamp, 1988; West,
2003; Carvalho et al., 2008, 2009) since they better
characterise a prior belief in sparsity and should therefore lead to more meaningful posterior beliefs. However, Bayesian inference is intractable with such priors
and existing Markov chain Monte Carlo (MCMC) algorithms (West, 2003; Sabatti and James, 2006; Carvalho et al., 2008) are too slow to be practical in very
high-dimensional settings.
In this contribution we describe a novel deterministic
inference algorithm for sparse Bayesian PCA with a
zero-norm prior. The algorithm is based on message
passing in a dense probabilistic grahical model (Uda
and Kabashima, 2005). We compare our algorithm
to results from MCMC and two publicly available implementations of sparse PCA (Zou et al., 2006; Sigg
and Buhmann, 2008). On synthetic data the algorithm is shown to provide improved sparse estimation
and gives results close to the theoretically derived optimal performance. We consider two gene expression
datasets used in previous studies of sparse PCA (Zou
et al., 2006; Sigg and Buhmann, 2008) and show that
our proposed algorithm explains a comparable or increased amount of variance for a given level of sparsity. The work is quite preliminary and we only consider the simplest scenario of a single latent factor.
However, we think that this type of dense message
passing algorithm provides a very promising approach
to Bayesian inference in high-dimensional models with
discrete parameters where MCMC is prohibitively slow
and where standard approximate inference algorithms
such as mean-field Variational Bayes perform poorly.
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2

Background

PCA can be cast as a probabilistic model by noting
that the maximum likelihood solution of factor analysis with an isotropic noise model provides an equivalent
low-dimensional representation (Tipping and Bishop,
1999). Sparse variants of factor analysis can be derived
either by sparse rotation techniques or through the use
of Bayesian inference with a sparsity inducing prior on
the factor loading matrix (reviewed in Pournara and
Wernisch, 2007). Sparsity inducing priors fall into two
broad classes. The first class are so called zero-norm
priors that assign some probability mass to a parameter taking the value zero. This is often implemented
as a spike and slab mixture distribution in which one
mixture component is a delta function centred at zero
while the other component would typically be chosen
to be a broad uninformative distribution (Mitchell and
Beauchamp, 1988; West, 2003). Alternatively, one can
place a hard constraint on the number of non-zero
parameters (Uda and Kabashima, 2005). The spike
and slab prior effectively places a binomial distribution
prior on the number of non-zero parameters which is
highly peaked in a high-dimensional setting and therefore both of these priors are almost equivalent in practice. An advantage of this type of prior is that one
of the hyper-parameters has a very clear interpretation as the probability of a parameter taking the value
zero. This is very useful for prior specification, since it
easily allows prior information about sparsity to be included (e.g. Sabatti and James, 2006) and for posterior
inference of sparsity, since it captures the uncertainy in
our estimation of sparse structure. The mixture prior
is often considered to be the gold standard sparsity
inducing prior (Carvalho et al., 2009). However, the
Gibbs sampling algorithm used for inference (Sabatti
and James, 2006; Carvalho et al., 2008) can be prohibitively slow for large problems.
The second class of sparsity inducing prior, which typically leads to more computationally efficient inference algorithms, are continuous densities which favour
sparse solutions without assigning them finite probability mass. These are sometimes referred to as shrinkage priors. For example, the L1 regularization approach used in the sparse PCA algorithms of Jolliffe
and Uddin (2003) and Zou et al. (2006) can be given a
probabilistic interpretation by noting that L1 regularization is equivalent to Maximum a Posteriori (MAP)
parameter estimation with a Laplace prior distribution (Williams, 1995; Tibshirani, 1996). More recent
applications of shrinkage priors to PCA include a generalization of MAP probabilistic PCA to the case of
a combined Laplace and non-negative prior (Sigg and
Buhmann, 2008) and a variational EM algorithm applied to a latent variable model that has probabilistic

PCA as a special case using a family of shrinkage priors
that includes the Laplace prior as a special case (Archambeau and Bach, 2009).
A drawback with shrinkage priors from a Bayesian
perspective is that they typically assign zero probability to truly sparse solutions. MAP parameter estimates with these priors are genuinely sparse. However, the posterior distribution is better characterised
by the posterior mean parameter in a high-dimensional
setting (Rattray et al., 2009) and the posterior mean
estimate is not typically sparse when using a shrinkage prior. This is an unfortunate situation for proponents of Bayesian inference since MAP point estimates can outperform full Bayesian inference in identifying sparse structure with shrinkage priors. In this
case one may question whether the other main benefits
of the Bayesian inferential framework, namely modelling uncertainty in parameter estimates and using
the marginal likelihood for model selection and hyperparameter estimation, are useful when the prior does
not capture an underlying belief in sparsity. We note
that a different type of hierarchical shrinkage prior is
applied in Automatic Relevance Determination (ARD)
approaches which lead to very effective sparse estimation. ARD priors provide impressive empirical performance in terms of sparse estimation and have been
shown to lead to improved parameter optimisation
in comparison to standard factorized shrinkage priors (Wipf and Nagarajan, 2008). However, the type-II
maximum likelihood scheme used in ARD effectively
moves the sparse estimation to the hyper-parameter
space and does not allow for uncertainty in the zeroed
out parameters. Therefore this procedure cannot be
considered fully Bayesian and has more in common
with MAP estimation procedures.
Given the above considerations it would be highly desirable to be able to apply Bayesian inference with
zero-norm priors in very high-dimensional settings.
Different implementations of MCMC for sparse factor analysis models have been tried, but all have been
found to be too slow for very large-scale applications (Rattray et al., 2009). In this contribution we
describe a new message passing algorithm for more efficient approximate Bayesian inference. Our algorithm
is based on a class of dense message passing algorithms
developed in the statistical physics literature which has
been applied to problems in coding and Bayesian classification (Uda and Kabashima, 2005). These algorithms utilize approximations based on central limit
theorem arguments which become increasingly accurate for high-dimensional data. An interesting feature
of this class of message passing algorithm is the use
of hard constraint priors which can be imposed during
posterior inference.
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3

Model, theory and algorithm

Given a dataset Y = {y1 , y2 , . . . , yN } the inference
problem is to determine,

In this section we describe the model and priors, briefly
introduce a statistical mechanics theory of learning
and describe our new message passing algorithm.
3.1

Sparse probabilistic PCA

We consider a probabilistic PCA model (Tipping and
Bishop, 1999). We restrict ourselves to the simplest
situation of a single latent factor and unit variance
noise in which case,
yn = wxn + n ,

(1)

where yn is the nth data point, xn ∼ N (0, 1) and
n ∼ N (0, I). Integrating out the latent factor gives
the data density under the model,
yn | w ∼ N (0, I + wwT ) ,

(2)

where the model parameters are in a p-dimensional
vector w = [wj ].
We consider two closely related zero-norm sparsity priors. The spike and slab mixture prior is defined as,

p(w|Y , C, λ) ∝ p(Y |w)p(w|C, λ)
but this is intractable because the probability cannot
be normalised. In the MCMC results presented here
we use a collapsed Gibbs sampler (Sabatti and James,
2006) using the spike and slab prior in (3) but this is
prohibitively slow for very high-dimensional data. In
Section 3.3 below we present an alternative computationally efficient message passing algorithm.
3.2

Statistical mechanics theory

For synthetic data it is possible to use methods of statistical mechanics to derive the expected learning performance. The theory is presented elsewhere (Rattray
et al., 2009) and here we provide only a brief overview
of the results.
The marginal likelihood p(Y |C, λ) is analogous to
a partition function in Statistical Mechanics. The
parameter-dependent terms in the log-likelihood can
be written,
E(w) =

p
Y


N
1 X (ynT w)2
N
ln(1 + ||w||2 ) −
.
2
2 n=1 1 + ||w||2

(5)


(1 − C)δ(wj ) + CN (wj |0, λ−1 ) , (3)

Then p(Y | C, λ)R ∝ Z where the partition function is
defined as Z = exp (−E(w)) p(w | C, λ) dw.

where δ(w) is the Dirac delta function. Hyperparameters C and λ determine the sparsity and length
of the parameter vector respectively. It is convenient
to introduce binary variables zj ∈ {0, 1} such that
wj |zj = 0 ∼ δ(wj ) and wj |zj = 1 ∼ N (wj |0, λ−1 ).
The spike and slab prior corresponds to the choice
zj ∼ Bernoulli(C) and the number ofPnon-zero parameters follows a binomial distribution j zj ∼ Bin(p, C)
such that the fraction of non-zero parameters is highly
peaked at C for large data dimension p.

To study learning performance we assume that the
data are produced by a similar “teacher” distribution
to the model in equation (2). The teacher parameters wt are generated from the spike and slab prior
ps (wt | Ct , λt ) in (3) with hyper-parameters λt and Ct
that can differ from those of the model used for inference. A replica calculation is used to compute the
average of ln Z over datasets for p → ∞ with α = N/p
held constant. This asymptotic limit is particularly
useful for studying learning performance in the important “large p, small N” regime where α < 1. The calculation has similarities to previous work on non-sparse
PCA (Reimann et al., 1996) and a sparse Bayesian
classifier (Uda and Kabashima, 2005). Here we use
the theory to derive the expected value of the cosineangle between the posterior mean parameter wPM and
the true underlying parameter wt ,

ps (w|C, λ) =

j=1

We also consider an alternative microcanonical
prior (Uda and Kabashima, 2005) which places hard
constraints on the sparsity and length of the parameter
vector,


 
p
p
X
X
pC

pm (w, z|C, λ) ∝ δ 
zj − pC  δ 
wj2 −
λ
j=1
j=1
(4)
where we again define binary variables zj ∈ {0, 1} with
wj |zj = 0 ∼ δ(wj ). In a high-dimensional space these
two choices of prior are almost equivalent but the microcanonical prior is useful in developing the message
passing algorithm introduced in Section 3.3 since the
contraints can be self-consistently applied to the inferred posterior distribution.

ρPM =

wPM · wt
.
||wPM || ||wt ||

We use this quantity to measure performance on the
synthetic data. The replica method can also be used to
derive the mean predicitive likelihood and the analysis
shows that it is the posterior mean parameter that determines the predictive accuracy of the model to leading order in p (Rattray et al., 2009).
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3.3

Dense message passing

of all other such pairs. The current posterior belief
P ∗ (zl , vl | Y )may be expressed as:

Dense message passing (DMP) is based on belief propagation (BP), an algorithm that efficiently computes
all marginals of a distribution by exploiting the distributivity property of multiplication over addition.
DMP is most easily described pictorially.

P ∗ (zl , vl | Y ) ∝

(7)
Mj→n

P (zl , vl )

N Z Y
Y
n=1

d vj

j6=l

X

fn (yn , z, v)

}|
Yz ∗
{
P vj , zj | y\n
j6=l

z\zl

|

{z

Mn→l

}


The P ∗ vj , zj | y\n represent the current beliefs
about the other parameters under a cavity distribution with the single data point yn removed. These
too can be viewed as messages, Mj→n , passed from
the pairs (vj , zj ) to yn . Thus, we have two kinds of
message update rules:

Mt+1
n→l (vl , zl )
Z Y
X
Y t
∝
fn (yn , z, v)
dvj
Mj→n (vj , zj ) ,

Figure 1: Factor graph representation of the posterior distribution of w represented as the element-wise product of
z and a new variable v.

j6=l


 1−zj

v2

 (1 − C) exp − 2j 

p 

Y
P (v, z) =
√


2π

j=1 



P (v, z) ∝

p
Y



1
exp − (1 − zj + Gzj ) vj2 + γzj ,
2
j=1

(6)
C
√
=
.
Although
equivalent
where G = λ and exp(γ)
1−C
G
to (3), (6) may also be regarded as an approximation
to the microcanonical prior (4) where G and γ are
variational hyperparameters which can be adjusted as
described later in this section so as to impose the constraints embodied in (4). This is important for convergence of the algorithm while still closely approximating
(3) in the large p limit.
In the figure, the square, factor nodes represent the
likelihood terms (2). It is immediately apparent that
computation of the marginal of any pair (zl , vl ) involves N separate computations of the factors fn .
Conceptually, the results of these computations may
be viewed as ‘messages’, passed to (zl , vl ). Each such
message, Mn→l (zl , vl ), represents the effect of yn on
the ‘belief’ about the marginal of the pair (zl , vl ) in
the light of the current beliefs about the marginals

Y

Mtm→l (vl , zl ) ,

(9)

m6=n

where t indexes the iteration.


 √
2  zj
λvj




 C λ exp − 2

√


2π





This permits a reparameterisation:

j6=l

z\zl

Mtl→n (vl , zl ) ∝ P (vl , zl )

Figure 1 illustrates the factor graph representation of
the posterior distribution of w. When w is expressed
as an element-wise product, wj = zj vj the prior (3)
may be represented in a factorisable form:

(8)

Although (8), (9) suggests an iterative scheme exact
evaluation of (8) is difficult and has complexity that is
exponential in the dimension, p. To overcome this, we
follow Uda and Kabashima (2005) and make a Gaussian approximation. First we note from (5) that the
likelihood contains two parameter dependent terms.
We also note that, in high dimensions, the probability
mass of a Gaussian distribution becomes concentrated
in a thin spherical shell at a radius proportional to
√
p with the consequence that the length of vectors
drawn from this distribution is approximately constant. Hence, as argued in §3.1, the spike and slab
prior (3) is almost equivalent to the microcanonical
prior (4) and so we treat ||w||2 as constant. Consequently, for the likelihood factors, fn , we may write:

fn (yn , z, v) ∝ exp ∆2n /2 ,
(10)
with ∆n defined by:
Pp

n
j=1 yj zj vj
∆n = p
,
1 + Cp/λ

(11)

where the parameters λ and C are those of the prior
(3). In (8), each of the zj and vj are independently
distributed according to the corresponding cavity distribution represented by Mtj→n (vj , zj ). For large p,
we assume that the Central Limit Theorem allows us
to make a Gaussian approximation for the distribution
of the sum of these variables and we write for ∆n :
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we now drop these indices. The cavity averages are
found to be:

n
j6=l yj zj vj

P

yln zl vl

∆n = p
+ p
1 + Cp/λ
1 + Cp/λ
|
{z
}

(12)

∆n\l

q
X n t
y n zl vl
1
t
≈ p l
+p
yj mj→n + Vn\l
u,
1 + Cp/λ
1 + Cp/λ j6=l
{z
}
|
h∆n\l itn\l

1+

t
Vn\l
=



∆n\l − ∆n\l

t
n\l

2 t

t
Fl\n
= Gt −

=

X

yjn ykn

j,k6=l

*
→

X

yjn ykn

j,k6=l

zj vj − mtj→n
p
1 + Cp/λ



htl\n =

zj vj − mtj→n
p
1 + Cp/λ



 +t
,
n\l

where
and · · · represent, respectively, averQ
ages over the cavity distribution j6=l Mtj→n (vj , zj ),
and over all possible datasets. Under the assumption
that these datasets are distributed according to the
generative model, we find from (1) and (3):

(14)

= hwj wk ip(w) + δjk


Ct
= δjk
+1 ,
λt

where Ct and λt are hyperparameters of the true parameter distribution and δjk is the Kronecker delta.
Substitution into (13) gives:

≈

p
1 + Ct /λt X 
(zj vj )2
(1 + Cp/λ) j=1

t
n

− mtj

2 

1
(1 − V

t−1 ) (1

X
+ Cp/λ)

(ylm )2 ,

(17)

m6=n

t−1 )

1
p

X
(1 + Cp/λ)

(ylm ) ∆m\l

t−1
m\l

.

m6=n

mtl = 

htl /Flt
 
 ,
p
( ht ) 2
1 + Flt exp − γ t + 2Fl t

(19)

l

n\l


n
yjn ykn = wj xn + n
j (wk xn + k )

t
2Fl\n

(18)

Flt

t
h· · · in\l

t
Vn\l
≈

(1 − V

 +t

zk vk − mtk→n
p
1 + Cp/λ

, (16)

The mean of zl vl under the joint posterior marginal
belief (7) has a similar form:

(13)

zk vk − mtk→n
p
1 + Cp/λ


2 !#)
htl\n

and

n\l

*

q
t
Fl\n
exp − γ t +

where

R
P
where mtj→n = dvj zj (zj vj ) Mtj→n (vl , zl ) is the
mean of zj vj under the cavity distribution with the
t
nth data point removed, Vn\l
is the variance of ∆n\l
and u ∼ N (0, 1),
Again following Uda and Kabashima (2005), it is ast
sumed that Vn\l
converges to its sample average independently of the data, y n :

t
htl\n /Fl\n
"

mtl→n = (

(15)


1
Cp/λ − Qt ,
(1 + Cp/λ)

htl

where
and
are computed in a similar manner
to (17) and (18), but where the sums are taken over
all data points and averages are with respect to (7).
Although this prescription allows computation of the
updates, such an algorithm would not, in general, be
expected to converge. Although BP performs exact
inference for models with tree-like graphs and has
been shown to converge in some cases where graphs
have loops, it is not expected to converge for dense
graphs. In DMP, convergence is achieved by adjusting the hyperparameters, G and γ, at each iteration
so that the constraints on the sparsity and magnitude
of the parameter vector, w, are satisifed on average
with respect to (7), i.e., they are adjusted so that
Pp
Pp
t
2 t
= Cp/λ are satisij=1 hzl i = Cp and
j=1 zl vl
fied:

 
(htl )2
t


exp
γ
+

2Flt
Flt


Cp =
(20)
2
t


h
l=1 

 1 + √1 t exp γ t + (2Fl )t 
Fl
l




t 2
h
 √1 exp γ t + ( l )
!



p 
2
t


t
t
2Fl
X
Fl
1
hl


Cp/λ =
+
2


Flt
Flt
ht

l=1 
 1 + √1 t exp γ t + (2Fl )t



p 

X

√1

Fl

l

(21)

t

where h· · · i is an average over the posterior marginal
belief (7) at the tth iteration, mtj represents the mean
of zj vj under this distribution and we assume that
Ct /λt  1.

For large p, the Law of Large Numbers suggests that
this should be equivalent to enforcing the hard constraint (4).

With these simplifications, we may compute all ret
quired quantities. As Vn\l
is independent of l and n

Although multiple root finding can be difficult in general, in practice both (20) and (21) are benign and
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Figure 2: Comparison of correlation between inferred and true parameter vectors vs assumed sparsity for four algorithms.
Solid lines represent the theoretical bound on performance for four different values of α = N/p, λ = p/100, true sparsity
is 0.1. All results represent the mean over 50 samples; error bars denote standard error.

monotonic in both variables with γ being effectively
fixed by the former (with G held constant) and G
by (21). Consequently, a simple, iterative, one dimensional root finding procedure based on bracketing
and bisection was found to be effective. This solved
alternately for γ with fixed G using (20) and then
for G with fixed γ using (21) until a fixed point was
reached. More sophisticated methods were found to
require more careful initialisation but gave no gain in
performance.

1
α=0.25
0.95
0.9

ρ(w*)

0.85
0.8
0.75
0.7
0.65
0.6
0

0.2

0.4

0.6

0.8

1

Figure 3: Comparative performance of SPCA (solid lines)
with DMP in terms of the correlation between inferred and
true parameter vectors vs assumed sparsity for four different values of α = N/p , λ = p/100, true sparsity is 0.1.
All results represent the mean over 50 samples; error bars
denote the standard error.

The final element of the algorithm is the specification
of the hyperparameters. Both the noise variance and λ
can be estimated by projecting the data onto the current estimate of the parameter vector, w, for a given
level of assumed sparsity, C. In practice, the algorithm
is initialised in this way from the non-sparse solution
found by standard PCA. However, although incorporating the noise variance requires only minor modifications to (11) - (18), a rescaling of all data vectors
√
to have length p is consistent with a noise variance
close to 1. Such a scaling did not adverely affect per-
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formance as estimation of the direction of wPM was
found to be insensitive to assumptions about ||wPM ||.

4

Experiments

In this section we use synthetic and real gene expression data to explore the performance of our proposed
algorithm in comparison to MCMC and two methods with publicly available code: sparse PCA (SPCA)
of Zou et al. (2006) and the more recent EM algorithm for sparse PCA (emPCA) of Sigg and Buhmann (2008). Matlab code implementing our DMP
algorithm and reproducing these results is available
from http://www.cs.man.ac.uk/˜sharpk.
4.1

Synthetic data

We focus on the scenario where the dimension is
greater than the number of examples (p  N ). Data
were generated from the model for fixed N = 200 for
four different values of α = N/p and with λ = p/100
and true sparsity of 0.1. Figure 2 compares the performance of the four methods against the theoretical
optimum (solid lines) as measured by ρPM , the value
of the cosine-angle between the mean posterior parameter wPM and the true underlying parameter wt .
All points represent the mean over 50 data samples
and the error bars represent the standard error. The
results for Gibbs sampling are shown primarily as a
validation of the theory. It is apparent from the figures that DMP performs well relative to the theoretical optimum at all levels of assumed sparsity and
reaches nearly optimal performance for the true sparsity. SPCA also performs well relative to the theory,
but is dominated at all levels of assumed sparsity by
DMP. This can be more easily seen in figure 3 where
the solid lines represent the results for SPCA. Under
this measure, emPCA is clearly suboptimal and consistently overestimates the true sparsity, achieving its
best performance at C ≈ 0.05.
4.2

Gene expression data

We also compared the performance of DMP to SPCA
and emPCA on two gene expression data sets previously used by Zou et al. (2006) and Sigg and Buhmann (2008) in evaluating their algorithms. The first,
(Armstrong et al., 2002) consists of expression profiles of 12582 genes from 72 patients suffering from
three different types of Leukemia. The second, (Ramaswamy et al., 2001), has 16063 genes and 144 samples. The data was preprocessed to have zero mean
across each dimension and scaled so that each data
√
vector had magnitude p. Performance was measured
in a standard way, in terms of the fraction of the vari-

ance explained for different levels of cardinality of the
inferred loadings vector. The results are plotted in figure 4, where explained variance is given as a fraction
of that explained by the non-sparse PCA solution for
the first principal component. It is clear that, under
this measure, DMP performs comparably to emPCA
and better than SPCA.
Unlike both SPCA and emPCA, DMP infers a posterior mean parameter vector and thus does not force
any elements to zero. Consequently, the cardinality
plotted for DMP refers to the product pC, and the
variance is calculated from the projection of the data
onto the subspace defined by the whole vector. However, in practice, the largest pC elements explain almost all of the variance and thresholding to enforce
this does not lead to any significant deterioration in
performance.

5

Conclusion

We have presented a novel, deterministic message passing algorithm for sparse Bayesian PCA with a zeronorm prior on the model parameters. Although this
is preliminary work, the algorithm shows promise in a
very challenging inference problem. It performs well
in comparison to theoretically optimal performance on
synthetic data, while outperforming two state of the
art methods on both synthetic and real, gene expression data. However, one of the most interesting features of the method is its flexibility and the avenues it
suggests for further development.
For the future, there are a number of directions that
we wish to explore. Firstly, we would like to extend
the method to other models. One obvious extension
would be sparse regression. Another are models with
multiple factors as has been done for a different form
of message passing (Rattray et al., 2009). A simple
approach suggested by Sigg and Buhmann (2008) is
deflation. However, in sparse PCA factors will not
necessarily be orthogonal so it is more principled to
consider a multiple factor model. Secondly, a theoretical analysis of DMP in the case of a sparse classifier
was performed by Uda and Kabashima (2005) showing optimality in large p limit. It would be useful to
perform a similar analysis for this model to back up
our empirical study. Finally, we would like to explore
the Bayesian aspects of the method more fully, addressing the issues of model selection and estimation of
the marginal likelihood and the hyperparameters. In
particular, it would be interesting to explore the possibility of incorporating hyperparameter estimation into
the message-passing framework.

731

Dense Message Passing for Sparse Principal Component Analysis

0.9

Fraction of variance explained relative
to non-sparse first principal component

Fraction of variance explained relative
to non-sparse first principal component

0.7
0.6
0.5
0.4
0.3
0.2
DMP

0.1
0
0

50

100

150

Cardinality

200

250

0.8
0.7
0.6
0.5
0.4
0.3
0.2
DMP

0.1
0
0

300

(a) Armstrong et al.

50

100

150

Cardinality

200

250

300

(b) Ramaswamy et al.

Figure 4: Fraction of variance explained by the sparse leading principal component relative to that explained by the
non-sparse solution for DMP, SPCA and emPCA on two different gene expression data sets.

Acknowledgements
Kevin Sharp gratefully acknowledges an EPSRC PhD
scholarship and a PhD scholarship supported by Manchester alumni through Your Manchester Fund.

References
C. Archambeau and F. Bach. Sparse probabilistic projections. In D. Koller, D. Schuurmans, Y. Bengio, and
L. Bottou, editors, Advances in Neural Information Processing Systems 21, pages 73–80. 2009.
S. A. Armstrong, J. E. Staunton, L. B. Silverman,
R. Pieters, M. L. den Boer, M. D. Minden, S. E. Sallan,
E. S. Lander, T. R. Golub, and S. J. Korsmeyer. Mll
translocations specify a distinct gene expression profile
that distinguishes a unique leukemia. Nature Genetics,
30:41–47, 2002.
C. Carvalho, J. Chang, J. Lucas, J. Nevins, Q. Wang,
and M. West. High-dimensional sparse factor modeling: Applications in gene expression genomics. Journal
of the American Statistical Association, 103(484):1438–
1456, 2008.
C. Carvalho, N. Polson, and J. Scott. Handling sparsity via
the horseshoe. Journal of Machine Learning Research,
W&CP 5:73–80, 2009.
Y. Guan and J. Dy. Sparse probabilistic principal component analysis. Journal of Machine Learning Research,
W&CP 5:185–192, 2009.
I. Jolliffe. Principal component analysis. Springer Verlag,
New York, 1986.
I. Jolliffe and M. Uddin. A modified principal component
analysis technique based on the lasso. Journal of Computational and Graphical Statistics, 12:531–547, 2003.
T. Mitchell and J. Beauchamp. Bayesian variable selection
in linear regression. Journal of the American Statistical
Association, 83:1023–1032, 1988.
I. Pournara and L. Wernisch. Factor analysis for gene regulatory networks and transcription factor activity profiles.
BMC Bioinformatics, 8:61, 2007.
S. Ramaswamy, P. Tamayo, R. Rifkin, S. Mukherjee, C.H. Yeang, M. Angelo, C. Ladd, M. Reich, E. Latulippe,

J. P. Mesirov, T. Poggio, W. Gerald, M. Loda, E. S.
Lander, and T. R. Golub. Multiclass cancer diagnosis
using tumor gene expression signatures. Proceedings of
the National Academy of Sciences of the United States
of America, 98(26):15149–15154, 2001.
M. Rattray, O. Stegle, K. Sharp, and J. Winn. Inference
algorithms and learning theory for Bayesian sparse factor analysis. Journal of Physics: Conference Series, 197:
012002 (10pp), 2009.
P. Reimann, C. Van den Broeck, and G. J. Bex. A Gaussian
scenario for unsupervised learning. Journal of Physics
A, 29:3521–3535, 1996.
C. Sabatti and G. M. James. Bayesian sparse hidden components analysis for transcription regulation networks.
Bioinformatics, 22(6):739–746, 2006.
C. Sigg and J. Buhmann. Expectation-maximization for
sparse and non-negative PCA. In A. McCallum and
S. Roweis, editors, Proceedings of the 25th Annual International Conference on Machine Learning (ICML 2008),
pages 960–967. 2008.
R. Tibshirani. Regression shrinkage and selection via the
lasso. Journal of the Royal Statistical Society: Series B,
58:267–288, 1996.
M. E. Tipping and C. M. Bishop. Probabilistic principal
component analysis. Journal of the Royal Statistical Society: Series B, 61:611–622, 1999.
S. Uda and Y. Kabashima. Statistical mechanical development of a sparse Bayesian classifier. Journal of the
Physical Society of Japan, 74:2233–2242, 2005.
M. West. Bayesian factor regression models in the ‘Large
p, Small n’ paradigm. Bayesian Statistics, 7:723–732,
2003.
P. Williams. Bayesian regularization and pruning using a
Laplace prior. Neural Computation, 7:117–143, 1995.
D. Wipf and S. Nagarajan. A new view of automatic relevance determination. In J. Platt, D. Koller, Y. Singer,
and S. Roweis, editors, Advances in Neural Information
Processing Systems 20, pages 1625–1632. MIT Press,
Cambridge, MA, 2008.
H. Zou, T. Hastie, and R. Tibshirani. Sparse principal component analysis. Journal of computational and graphical
statistics, 1:265, 2006.

732

