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A. Derivation of AR, ARS, and ARSM
A.1. Augmentation of a Categorical Variable

Let us denote τ ∼ Exp(λ) as the exponential distribution, with probability density function p(τ |λ) = λe−λτ , where λ > 0
and τ > 0. Its mean and variance are E[τ ] = λ−1 and var[τ ] = λ−2, respectively. It is well known that, e.g. in Ross
(2006), if τi ∼ Exp(λi) are independent exponential random variables for i = 1, . . . , C, then the probability that τz , where
z ∈ {1, . . . , C}, is the smallest can be expressed as

P
(
z = argmini∈{1,...,C} τi

)
= P (τz < τi, ∀ i 6= z) = λz∑C

i=1 λi
. (17)

Note this property, referred to as “exponential racing” in Zhang & Zhou (2018), is closely related to the Gumbel distribution
(also known as Type-I extreme-value distribution) based latent-utility-maximization representation of multinomial logistic
regression (McFadden, 1974; Train, 2009), as well as the Gumbel-softmax trick (Maddison et al., 2017; Jang et al., 2017).
This is because the exponential random variable τ ∼ Exp(λ) can be reparameterized as τ = ε/λ, ε ∼ Exp(1), where
ε ∼ Exp(1) can be equivalently generated as ε = − log u, u ∼ Uniform(0, 1), and hence we have

argmini τi
d
= argmini{− log ui/λi} = argmaxi{log λi − log(− log ui)},

where τi ∼ Exp(λi), “ d=” denotes “equal in distribution,” and ui
iid∼ Uniform(0, 1); note that if u ∼ Uniform(0, 1), then

− log(− log u) follows the Gumbel distribution (Train, 2009).

From (17) we know that if

z = argmini∈{1,...,C} τi ,where τi ∼ Exp(eφi), (18)

then P (z |φ) = eφz/
∑C
i=1 e

φi , and hence (18) is an augmented representation of the categorical distribution z ∼
Cat(σ(φ)); one may consider τi ∼ Exp(eφi) as augmented latent variables, the marginalization of which from z =
argmini∈{1,...,C} τi leads to P (z |φ). Consequently, the expectation with respect to the categorical variable of C categories
can be rewritten as one with respect to C augmented exponential random variables as

E(φ) = Ez∼Cat(σ(φ))[f(z)] = Eτ1∼Exp(eφ1 ),...,τC∼Exp(eφC )[f(argmini τi)]. (19)

Since the exponential random variable τ ∼ Exp(eφ) can be reparameterized as τ = εe−φ, ε ∼ Exp(1), we also have

E(φ) = E
ε1,...,εC

iid∼ Exp(1)
[f(argmini εie

−φi)]. (20)

Note as the argmin operator is non-differentiable, the widely used reparameterization trick (Kingma & Welling, 2013;
Rezende et al., 2014) is not applicable to computing the gradient of E(φ) via the reparameterized representation in (20).

A.2. REINFORCE Estimator in the Augmented Space

Using REINFORCE (Williams, 1992) on (19), we have∇φE(φ) = [∇φ1
E(φ), . . . ,∇φCE(φ)]′, where

∇φcE(φ) = Eτ1∼Exp(eφ1 ),...,τC∼Exp(eφC )

[
f(argmini τi)∇φc log

∏C
i=1 Exp(τi; eφi)

]
= Eτ1∼Exp(eφ1 ),...,τC∼Exp(eφC )[f(argmini τi)∇φc logExp(τc; eφc)]

= Eτ1∼Exp(eφ1 ),...,τC∼Exp(eφC )[f(argmini τi)(1− τceφc)]. (21)

Below we show how to merge ∇φcE(φ) and −∇φjE(φ) by first re-expressing (21) into an expectation with respect to iid
exponential random variables, swapping the indices of these random variables, and then sharing common random numbers
(Owen, 2013) to well control the variance of Monte Carlo integration.



ARSM: Augment-REINFORCE-Swap-Merge Gradient for Categorical Variables

A.3. Merge of Augment-REINFORCE Gradients

A key observation of the paper is we can re-express the expectation in (21) as

∇φcE(φ) = E
ε1,...,εC

iid∼ Exp(1)
[f(argmini εie

−φi)(1− εc)] (22)

Furthermore, we note that Exp(1) d
= Gamma(1, 1), letting ε1, . . . , εC

iid∼ Exp(1) is the same (e.g., as proved in Lemma IV.3
of Zhou & Carin (2012)) in distribution as letting

εi = πiε, for i = 1, . . . , C, where π ∼ Dirichlet (1C), ε ∼ Gamma(C, 1),

and argmini πie
−φi = argmini επie

−φi . Thus using Rao-Blackwellization (Casella & Robert, 1996), we can re-express
the gradient in (21) as

∇φcE(φ) = Eε∼Gamma(C,1), π∼Dirichlet(1C)[f(argmini επie
−φi)(1− επc)]

= Eπ∼Dirichlet(1C)[f(argmini πie
−φi)(1− Cπc)].

= Eπ∼Dirichlet(1C)[f(argmini π
c�j

i e−φi)(1− Cπj)], (23)

where j ∈ {1, . . . , C} is an arbitrarily selected reference category, whose selection does not depends on π and φ.

Another useful observation of the paper is that the function

b(π,φ, j) =
1

C

C∑
m=1

f(argmini π
m�j

i e−φi)(1− Cπj)

has zero expectation, as

Eπ∼Dirichlet(1C)[b(π,φ, j)] = Eπ∼Dirichlet(1C)

[
f(argmini πie

−φi)

C∑
m=1

(
1

C
− πm

)]
= 0. (24)

Using E[b(π,φ, j)] as the baseline function and subtracting it from (23) leads to (8). We now conclude the proof of
Theorem 1 for the AR estimator, and Equation 8 for the ARS estimator. Once the ARS estimator is proved, Theorem 2 for
the ARSM estimator directly follows.

Proof of Corollary 3. Note that letting (u, 1− u) ∼ Dir(1, 1) is the same as letting u ∼ Uniform(0, 1). Thus regardless of
whether we choose Category 1 or Category 2 for as the reference category, we have

∇φ1
E(φ) = Eu∼Uniform(0,1)[f(argmin(u, σ(φ1 − φ2))− f(argmin(1− u, σ(φ1 − φ2))](1/2− u) (25)

and ∇φ2
E(φ) = −∇φ1

E(φ). Denote φ = φ1 − φ2 and η = φ1 + φ2, we have

∇φE(φ) = ∇φ1E(φ)
∂φ1

∂φ
+∇φ2E(φ)

∂φ2

∂φ
= ∇φ1

E(φ).

B. Fast Computation for the Swap Step
Computing the pseudo actions zc�j = argmini π

c�j

i e−φi due to the swap operations can be efficiently realized: we first
compute oij = lnπi − φj , z = argmini(lnπi − φi), and omin = lnπz − φz; then for m = 1 . . . , C, j < m, compute

zm�j =


m, if z /∈ {m, j}, min{omj , ojm} < omin, omj ≤ ojm;

j, if z /∈ {m, j}, min{omj , ojm} < omin, omj > ojm;

argmini(lnπ
m�j

i −φi), if z ∈ {m, j};
z, otherwise;

and let zj�j = z for all j, and zm�j = zj�m for all j > m.
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C. ARSM for Multivariate, Hierarchical, and Sequential Categorical Variables
C.1. ARSM for Multivariate Categorical Variables

Proposition 5 (AR, ARS, and ARSM for multivariate categorical). Denote z = (z1, . . . , zK), where zk ∈ {1, . . . , C},
as a K dimensional vector of C-way categorical variables. Denote Π = (π1, . . . ,πK) ∈ RC×K as a matrix obtained
by concatenating K column vectors πk = (πk1, . . . , πkC)

′, and Φ = (φ1, . . . ,φK) ∈ RC×K by concatenating φk =
(φk1, . . . , φkC)

′. With the multivariate AR estimator, the gradient of

E(Φ) = Ez∼∏K
k=1 Cat(zk;σ(φk))[f(z)] (26)

with respect to φkc is expressed as

∇φkcE(Φ) = EΠ∼
∏K
k=1 Dir(πk;1C)[f(z)(1− Cπkc)],

zk : = argmini∈{1,...,C} πkie
−φki . (27)

Denoting j = (j1, . . . , jK), where jk ∈ {1, . . . , C} is a randomly selected reference category for dimension k, the
multivariate ARS estimator is expressed as

∇φkcE(Φ) = EΠ∼
∏K
k=1 Dir(πk;1C)[f

c�j

∆ (Π)(1− Cπkjk)],

f c�j∆ (Π) : = f(zc�j )− 1
C

∑C
m=1 f(z

m�j ),

zc�j : = (zc�j1
1 , zc�j2

2 , . . . , z
c�jK

K ),

z
c�jk

k : = argmini∈{1,...,C} π
c�jk

ki e−φki .

(28)

Setting j = j1K and averaging over all j ∈ {1, . . . , C}, the multivariate ARSM estimator is expressed as

∇φkcE(Φ) = EΠ∼
∏K
k=1 Dir(πk;1C)

[∑C
j=1 f

c�(j1K )

∆ (Π)( 1
C − πkj)

]
. (29)

Note to obtain∇φkcE(Φ) for all k and c based on the ARS estimator in (28), we only need to evaluate f(z1�j ), . . . , f(zC�j ).
Thus regardless of how large K is, to obtain a single Monte Carlo sample estimate of the true gradient, one needs to evaluate
the reward function f(·) as few as zero time, which happens when the number of unique vectors in {zc�j}c=1,C is one, and
as many as C times, which happens when all zc�j are different from each other. Similarly, if the ARSM estimator in (29) is
used, the number of times one needs to evaluate f(·) is between zero and C(C − 1)/2+ 1. In the multivariate setting where
z ∈ {1, . . . , C}K , we often choose a relatively small C, such as C = 10, but allows K to be as large as necessary, such
as K = 100. Thus even CK , the number of unique z’s, could be enormous when K is large, both the ARS and ARSM
estimators remain computationally efficient; this differs them from estimators, such as the one in Titsias & Lázaro-Gredilla
(2015), that are not scalable in the dimension K.

C.2. ARSM for Categorical Stochastic Networks

Let us construct a T -categorical-stochastic-layer network as

qΦ1:T
(z1:T |x) =

∏T
t=1 q(zt |Φt), Φt := Twt(z1:t−1),

q(zt |Φt) :=
∏Kt
k=1 Cat(ztk;σ(φtk)), (30)

where z0 := x, zt := (zt1, . . . , ztKt)
′ ∈ {1, . . . , C}Kt is a Kt-dimensional C-way categorical vector at layer t, φtk :=

(φtk1, . . . , φtkC)
′ ∈ RC is the parameter vector for dimension k at layer t, Φt :=

(
φt1, . . . ,φtKt

)
∈ RC×Kt , and Twt(·)

represents a function parameterized by wt that deterministically transforms zt−1 to Φt. In this paper, we will define Twt(·)
with a neural network.

Proposition 6. For the categorical stochastic network defined in (30), the ARSM gradient of the objective

E(Φ1:T ) = Ez1:T∼qΦ1:T
(z1:T |x) [f(z1:T )] (31)

with respect to wt can be expressed as ∇wtE(Φ1:T ) = ∇wt
(∑Kt

k=1

∑C
c=1(∇φtkcE(Φ1:T ))φtkc

)
, where

∇φtkcE(Φ1:T ) = E
Πt∼

∏Kt
k=1 Dir(πtk;1C)

[∑C
j=1 f

c�j

t∆ (Πt)
(

1
C − πtkj

)]
, (32)
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where πtk = (πtk1, . . . , πtkC)
′ is the Dirichlet distributed probability vector for dimension k at layer t and

f c�j

t∆ (Πt) : = f(Zc�j

t )− 1
C

∑C
m=1 f(Z

m�j

t ),

Zc�j

t : = {z1:t−1, z
c�j

t:T }, z1:t−1 ∼ qΦ1:t−1(z1:t−1 |x),
zc�j

t : = (zc�j

t1 , . . . , zc�j

tKt
)′,

zc�j

tk : = argmini∈{1,...,C} π
c�j

tki e
−φtki ,

zc�j

t+1:T ∼ qΦt+1:T
(zt+1:T | z1:t−1, z

c�j

t ).

C.3. Proofs

Below we show how to generalize Theorem 2 for a univariate categorical variable to Proposition 5 for multivariate categorical
variables, and Proposition 6 for hierarchical multivariate categorical variables.

Proof of Proposition 5. For the expectation in (26), since zk are conditionally independent given φk, we have

∇φkcE(Φ) = Ez\k∼∏k′ 6=k Discrete(zk′ ;σ(φk′ ))

[
∇φkcEzk∼Cat(σ(φk))[f(z)]

]
. (33)

Using Theorem 2 to compute the gradient in the above equation directly leads to

∇φkcE(Φ) = Ez\k∼
∏
k′ 6=k Discrete(zk′ ;σ(φk′ ))

{
Eπk∼Dirichlet(1C)

[
(f(z\k,z

c�j
k )− 1

C

C∑
m=1

f(z\k,z
m�j
k ))(1− Cπkj)

]}
, (34)

The term inside [·] of (34) can already be used to estimate the gradient, however, in the worst case scenario that all the
elements of {zc�j

k }j=1,C are different, it needs to evaluate the function f(z\k, z
c�j
k ) for j = 1, . . . , C, and hence C times

for each k and KC times in total. To reduce computation and simplify implementation, exchanging the order of the two
expectations in (34), we have

∇φkcE(Φ) = Eπk∼Dirichlet(1C)

{
(1− Cπkj)Ez\k∼∏k′ 6=k Discrete(zk′ ;σ(φk′ ))

[
f(z\k, z

c�j
k )− 1

C

C∑
m=1

f(z\k, z
m�j
k )

]}
(35)

Note that
Ez\k∼∏k′ 6=k Discrete(zk′ ;σ(φk′ ))

[f(z\k, z
c�j
k )]

= Eε\k∼∏k′ 6=k
∏C
i=1 Exp(εk′i;e

φ
k′i )

[
f
(
(zk′ = argmini∈{1,...,C} εk′ie

−φk′i)k′ 6=k, z
c�j
k

)]
= Eε\k∼∏k′ 6=k

∏C
i=1 Exp(εk′i;e

φ
k′i )

[
f
(
(zk′ = argmini∈{1,...,C} ε

(c�j)

k′i e−φk′i)k′ 6=k, z
c�j
k

)]
= EΠ\k∼

∏
k′ 6=k Dirichlet(πk′ ;1C)

[
f
(
(zk′ = argmini∈{1,...,C} π

(c�j)

k′i e−φk′i)k′ 6=k, z
c�j
k

)]
= EΠ\k∼

∏
k′ 6=k Dirichlet(πk′ ;1C)

[
f
(
zc�j

1 , . . . ,zc�j
K

)]
Plugging the above equation into (35) leads to a simplified representation as (29) shown in Proposition 5, with which,
regardless of the dimensions C, we draw Π = {π1, . . . ,πK} once to produce correlated zc�j’s, and evaluate the function
f(·) at most C times.

Proof of Proposition 6. For multi-layer stochastic network qΦ1:T
(z1:T |x) = qΦ1

(z1 |x)
[∏T−1

t=1 qΦt+1
(zt+1 | zt)

]
, the

gradient of the t-th layer parameter Φt is

∇ΦtE(Φ1:T ) = Ez1:t−1∼q(z1:t−1|x)∇Φt
Eq(zt|zt−1)ft(z1:t)

where ft(z1:t) = Eq(zt+1:T |zt)[f(z1:T )]. To compute the ARSM gradient estimator, first draw a single sample z1:t−1 ∼
q(z1:t−1 |x) if t > 1 and compute the pseudo action vector for the t-th layer according to Proposition 5 as

zc�j
tk : = argmini∈{1,...,C} π

c�j

tki e
−φtki

for c, j ∈ {1, . . . , C}. For each pseudo action vector zc�j
t , sample zc�j

t+1:T ∼ q(zt+1:T | zc�j
t ) and compute ft(zc�j) =

f(z1:t−1, z
c�j
t:T ). Replacing f(zc�j) in Proposition 5 with the ft(zc�j) leads to the gradient estimator in Proposition 6.
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Proof of Proposition 4. We first write the objective function J(θ) in terms of the intermediate parameters φt = Tθ(st), and
then apply the chain rule to obtain the policy gradient∇θJ(θ). Since

J(φ0:∞) = EP(s0)
∏∞
t=0 P(st+1 | st,at)Cat(at;σ(φt))

[ ∞∑
t=0

γtr(st, at)

]

we have

J(φ0:∞) = EP(s0)[
∏t−1

t′=0
P(st′+1 | st′ ,at′ )Cat(at′ ;σ(φt′ ))]

{
Eat∼Cat(σ(φt))

[
t−1∑
t′=0

γt
′
r(st′ , at′) + γtQ(st, at)

]}

= EP(s0)[
∏t−1

t′=0
P(st′+1 | st′ ,at′ )Cat(at′ ;σ(φt′ ))]

{
Eat∼Cat(σ(φt))

[
t−1∑
t′=0

γt
′
r(st′ , at′)

]}
+ EP(s0)[

∏t−1

t′=0
P(st′+1 | st′ ,at′ )Cat(at′ ;σ(φt′ ))]

{
Eat∼Cat(σ(φt))

[
γtQ(st, at)

]}
, (36)

where Q(st, at) is the discounted action-value function defined as

Q(st, at) := E∏∞
t′=t Cat(at′+1;σ(φt′+1))P(st′+1 | st′ ,at′ )

[ ∞∑
t′=t

γt
′−tr(st′ , at′)

]
.

The first summation term in (36) can be ignored for computing∇φtJ(φ0:∞), and the second one can be re-expressed as

EP(st | s0,πθ)P(s0)

{
Eat∼Cat(σ(φt))

[
γtQ(st, at)

]}
, (37)

where P(st | s0, πθ) is the marginal form of the joint distribution
∏t−1
t′=0 P(st′+1 | st′ , at′)Cat(at′ ;σ(φt′)). Applying

Theorem 2 to (37), we have

∇φtcJ(φ0:∞) = EP(st | s0,πθ)P(s0)

{
γt∇φtcEat∼Cat(σ(φt))

[Q(st, at)]
}

= EP(st | s0,πθ)P(s0)

{
γtE$t∼Dir(1C) [gtc]

}
, (38)

where

gtc : =

C∑
j=1

f c�j
t∆ ($t)

(
1

C
−$tj

)
,

f c�j
t∆ ($t) : = Q(st, a

c�j
t )− 1

C

C∑
m=1

Q(st, a
m�j
t ),

ac�j

t : = argmini∈{1,...,C}$
c�j

ti e−φti .

Applying the chain rule, we obtain the gradient as

∇θJ(θ) =
∞∑
t=0

C∑
c=1

∂J(φ0:∞)

∂φtc

∂φtc
∂θ

=

∞∑
t=0

C∑
c=1

EP(s0)P(st | s0,πθ)

{
γtE$t∼Dir(1C) [gtc]∇θφtc

}
=

∞∑
t=0

EP(s0)P(st | s0,πθ)

{
γtE$t∼Dir(1C)

[
∇θ

C∑
c=1

gtcφtc

]}

= Est∼ρπ(s)

{
E$t∼Dir(1C)

[
∇θ

C∑
c=1

gtcφtc

]}
, (39)

where ρπ(s) :=
∑∞
t=0 γ

tP(st = s | s0, πθ) is the unnormalized discounted state visitation frequency. This concludes the
proof of the ARSM policy gradient estimator. The proof of the ARS policy gradient estimator can be similarly derived,
omitted here for brevity.
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D. Additional Figures and Tables

Table 3. The constructions of variational auto-encoders. The following symbols “→”, “]”, )”, and “ ” represent deterministic linear
transform, leaky rectified linear units (LeakyReLU) (Maas et al., 2013) nonlinear activation, softmax nonlinear activation, and discrete
stochastic activation, respectively, in the encoder; their reversed versions are used in the decoder.

One layer Two layers

Encoder 784→512]→256]→200) 200 784→512]→256]→200) 200→ 200) 200
Decoder 784  (784←[512←[256←200 784  (784←[512←[256←200  (200← 200
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Figure 4. Analogous plots to these in Figure 1, obtained with C = 1, 000.
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Figure 5. Analogous plots to these in Figure 1, obtained with C = 10, 000.



ARSM: Augment-REINFORCE-Swap-Merge Gradient for Categorical Variables

50000 100000 150000 200000 250000
Iteration

2.5

2.0

1.5

1.0

0.5

0.0

log
(G

_v
ar

)

AR
REINFORCE
RELAX

50000 100000 150000 200000 250000
Iteration

7.0

6.5

6.0

5.5

5.0

4.5

4.0

3.5

3.0

log
(G

_v
ar

)

ARSM
ARS
Gumbel-S.
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Figure 7. The entropy of latent categorical distributions and the number of distinct pseudo actions, which differ from their corresponding
true actions, both decrease as the training progresses. We plot the average entropy for {ztk} for all t = 1 : T and k = 1 : K. The pseudo
action proportion for the k-th categorical random variable at the t-th stochastic layer is calculated as the number of unique values in
{zc�jtk }c=1:C,j=1:C\ztk divided by C − 1, the maximum number of distinct pseudo actions that differ from the true action ztk. We plot
the average pseudo action proportion for {ztk} for all t = 1 : T and k = 1 : K. Subplots (a), (b), and (c) correspond to the Toy data
(T = K = 1, C = 30), VAE with a single stochastic layer (T = 1, K = 20, C = 10), and Acrobot RL task (0 ≤ T ≤ 500, K = 1,
C = 3); other settings yield similar trace plots.
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Figure 8. Plots of −ELBOs (nats) on binarized MNIST against wall clock times on NVIDIA Tesla V100 GPU (analogous ones against
training iterations are shown in Figure 2). The solid and dash lines correspond to the training and testing respectively (best viewed in
color).

E. Algorithm

Algorithm 1 ARS/ARSM gradient forK-dimensional C-way categorical vector z = (z1, · · · , zK), where zk ∈ {1, . . . , C}.
input :Reward function f(z;θ) parameterized by θ;
output :Distribution parameter Φ = (φ1, · · · ,φK) ∈ RC×K and reward function parameter θ that maximize the expected reward as

E(Φ,θ) := Ez∼∏K
k=1

Cat(zk;σ(φk))
[f(z;θ)];

1 Initialize Φ and θ randomly;
2 while not converged do
3 Sample πk ∼ Dirichlet(1C) for k = 1, . . . ,K;
4 Let zk = arg mini∈{1,...,C}(lnπki − φki) for k = 1, . . . ,K to obtain the true action vector z = (z1, . . . , zk);
5 if Using the ARS estimator then
6 Using a single reference vector j = (j1, . . . , jK) for the variable-swapping operations, where all jk are uniformly at random

selected from {1, . . . , C};
7 for c = 1, . . . , C (in parallel) do
8 Let zc�jk

k = arg mini∈{1,...,C}(lnπ
c�jk
ki − φki) for k = 1, . . . ,K;

9 Denote zc�j = (z
c�j1
1 , . . . , z

c�jK
K ) as the cth pseudo action vector;

10 end
11 Let f̄ = 1

C

∑C
c=1 f(zc�j )

12 Let gφkc =
(
f(zc�j )− f̄

)
(1− Cπkjk ) for all (k, c) ∈ {(k, c)}k=1:K, c=1:C ;

13 end
14 if Using the ARSM estimator then
15 Initialize the diagonal of reward matrix F ∈ RC×C with f(z), which means letting Fcc = f(z) for c = 1, . . . , C;
16 for (c, j) ∈ {(c, j)}c=1:C, j<c (in parallel) do
17 Let j = j1K , which means jk ≡ j for all k ∈ {1, . . . ,K};
18 Let zc�j

k = arg mini∈{1,...,C}(lnπ
c�j

ki − φki) for t = 1, . . . ,K;
19 Denote zc�j = (zc�j

1 , . . . , zc�j

K ) as the (c, j)th pseudo action vector;
20 Let Fcj = Fjc = f(zc�j );
21 end
22 Let F̄·j = 1

C

∑C
c=1 Fcj for j = 1, . . . , C;

23 Let gφkc =
∑C
j=1(Fcj − F̄·j)(

1
C
− πkj) for all (t, c) ∈ {(t, c)}k=1:K, c=1:C ;

24 end
25 Φ = Φ + ρφ{gφkc}k=1:T, c=1:C , with step-size ρφ;
26 θ = θ + ηθ∇θf(z;θ), with step-size ηθ
27 end
28 *Note if the categorical distribution parameter Φ itself is defined by neural networks with parameterw, standard backpropagation can be

applied to compute the gradient with ∂E(Φ,θ)
∂w

= ∂E(Φ,θ)
∂Φ

∂Φ
∂w
≈ ∇w

(∑K
k=1

∑C
c=1 gφkcφkc

)
.
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Algorithm 2 ARS/ARSM gradient for T layer K-dimensional C-way categorical vector zt = (zt1, · · · , ztK), where
t ∈ {1, . . . , T}, ztk ∈ {1, . . . , C}.
input :Reward function f(z1:T ;θ) parameterized by θ;
output :Distribution parameter Φt = (φt1, · · · ,φtK)′ ∈ RK×C and parameter θ that maximize the expected reward as E(Φ1:T ,θ) :=

E
z∼qΦ1

(z1 |x)[
∏T−1
t=1 qΦt+1

(zt+1 | zt)])
[f(z;θ)]; qΦt(zt |zt−1) =

∏K
k=1 Categorical(ztk|σ(φtk(zt−1)));

29 Initialize Φ1:T and θ randomly;
30 while not converged do
31 for t = 1 : T do
32 Sample πtk ∼ Dirichlet(1C) for k = 1, . . . ,K; Let ztk = arg mini∈{1,...,C}(lnπtki − φtki) for k = 1, . . . ,K to obtain the

true action vector zt = (zt1, . . . , ztK);
33 if Using the ARS estimator then
34 Let jt = (jt1, . . . , jtK), where jtk ∈ {1, . . . , C} is a randomly selected reference category for dimension k at layer t.
35 for c = 1, . . . , C (in parallel) do
36 Let zc�jtktk := arg mini∈{1,...,C} π

c�jtk
tki e−φtki for k = 1, . . . ,K;

37 Denote zc�jtt = (zc�jt1t1 , . . . , zc�jtKtK ) as the cth pseudo action vector;
38 end
39 Let f̄t = 1

C

∑C
c=1 f(z

c�jt
t )

40 Let gφtkc =
(
f(z

c�jt
t )− f̄t

)
(1− Cπkjtk ) for all (k, c) ∈ {(k, c)}k=1:K, c=1:C ;

41 end
42 if Using the ARSM estimator then
43 Let F (t) ∈ RC×C
44 If t > 1, sample z1:t−1 ∼ q(z1:t−1|x) ;
45 for (c, j) ∈ {(c, j)}c=1:C, j≤c (in parallel) do
46 Let j = j1K , which means jk ≡ j for all k ∈ {1, . . . ,K};
47 Let zc�jtk := arg mini∈{1,...,C} π

c�j

tki e
−φtki for all k ∈ {1, . . . ,K};

48 Denote zc�jt = (zc�jt1 , . . . , zc�jtK ) as the (c, j)th pseudo action vector;
49 If t < T , sample zc�jt+1:T ∼ q(zt+1:T |zc�jt );
50 Let F (t)

cj = F
(t)
jc = f(z1:t−1,z

c�j
t:T );

51 Let F̄ (t)
·j = 1

C

∑C
c=1 F

(t)
cj for j = 1, . . . , C;

52 Let gφtkc =
∑C
j=1(F

(t)
cj − F̄

(t)
·j )( 1

C
− πkj) for all (k, c) ∈ {(k, c)}k=1:K, c=1:C ;

53 end
54 end
55 Φt = Φt + ρΦt{gφtkc}k=1:K, c=1:C , with step-size ρΦt ;
56 end
57 θ = θ + ηθ∇θf(z;θ), with step-size ηθ
58 end
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Algorithm 3 ARSM policy gradient for reinforcement learning with a discrete-action space of C actions.
input : Maximum number of state-pseudo-action rollouts Smax allowed in a single iteration;
output : Optimized policy parameter θ;

59 while not converged do
60 Given a random state s0 and environment dynamics P(st+1 | at, st), we run an episode till its termination (or a

predefined number of steps) by sampling a true-action trajectory (a0, s1, a1, s2, . . .) given policy πθ(at | st) :=
Cat(at;σ(φt)), φt := Tθ(st), where we sample each at by first sampling ($t1, . . . , $tc) ∼ Dir(1C) and then letting
at = argmini∈{1,...,C}(ln$ti − φti);

61 Record the termination time step of the episode as T , and set the rollout set as H = [] and S0 = 0;
62 for t ∈ RandomPermute(0, . . . , T ) do
63 Let At = {(c, j)}c=1:C, j<c

64 Initialize ac�j

t = at for all c and j;
65 for (c, j) ∈ At (in parallel) do
66 Let ac�j

t = aj�c

t = argmini∈{1,...,C}(ln$
c�j

ti −φti)
67 end
68 Let St = unique({ac�j

t }c,j)\at, which means St is the set of all unique values in {ac�j

t }c,j that are different from
the true action at; Denote the cardinality of St as |St|, where 0 ≤ |St| ≤ C − 1 ;

69 if S0 + |St| ≤ Smax then
70 S0 = S0 + |St|
71 Append t to H
72 else
73 break
74 end
75 end
76 for t ∈ H (in parallel) do
77 InitializeRtmj = Q̂(st, at) =

∑T
t′=t γ

t′−tr(st′ , at′) for allm, j ∈ {1, . . . , C} for k ∈ {1, . . . , |St|} (in parallel)
do

78 Let ãtk = St(k) be the kth unique pseudo action at time t;
79 Evaluate Q̂(st, ãtk), which in this paper is set as r(st, ãtk) + γ

∑∞
t′=t+1 γ

t′−(t+1)r(s̃t′ , ãt′), where
(st, ãtk, s̃t+1, ãt+1, . . .) is a state-pseudo-action rollout generated by taking pseudo action ãtk at state st
and then following the environment dynamics and policy πθ;

80 Let Rtmj = Q̂(st, ãtk) for all (m, j) in {(m, j) : am�jt
t = ãtk};

81 end
82 end
83 Esimate the ARSM policy gradient as
84

∇θJ(θ) ≈ ∇θ

∑
t∈H

C∑
c=1

 C∑
j=1

(
Rtcj −

1

C

C∑
m=1

Rtmj

)(
1

C
−$tj

)φtc
 ,

θ = θ + ηθJ(θ), with step-size ηθ;
85 end


