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Abstract
Training modern neural networks is an inherently
noisy process that can lead to high prediction
churn– disagreements between re-trainings of the
same model due to factors such as randomization
in the parameter initialization and mini-batches–
even when the trained models all attain similar
accuracies. Such prediction churn can be very
undesirable in practice. In this paper, we present
several baselines for reducing churn and show
that training on soft labels obtained by adaptively
smoothing each example’s label based on the example’s neighboring labels often outperforms the
baselines on churn while improving accuracy on
a variety of benchmark classification tasks and
model architectures.

1. Introduction
Deep neural networks (DNNs) have proved to be immensely successful at solving complex classification tasks
across a range of problems. Much of the effort has been
spent towards improving their predictive performance (i.e.
accuracy), while comparatively little has been done towards improving the stability of training these models
(Zheng et al., 2016). Modern DNN training is inherently
noisy due to factors such as the random initialization of
network parameters (Glorot & Bengio, 2010), the minibatch ordering (Loshchilov & Hutter, 2015), the effects
of various data augmentation (Shorten & Khoshgoftaar,
2019) or pre-processing tricks (Santurkar et al., 2018), and
the non-determinism arising from the hardware (Turner &
Nowotny, 2015), all of which are exacerbated by the nonconvexity of the loss surface (Scardapane & Wang, 2017).
This results in local optima corresponding to models that
have very different predictions on the same data points.
This may seem counter-intuitive, but even when the different runs all produce very high accuracies for the classification task, their predictions can still differ quite drastically
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as we will show later in the experiments. Thus, even an
optimized training procedure can lead to high prediction
churn, which refers to the proportion of sample-level disagreements between classifiers caused by different runs of
the same training procedure1 .
In practice, reducing such predictive churn can be critical.
For example, in a production system, models are often continuously improved on by being trained or retrained with
new data or better model architectures and training procedures. In such scenarios, a candidate model for release
must be compared to the current model serving in production. Oftentimes, this decision is conditioned on more than
just overall offline test accuracy– in fact, the offline metrics
are often not completely aligned with the actual goal, especially if these models are used as part of a larger system
(e.g. maximizing offline click-through rate vs. maximizing revenue or user satisfaction) (Deng et al., 2013; Beel
et al., 2013; Dmitriev & Wu, 2016). As a result, these comparisons require extensive and costly live experiments, requiring human evaluation in situations where the candidate
and the production model disagree (i.e. in many situations,
the true labels are not available without a manual labeler)
(Theocharous et al., 2015; Deng, 2015; Deng & Shi, 2016).
In these cases, it can be highly desirable to lower predictive
churn.
Despite the practical relevance of lowering churn, there has
been surprisingly little work done in this area, which we
highlight in the related work section. In this work, we focus on predictive churn reduction under retraining the same
model architecture on an identical train and test set. Our
main contributions are as follows:
• We provide one of the first comprehensive analyses of
baselines to lower prediction churn, showing that popular approaches designed for other goals are effective
baselines for churn reduction, even compared to methods designed for this goal.
• We improve label smoothing, a global smoothing
method popular for calibrating model confidence, by
utilizing the local information leveraged by the k1
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Concretely, given two classifiers applied to the same test samples, the prediction churn between them is the fraction of test samples with different predicted labels.
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NN labels thus introducing a locally adaptive label
smoothing which we show to often outperform the
baselines on a wide range of benchmark datasets and
model architectures.
• We show new theoretical results for the k-NN labels
suggesting the usefulness of the k-NN label. We show
under mild nonparametric assumptions that for a wide
range of k, the k-NN labels uniformly approximates
the optimal soft label and when k is tuned optimally,
achieves the minimax optimal rate. We also show
that when k is linear in n, the distribution implied by
the k-NN label approximates the original distribution
smoothed with an adaptive kernel.

2. Related Works
Our work spans multiple sub-areas of machine learning.
The main problem this paper tackles is reducing prediction churn. In the process, we show that label smoothing
is an effective baseline and we improve upon it in a principled manner using deep k-NN label smoothing to obtain a
locally adaptive version of it.
Prediction Churn. There are only a few works which explicitly address prediction churn. Fard et al. (2016) proposed training a model so that it has small prediction instability with future versions of the model by modifying
the data that the future versions are trained on. They furthermore propose turning the classification problem into a
regression towards corrected predictions of an older model
as well as regularizing the new model towards the older
model using example weights. Cotter et al. (2019); Goh
et al. (2016) use constrained optimization to directly lower
prediction churn across model versions. Simultaneously
training multiple identical models (apart from initialization) while tethering their predictions together via regularization has been proposed in the context of distillation (Anil
et al., 2018; Zhang et al., 2018; Zhu et al., 2018; Song
& Chai, 2018) and robustness to label noise (Malach &
Shalev-Shwartz, 2017; Han et al., 2018). This family of
methods was termed “co-distillation” by Anil et al. (2018),
who also noted that it can be used to reduce churn in addition to improving accuracy. In this paper, we show much
more extensively that co-distillation is indeed a reasonable
baseline for churn reduction.
Label Smoothing. Label smoothing (Szegedy et al., 2016)
is a simple technique wherein the model is trained on the
soft labels obtained by a convex combination of the hard
true label and the soft uniform distribution across all the
labels. It has been shown that it leads to better confidence
calibration and generalization (Müller et al., 2019). Here
we show that label smoothing is a reasonable baseline for
reducing prediction churn, and we moreover enhance it for

this task by smoothing the labels locally via k-NN rather
than a pure global approach mixing with the uniform distribution.
k-NN Theory. The theory of k-NN classification has a
long history (e.g. Fix & Hodges Jr (1951); Cover (1968);
Stone (1977); Devroye et al. (1994); Chaudhuri & Dasgupta (2014)). To our knowledge, the most relevant k-NN
classification result is by Chaudhuri & Dasgupta (2014),
who show statistical risk bounds under similar assumptions as used in our work. Our analysis shows finite-sample
L∞ bounds on the k-NN labels, which is a stronger notion
of consistency as it provides a uniform guarantee, rather
than an average guarantee as is shown in previous works
under standard risk measures such as L2 error. We do
this by leveraging recent techniques developed in Jiang
(2019) for k-NN regression, which assumes an additive
noise model instead of classification. Moreover, we provide to our knowledge the first consistency guarantee for
the case where k grows linearly with n.
Deep k-NN. k-NN is a classical method in machine learning which has recently been shown to be useful when applied to the intermediate embeddings of a deep neural network (Papernot & McDaniel, 2018) to obtain more calibrated and adversarially robust networks. This is because
standard distance measures are often better behaved in
these representations leading to better performance of kNN on these embeddings than on the raw inputs. Jiang et al.
(2018) uses nearest neighbors on the intermediate representations to obtain better uncertainty scores than softmax
probabilities and Bahri et al. (2020) uses the k-NN label
disagreement to filter noisy labels for better training. Like
these works, we also leverage k-NN on the intermediate
representations but we show that utilizing the k-NN labels
leads to lower prediction churn.

3. Algorithm
Suppose that the task is multi-class classification with L classes and the training datapoints are
(x1 , y1 ), ..., (xn , yn ), where xi ∈ X , and X is a compact
subset of RD and yi ∈ RL , represents the one-hot vector
encoding of the label – that is, if the i-th example has label
j, then yi has 1 in the j-th entry and 0 everywhere else.
We give the formal definition of the smoothed labels:
Definition 1 (Label Smoothing). Given label smoothing
parameter 0 ≤ a ≤ 1, then the smoothed label y is (where
1L denotes the vector of all 1’s in RL ).
yaLS := (1 − a) · y +

a
· 1L .
L

We next formally define the k-NN label, which is the average label of the example’s k-nearest neighbors in the
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Figure 1. Visualization of the effects of global vs locally adaptive label smoothing. This visualization provides intuition for why
our locally adaptive label smoothing method can improve neural network training stability. Left: A binary classification dataset in 2
dimensions where there are magenta points for the positive class and cyan points for the negative class. The data is generated from a
mixture of two Gaussians, where the bottom-left Gaussian corresponds to the positive examples and the top-right corresponds to the
negative examples, and to add label noise, we swap the labels of 10% chosen uniformly. Middle: We see that label smoothing simply
pushes the labels uniformly closer to the average label (0.5). In particular, we see that the noisy labels still remain and thus may still cause
conflicting information during training, possibly leading to predictive churn. Right: We now show our locally adaptive label smoothing
approach, which also smooths the labels based on local information. This alleviates the examples with noisy labels by bringing them
more in line with the average label amongst its neighbors and provides a more locally smooth label profile with respect to the input
space. Such smoothness can help model training converge in a more stable manner.

training set. Let us use shorthand X := {x1 , ..., xn } and
y i ∈ RL .
Definition 2 (k-NN label). Let the k-NN radius of x ∈ X
be rk (x) := inf{r : |B(x, r) ∩ X| ≥ k} where B(x, r) :=
{x0 ∈ X : |x − x0 | ≤ r} and the k-NN set of x ∈ X be
Nk (x) := B(x, rk (x)) ∩ X. Then for all x ∈ X , the k-NN
label is defined as

end, we define k-NN label smoothing as follows:
Definition 3 (k-NN label smoothing). Let 0 ≤ a, b ≤ 1
be k-NN label smoothing parameters. Then the k-NN
smoothed label of datapoint (x, y) is defined as:


1
kNN
ya,b = (1 − a) · y + a · b · · 1L + (1 − b) · ηk (x) .
L

n

X
1
ηk (x) :=
yi · 1 [xi ∈ Nk (x)] .
|Nk (x)| i=1
The label smoothing method can be seen as performing a
global smoothing. That is, every label is equally transformed towards the uniform distribution over all labels.
While it seems almost deceptively simple, it has only recently been shown to be effective in practice, specifically
for better calibrated networks (Müller et al., 2019). However, since this smoothing technique is applied equally to
all datapoints, it fails to incorporate local information about
the datapoint. To this end, we propose using the k-NN
label, which smooths the label across its nearest neighbors. We show theoretically that the k-NN label can be
a strong proxy for the optimal soft label, that is, the expected label given the features and thus the best prediction
one can make given the uncertainty under an L2 risk measure. In other words, compared to the true label (or even
the label smoothing), the k-NN label is robust to variability in the data distribution and provides a more stable estimate of the label than the original hard label which may
be noisy. Training on such noisy labels have been shown
to hurt model performance (Bahri et al., 2020) and using
the smoothed labels can help mitigate these effects. To this

We see that a is used to weight between using the true labels vs. using smoothing, and b is used to weight between
the global vs. local smoothing. We provide an illustrative simulation in Figure 1. Algorithm 1 shows how k-NN
label smoothing is applied to deep learning models. Like
Bahri et al. (2020), we perform k-NN on the network’s logits layer.
Algorithm 1 Deep k-NN locally adaptive label smoothing
1: Inputs:
0 ≤ a, b ≤ 1, k, training data
(x1 , y1 ), ..., (xn , yn ), model training procedure M.
2: Train model M0 on (x1 , y1 ), ..., (xn , yn ) with M.
3: Let z1 , ..., zn ∈ RL be the logits of x1 , ..., xn , respectively, w.r.t. M0 .
4: Let yikNN be the k-NN smoothed label (see Definition 3) of (zi , yi ) computed w.r.t. (z1 , y1 ), ..., (zn , yn ).
kNN
5: Train model M on (x1 , y1kNN ), ..., (xn , yn
) with M.

4. Theoretical Analysis
In this section, we provide theoretical justification for why
the k-NN labels may be useful. In particular, we show results for two settings, where n is the number of datapoints.
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• When k  n, we show that with appropriate setting
of k, the k-NN smoothed labels approximate the predictions of the optimal soft classifier at a minimaxoptimal rate.
• When k = O(n), we show that the distribution implied by the k-NN smoothed labels is equivalent to
the original distribution convolved with an adaptive
smoothing kernel.
Our results may also reveal insights into why distillation
methods (the procedure of training a model on another
model’s predictions instead of the true labels) can work.
Another way of considering the result is that the k-NN
smoothed label is equivalent to the soft prediction of the kNN classifier. Thus, if one were to train on the k-NN labels,
it would essentially be distillation on the k-NN classifier
and our theoretical results show that the labels implied by
k-NN approximate the predictions of the optimal classifier
(in the k  n setting). Learning the optimal classifier may
indeed be a better goal than learning from the true labels,
because the latter may lead to overfitting to the sampling
noise rather than just the true signal implied by the optimal
classifer. While distillation is not the topic of this work,
our results in this section may be of independent interest to
that area.
For the analysis, we assume the binary classification setting, but it is understood that our results can be straightforwardly generalized to the multi-class setting. The feature
vectors are defined on compact support X ⊆ RD and datapoints are drawn as follows: the feature vectors are drawn
from density pX on X and the labels are drawn according
to the label function η : X → [0, 1], i.e. η(x) = P(Y =
1|X = x).
4.1. k  n
We make a few mild regularity assumptions for our analysis to hold, which are standard in works analyzing nonparametric methods (Singh et al., 2009; Chaudhuri & Dasgupta, 2014; Reeve & Kaban, 2019; Jiang, 2019; Bahri
et al., 2020). The first part ensures that the support X does
not become arbitrarily thin anywhere, the second ensures
that the density does not vanish anywhere in the support,
and the third ensures that the label function η is smooth
w.r.t. to its input.
Assumption 1. The following three conditions hold:
• Support Regularity: There exists ω > 0 and r0 > 0
such that Vol(X ∩ B(x, r)) ≥ ω · Vol(B(x, r)) for all
x ∈ X and 0 < r < r0 , where B(x, r) := {x0 ∈ X :
|x − x0 | ≤ r}.
• Non-vanishing density: pX,0 := inf x∈X pX (x) > 0.

• Smoothness of η: There exists 0 < α ≤ 1 and Cα > 0
such that |η(x) − η(x0 )| ≤ Cα |x − x0 |α for all x, x0 ∈
X.
We have the following result which provides a uniform
bound between the smoothed k-NN label ηk and the optimal soft label η.
Theorem 1. Let 0 < δ < 1 and suppose that Assumption 1
holds and that k satisfies the following:
28 · D log2 (4/δ) · log n ≤ k ≤

1
· ω · pX,0 · vD · r0D · n,
2

D/2

π
where vD := Γ(d/2+1)
is the volume of a D-dimensional
unit ball. Then with probability at least 1 − δ, we have
α/D

2k
sup |ηk (x) − η(x)| ≤Cα
ω · vD · n · pX,0
x∈X
r
2 log(4D/δ) + 2D log(n)
+
.
k

In other words, there exists constants C1 , C2 , C depending
on η and δ such that if k satisfies
C1 log n ≤ k ≤ C2 · n,
then with probability at least 1 − δ, ignoring logarithmic
factors in n and 1/δ:
!
 α/D
k
1
sup |ηk (x) − η(x)| ≤ C ·
.
+√
n
k
x∈X
Choosing k ≈ n2α/(2α+D) , gives us a bound of
e −1/(2α+D) ), which is the
supx∈X |ηk (x) − η(x)| ≤ O(n
minimax optimal rate as established by Tsybakov et al.
(1997).
Therefore, the advantage of using the smoothed labels
ηk (x1 ), ..., ηk (xn ) instead of the true labels y1 , ..., yn , is
that the smoothed labels approximate the optimal soft classifier. Moreover, as shown above, with appropriate setting
of k, the smoothed labels are a minimax-optimal estimator of the true label function η. Thus, the smoothed labels
provide as good of a proxy for η as any estimator possibly
can.
As suggested earlier, another way of considering this result
is that the original labels may contain considerable noise
and thus no single label can be guaranteed reliable. Using
the smoothed label instead mitigates this effect and allows
us to train the model to match the label function η.
4.2. k linear in n
In the previous subsection, we showed the utility of k-NN
label smoothing as a theoretically sound proxy for the optimal soft labels, which attains statistical consistency guarantees as long as k grows faster than log n and k/n → 0.
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Now, we analyze the case where k grows linearly with n.
In this case, the k-NN smoothed labels no longer recover
the optimal soft label function η, but instead an adaptive
kernel smoothed version of η. We make this relationship
precise here.
Suppose that k = bβ · nc for some 0 < β < 1. We define
the β-smoothed label function.
Definition 4 (β-smoothed label function). Let rβ (x) :=
inf{r > 0 : P(B(x, r)) ≥ β}, that is the radii of the
smallest ball centered at x with probability mass β w.r.t.
PX . Then, let ηeβ (x) be the expectation of η on B(x, rβ (x))
w.r.t. PX :
Z
1
η(x) · PX (x)dx.
ηeβ (x) :=
β B(x,rβ (x))

We experiment with both `1 and `2 regularization.
• Bi-tempered: This is a baseline by Amid et al. (2019),
originally designed for robustness to label noise. It
modifies the standard logistic loss function by introducing two temperature scaling parameters t1 and t2 .
We apply their “bi-tempered” loss here, suspecting
that methods which make model training more robust
to noisy labels may also be effective at reducing churn.

We can view ηeβ as an adaptively kernel smoothed version
of η, where adaptivity arises from the density of the point
(the more dense, the smaller the bandwidth we smooth it
across) and the kernel is based on the density.

• Anchor: This is based on a method proposed by Fard
et al. (2016) specifically for churn reduction. It uses
the predicted probabilities from a preliminary model
to smooth the training labels of the second model.
We first train a preliminary model fprelim using regular
cross-entropy loss. We then retrain the model using
smoothed labels (1 − a)yi + afprelim (xi ), thus “anchoring” on a preliminary model’s predictions. In our
experiments, we train one preliminary model and fix
it across the runs for this baseline to reduce prediction
churn.

We now prove the following result which shows that in
this setting ηk estimates ηeβ (x). It is worth noting that
we need very little assumption on η as compared to the
previous result because the β-smoothing of η provides a
more regular
label function; moreover, the rates are fast
p
e D/n)).
(i.e. O(

• Co-distillation: We use the co-distillation approach
presented by Anil et al. (2018), who touched upon
its utility for churn reduction. We train two identical
models M1 and M2 (but subject to different random
initialization) in tandem while penalizing divergence
between their predictions. The overall loss is

Theorem 2. Let 0 < δ < 1 and k = bβ · nc. Then with
probability at least 1 − δ, we have for n sufficiently large
depending on β, δ:
s
2 log(4D/δ) + 2D log(n)
sup |ηk (x) − ηeβ (x)| ≤ 3
.
β·n
x∈X

Lcodistill (xi , yi ) = L(f1 (xi ), yi ) + L(f2 (xi ), yi )

5. Experiments

but they note KL divergence can be used. We experiment with both cross-entropy and KL divergence. We
also tune nwarm , the number of burn-in steps of training before turning on the regularizer.

We now describe the experimental methodology and results
for validating our proposed method.
5.1. Baselines
We start by detailing the suite of baselines we compare
against. We tune baseline hyper-parameters extensively,
with the precise sweeps and setups available in the Appendix.
• Control: Baseline where we train for accuracy with
no regards to churn.
• `p Regularization: We control the stability of a
model’s predictions by simply regularizing them (independently of the ground truth label) using classical
`p regularization. The loss function is given by:
L`p (xi , yi ) = L(xi , yi ) + a||f (xi )||p .

+ aΨ(f1 (xi ), f2 (xi )).
In their paper the authors set Ψ to be cross-entropy:
X (1)
(2)
Ψ(p(1) , p(2) ) =
pi log(pi ),
i∈[L]

• Label Smoothing: This is the method of Szegedy
et al. (2016) defined earlier in the paper. Our proposed
method augments global label smoothing by leveraging the local k-NN estimates. Naturally, we compare
against doing global smoothing only and this serves
as a key ablation model to see the added benefits of
leveraging the k-NN labels.
• Mixup: This method proposed by Zhang et al. (2017)
generates synthetic training examples on the fly by
convex-combining random training inputs and their
associated labels, where the combination weights are
random draws from a Beta(a, a) distribution. Mixup
improves generalization, increases robustness to adversarial examples as well as label noise, and also improves model calibration (Thulasidasan et al., 2019).
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• Ensemble: Ensembling deep neural networks can improve the quality of their uncertainty estimation (Lakshminarayanan et al., 2017; Fort et al., 2019). We consider the simple case where m identical deep neural
networks are trained independently on the same training data, and at inference time, their predictions are
uniformly averaged together.
5.2. Datasets and Models.
We do not use standard data augmentation strategies for the
image datasets so that the training data is constant across
different training rounds. For all datasets we use the Adam
optimizer with default learning rate 0.001. We use a minibatch size of 128 throughout.
• MNIST: We train a three-layer MLP with 256 hidden
units and ReLU activations for 20 epochs.
• Fashion MNIST: We use the same architecture as the
one used for MNIST.
• SVHN: We use LeNet5 CNN (LeCun et al., 1998) for
30 epochs on the Google Street View Housing Numbers (SVHN) dataset, where each image is cropped to
be 32 × 32 pixels.
• CelebA: CelebA (Liu et al., 2018) is a large-scale face
attributes dataset with more than 200k celebrity images, each with 40 attribute annotations. We use the
standard train and test splits, which consist of 162770
and 19962 images respectively. Images were resized
to be 28 × 28 × 3. We select the “smiling” and “high
cheekbone” attributes and perform binary classification, training LeNet5 for 20 epochs.
• Phishing: To validate our method beyond the image classification setting, we train a three-layer MLP
with 256 hidden units per layer on UCI Phishing
dataset (Dua & Graff, 2017), which consists of 7406
train and 3649 test examples on a 30-dimensional input feature.
5.3. Evaluation Metrics and Hyperparameter Tuning
For each dataset, baseline and hyper-parameter setting, we
run each method on the same train and test split exactly
5 times. We then report the average test accuracy as well
as the test set churn averaged across every possible pair
(i, j) of runs (10 total pairs). To give a more complete picture of the sources of churn, we also slice the churn by the
whether or not the test predictions of the first run in the pair
were correct. Then, lowering the churn on the correct predictions is desirable (i.e. if the base model is correct, we
clearly don’t want the predictions to change), while churn

Figure 2. Performance across hyperparameters for SVHN. For
each of the three hyperparameters of our method (a, b, and k), we
show the performance across a range of this hyperparameter keeping the other two hyperparameters fixed. Standard error bands are
shaded. Top: We tune a while fixing k = 10 and b = 0.9.
We see better performance under both accuracy and churn as a
increases, which suggests that the less weight we put on the original label, the better. Middle: We tune b while fixing k = 10 and
a = 0.5. We don’t see any clear pattern which suggests that b
is an essential hyperparameter trading off the locally adaptive vs
global smoothing– this suggests that our adding the locally adaptive component to the label smoothing is indeed having an effect
on performance. Bottom: We tune k while fixing a = 1 and
b = 0.9. We see that the accuracy and churn have little differences across a wide range of k from k = 10 to k = 500, which
suggests that k is not an essential hyperparameter and that we are
stable in it.
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Dataset

SVHN

MNIST

Fashion
MNIST

CelebA
Smiling

CelebA
High
Cheekbone

Phishing

Method
k-NN LS (k=10, a=1, b=0.9)
Label Smoothing (a=0.9)
Anchor (a=1.0)
`2 Reg (a=0.5)
`1 Reg (a=0.2)
Co-distill (CE, a=0.5)
Co-distill (KL, a=0.5)
Bi-tempered (t1 =0.5, t2 =1)
Mixup (a=0.5)
Control
k-NN LS (k=5, a=0.9, b=0.9)
Label Smoothing (a=0.9)
Anchor (a=1.0)
`2 Reg (a=0.5)
`1 Reg (a=0.01)
Co-distill (CE, a=0.2, nwarm =2k)
Co-distill (KL, a=0.05, nwarm =1k)
Bi-tempered (t1 =0.9, t2 =1.0)
Mixup (a=0.2)
Control
k-NN LS (k=10, a=1, b=0.5)
Label Smoothing (a=0.8)
Anchor (a=0.9)
`2 Reg (a=0.5)
`1 Reg (a=0.1)
Co-distill (CE, a=0.5, nwarm =2k)
Co-distill (KL, a=0.5, nwarm =2k)
Bi-tempered (t1 =0.7, t2 =2)
Mixup (a=0.4)
Control
k-NN LS (k=100, b=0.1, a=0.9)
Label Smoothing (a=0.05)
Anchor (a=0.8)
`2 Reg (a=0.01)
`1 Reg (a=0.5)
Co-distill (CE, a=0.5, nwarm =1k)
Co-distill (KL, a=0.5, nwarm =2k)
Bi-tempered (t1 =0.9, t2 =2.)
Mixup (a=0.2)
Control
k-NN LS (k=100, b=0.1, a=0.9)
Label Smoothing (a=0.005)
Anchor (a=0.9)
`2 Reg (a=0.001)
`1 Reg (a=0.01)
Co-distill (CE, a=0.5, nwarm =1k)
Co-distill (KL, a=0.5, nwarm =1k)
Bi-tempered (t1 =0.5, t2 =4)
Mixup (a=0.4)
Control
k-NN LS (k=500, a=0.8, b=0.9)
Label Smoothing (a=0.8)
Anchor (a=0.9)
`2 Reg (a=0.5)
`1 Reg (a=0.5)
Co-distill (CE, a=0.2, nwarm =2)
Co-distill (KL, a=0.001, nwarm =1k)
Bi-tempered (t1 =0.9, t2 =1.0)
Mixup (a=0.1)
Control

Accuracy %
88.98 (0.33)
87.26 (0.73)
87.17 (0.16)
88.16 (0.35)
74.18 (3.41)
87.64 (0.64)
87.52 (0.45)
88.04 (0.5)
89.08 (0.18)
86.64 (0.54)
98.23 (0.11)
98.15 (0.07)
97.72 (0.11)
98.08 (0.1)
97.67 (0.29)
98.08 (0.06)
97.98 (0.14)
98.09 (0.2)
98.17 (0.04)
97.98 (0.13)
88.89 (0.14)
88.46 (0.17)
88.55 (0.14)
88.52 (0.19)
86.88 (0.35)
88.76 (0.21)
88.85 (0.35)
88.7 (0.29)
89.17 (0.10)
88.95 (0.26)
90.02 (0.11)
89.39 (0.29)
89.87 (0.14)
89.35 (0.16)
89.39 (0.26)
89.59 (0.29)
89.57 (0.22)
89.88 (0.18)
89.71 (0.14)
89.67 (0.19)
84.48 (0.21)
83.73 (0.17)
84.48 (0.2)
83.6 (0.14)
83.59 (0.26)
84.08 (0.21)
84.31 (0.08)
83.92 (0.13)
84.53 (0.14)
83.93 (0.56)
96.69 (0.09)
96.63 (0.09)
96.02 (0.25)
96.51 (0.12)
95.38 (0.18)
96.02 (0.19)
95.94 (0.33)
96.26 (0.37)
96.22 (0.23)
96.3 (0.32)

Churn %
10.98 (0.28)
13.46 (0.62)
12.48 (0.39)
11.85 (0.35)
22.89 (3.74)
12.46 (0.48)
13.01 (0.3)
12.03 (0.3)
9.56 (0.16)
14.64 (0.51)
1.52 (0.12)
1.65 (0.05)
2.66 (0.2)
1.67 (0.12)
2.51 (0.31)
2.08 (0.11)
2.16 (0.16)
2.04 (0.15)
1.59 (0.07)
2.28 (0.13)
6.94 (0.18)
7.2 (0.46)
7.53 (0.45)
7.86 (0.36)
8.24 (0.55)
7.51 (0.39)
7.83 (0.43)
7.36 (0.47)
6.77 (0.29)
9.13 (0.51)
5.46 (0.32)
6.77 (0.41)
5.57 (0.28)
6.85 (0.34)
6.71 (0.26)
6.31 (0.23)
6.1 (0.23)
6.44 (0.31)
6.15 (0.12)
7.3 (0.45)
7.7 (0.29)
8.68 (0.46)
7.97 (0.39)
9.06 (0.32)
8.43 (0.23)
8.96 (0.37)
8.57 (0.16)
7.84 (0.32)
7.92 (0.47)
10.18 (0.93)
1.04 (0.21)
1.26 (0.26)
2.33 (0.25)
1.35 (0.3)
1.48 (0.34)
1.45 (0.26)
1.51 (0.2)
2.32 (0.69)
1.80 (0.33)
2.25 (0.59)

Churn Correct
4.64 (0.29)
5.31 (0.57)
5.19 (0.2)
5.07 (0.16)
9.58 (4.04)
5.16 (0.51)
5.54 (0.33)
5.26 (0.3)
4.07 (0.15)
6.03 (0.5)
0.7 (0.1)
0.71 (0.07)
1.21 (0.14)
0.8 (0.08)
1.3 (0.27)
0.98 (0.07)
0.97 (0.13)
1.07 (0.14)
0.74 (0.04)
0.96 (0.07)
3.27 (0.15)
3.32 (0.28)
3.6 (0.23)
3.59 (0.18)
3.88 (0.41)
3.67 (0.3)
3.68 (0.29)
3.5 (0.19)
3.23 (0.15)
4.42 (0.4)
2.97 (0.18)
3.81 (0.26)
3.07 (0.21)
3.92 (0.27)
3.61 (0.22)
3.66 (0.3)
3.34 (0.26)
3.56 (0.19)
3.51 (0.12)
4.06 (0.27)
4.64 (0.27)
5.2 (0.35)
4.77 (0.22)
5.41 (0.24)
4.93 (0.23)
5.33 (0.36)
5.06 (0.13)
4.75 (0.21)
4.69 (0.31)
6.2 (0.89)
0.54 (0.14)
0.64 (0.17)
1.08 (0.15)
0.7 (0.21)
0.83 (0.24)
0.83 (0.21)
0.65 (0.18)
1.23 (0.53)
1.05 (0.28)
1.21 (0.38)

Churn Incorrect
62.23 (1.22)
67.2 (1.44)
61.66 (1.85)
62.73 (2.1)
59.36 (5.7)
63.82 (1.67)
65.44 (1.46)
62.48 (1.83)
54.75 (0.95)
69.59 (1.32)
47.16 (3.39)
50.73 (2.62)
64.51 (4.13)
46.65 (3.2)
56.8 (2.84)
58.6 (3.91)
59.56 (3.64)
55.82 (4.32)
47.8 (2.53)
63.36 (2.55)
36.26 (1.09)
36.63 (2.02)
37.78 (2.29)
40.38 (1.81)
36.81 (2.63)
37.98 (1.71)
40.59 (2.4)
37.24 (3.04)
35.97 (1.43)
46.99 (2.49)
27.71 (1.74)
31.67 (2.34)
27.66 (1.38)
31.62 (1.21)
32.48 (1.35)
29.47 (1.47)
29.66 (1.47)
31.96 (1.96)
29.37 (0.66)
35.34 (2.35)
24.44 (0.98)
26.61 (1.28)
25.44 (1.58)
27.66 (1.03)
26.14 (1.16)
28.11 (0.88)
27.39 (0.47)
24.01 (1)
25.53 (1.54)
31.1 (2.22)
15.81 (3.52)
18.8 (3.42)
31.58 (5.11)
19.37 (4)
14.95 (4.08)
16.72 (4.13)
20.95 (6.14)
30.19 (8.51)
21.53 (4.25)
29.05 (7.93)

Table 1. Results across all datasets and baselines under optimal hyperparameter tuning (settings shown). Note that we report the standard
deviation of the runs instead of standard deviation of the mean (i.e. standard error) which is often reported instead. The former is higher
than the latter by a factor of the square root of the number of trials (10).
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Figure 3. Accuracy vs. correct churn plots. This figure plots accuracy against correct churn achieved by various hyperparameter
settings of each method. The top-left corner (high accuracy, low churn) is most desirable. The dotted lines depict the Pareto frontier for
each method, and we zoom in for a detailed view. We fix k-NN LS k = 100 and the number of codistillation warmup steps to 1000.
All other hyperparameters are sweeped as specified in the appendix. We see that k-NN label smoothing ranks reasonably high, mostly
achieving low churn without sacrificing accuracy.

reduction on incorrect predictions is less relevant (i.e. if the
base model was incorrect, then it may be better for there to
be higher churn– however at the same time, some examples may be inherently difficult to classify or the label is
such an outlier that we don’t expect an optimal model to
correctly classify, in which case lower churn may be desirable). This is why in the results for Table 1, we bold the

best performing baseline for churn on correct examples, but
not for churn on incorrect examples.
In the results (Table 1), for each dataset and baseline, we
chose the optimal hyperparameter setting by first sorting
by accuracy and choosing the setting with the highest accuracy, and if there were multiple settings with very close
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to the top accuracy (defined as within less than 0.1% difference in test accuracy), then we chose the setting with
the lowest churn among those settings with accuracy close
to the top accuracy. There is often no principled way to
trade-off the two sometimes competing objectives of accuracy and churn. Cotter et al. (2019) offer a heuristic to
trade off the two objectives in a more balanced manner on
the Pareto frontier. However in this case, biasing towards
higher accuracy is most realistic because in practice, when
given a choice between two models, it’s usually best to go
with the more accurate model. Fortunately, we will see that
accuracy and churn are not necessarily competing objectives and our proposed method usually gives the best result
for both simultaneously.
5.4. Performance across hyperparameter settings
In Figure 2, we show the performance on SVHN w.r.t. the
hyperparameters for both accuracy and churn. We fix two
of the hyperparameters and show the results across tunings
of the remaining hyperparameters. We do this for each of
the three hyperparameters of our approach (a, b and k). We
see that larger a corresponds to better performance, implying that less weight on the original labels leads to better
results. We also see that across a wide range of k, the
performance did not change much, which suggests that in
practice, k can be set to some default and not require tuning. Such stability in k is desirable. Hence, the remaining
hyperparameter b, which decides the trade-off between the
locally adaptive vs global smoothing appears most essential. This further shows that our proposal of using locally
adaptive label smoothing has a real effect on the results for
both churn and accuracy.
5.5. Results
We see from Table 1 that mixup and our method, k-NN
label smoothing, are consistently the most competitive;
mixup outperforms on SVHN and Fashion MNIST while
k-NN label smoothing outperforms on all the remaining
datasets. Notably, both methods do well on accuracy and
churn metrics simultaneously. Figure 3 plots accuracy versus churn for different hyperparameter settings and highlights the Pareto frontier. We find that the k-NN label
smoothing is often Pareto efficient.
Results for the ensemble baseline can be found in the Appendix. While we found ensembling to be remarkably effective, it does come with higher cost (more trainable parameters and higher inference cost), and so we discourage
a direct comparison with other methods since an ensemble
uses a different model class than a single model.

6. Conclusion
Modern DNN training is a noisy process: randomization
arising from stochastic minibatches, weight initialization,
data preprocessing techniques, and hardware can all lead
to models with drastically different predictions on the same
datapoints when using the same training procedure.
Reducing such prediction churn is important in practical
problems as production ML models are constantly updated
and improved on. Since offline metrics can usually only
serve as proxies to the live metrics, comparing the models
in A/B tests and live experiments oftentimes must involve
manual labeling of the disagreements between the models,
making it a costly procedure. Thus, controlling the amount
of predictive churn can be crucial for more efficiently iterating and improving models in a production setting.
Despite the practical importance of this problem, there has
been little work done in the literature on this topic. We
provide one of the first comprehensive analyses of reducing predictive churn arising from retraining the model on
the same dataset and model architecture. We show that
numerous methods used for other goals such as learning
with noisy labels and improving model calibration serve
as reasonable baselines for lowering prediction churn. We
propose a new technique, locally adaptive label smoothing, that often outperforms the baselines across a range of
datasets and model architectures.
Further study in this area is critical: the problem of predictive churn has received far too little treatment in the academic literature given its practical significance. Our technique may also help in the subfields that we drew many of
our baselines from, including better calibrated DNNs and
robustness to label noise, suggesting a bi-directional flow
of ideas between the goal of reducing predictive churn and
these subfields. This is a direction for future work.
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