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Abstract

In federated learning, heterogeneity among the clients’ local datasets results in large vari-
ations in the number of local updates performed by each client in a communication round.
Simply aggregating such local models into a global model will confine the capacity of the
system, that is, the single global model will be restricted from delivering good performance
on each client’s task. This paper provides a general framework to analyze the convergence
of personalized federated learning algorithms. It subsumes previously proposed methods
and provides a principled understanding of the computational guarantees. Using insights
from this analysis, we propose PFedAtt, a personalized federated learning method that
incorporates attention-based grouping to facilitate similar clients’ collaborations. Theoret-
ically, we provide the convergence guarantee for the algorithm, and empirical experiments
corroborate the competitive performance of PFedAtt on heterogeneous clients.

Keywords: Federated Learning; Personalization; Attention Mechanism

1. Introduction

Federated learning (FL) is a privacy-preserving distributed machine learning mechanism,
which aims to collaboratively learn from data that have been generated by, and reside on,
a number of remote devices or data silos (McMahan et al. (2017a)). The ultimate goal
in FL is to train a global model that achieves uniformly good performance over almost
all participants. Motivated by this goal, most of existing methods adopt the following
procedure: (i) the server selects a subset of clients to participate in a round and sends
the copy of the latest global model to them, (ii) participants update received models using
their own datasets and transmit the updated local models back to the server, (iii) the
server aggregates local models to update the global model, and continues the process until
convergence or a maximum number of rounds achieves.

While the idea starts from training a global model that generally performs well on
participants, it has been shown that the effectiveness of the framework highly depends
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on data distributions among clients (Zhao et al. (2018); Li et al. (2019)). Specifically,
aggregating into a global model works well when clients’ data are independently identically
distributed (IID). Still, it cannot achieve good performance if clients are heterogeneous both
in the size of local datasets and in their distributions.

Thus, a range of FL methods that study the problem of learning personalized models
has been proposed recently, where the goal is to train a model for each client based on
the client’s dataset and make use of the common knowledge distilled from others. These
strategies incorporate personalization into FL via multi-task learning (Vanhaesebrouck et al.
(2017); Fallah et al. (2020); Smith et al. (2017)), transfer learning (Khodak et al. (2019);
Zhao et al. (2018)), variational inference (Corinzia and Buhmann (2019)), and a mixture of
local and global models (Peterson et al. (2019); Mansour et al. (2020); Hanzely and Richtárik
(2020); Deng et al. (2020)). It is helpful in applications with the natural infrastructure to
deploy a personalized model for each client, which is the case with FL on heterogeneous
clients.

However, the motivations and methods of the aforementioned personalized algorithms
vary greatly, and thus investigating them separately can only offer us an understanding of
a given model. This paper provides a general framework for the personalized FL, which has
a specifically structured optimization objective, and explores how the convergence rate is
influenced by adopting personalization. We also investigate several properties of the general
objective, which offer us high-level principles for learning personalized models. Then we
subsume existing algorithms and provide novel insights into their convergence behaviors.

We carry insight from the above framework and tackle the challenging personalized FL
problem via an attention-based grouping mechanism, which iteratively facilitates collabora-
tions among similar clients. To explore this idea, we propose PFedAtt, a novel method that
adaptively incorporates personalization into FL. The main idea of PFedAtt is that instead
of aggregating the local updates into a single global model, the server maintains several
personalized cloud models, which capture the common knowledge from the top-k similar
clients. It also enables local personalized models on clients and reveals the underlying
relationships among clients via attention, which improves the generality of the algorithm.

We exploit the smoothness-enabled property to facilitate the convergence analysis of
PFedAtt. With carefully tuned hyperparameters, the proposed algorithm can obtain the
state-of-the-art convergence rate for non-convex objectives. We also conduct extensive
experiments on real-world datasets to investigate the efficiency and effectiveness of the
proposed method.

2. Related Work

The number of research in FL has been proliferating during the past few years. One of
the first FL algorithms is FedAvg (McMahan et al. (2017a)), which allows local updates
on clients to meet the communication burden and aggregates a single global model on the
server. Subsequently, several methods have been proposed to alleviate challenges, including
statistical heterogeneity (Zhao et al. (2018); Khaled et al. (2020); Smith et al. (2017)), pri-
vacy (McMahan et al. (2017b); Zhu et al. (2020)), and robustness (Sun et al. (2020); Bhagoji
et al. (2019); Fang et al. (2020)). However, the underlying heterogeneity among clients pre-
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vents the global model from converging to the optimum and confining its personalization
performance (Li et al. (2019)).

Thus, personalized FL has attracted much attention in the community, and numerous
works have been proposed. Smith et al. (2017) first explore personalized FL via primal-dual
multi-task learning (MTL) framework, which applies to convex settings. The substantial
existing research, as discussed in (Deng et al. (2020); Kairouz et al. (2019)), focuses on
(i) local fine-tuning, where the global model is fine-tuned based on clients’ datasets to
produce a personalized model (Mansour et al. (2020); Arivazhagan et al. (2019); Liang
et al. (2020)), (ii) meta-learning methods that adopt second-order information to update
the global model, and customizes personalized models using clients’ data (Chen et al. (2018);
Fallah et al. (2020); Khodak et al. (2019)), (iii) mixing the global and local models, where the
algorithms combine the global model with the clients’ latent models (Hanzely and Richtárik
(2020); Mansour et al. (2020); Deng et al. (2020)), (iv) contextualization that uses a model
in different contexts raises a need to inspect more features of clients (Wang et al. (2019);
Vanhaesebrouck et al. (2017)). Our work differs from these approaches by simultaneously
learning local and global models via encouraging collaborations among similar clients, which
applies to non-IID data.

Similar in spirit to our approach are works that interpolate between the global and
local models. However, as discussed Deng et al. (2020), these approaches can effectively
reduce to local minimizers without additional constraints. The most closely related works
are those that regularize personalized models towards their average (Dinh et al. (2020);
Hanzely and Richtárik (2020))or optimum (Li et al. (2021)), which can be seen as a form of
classical regularized MTL (Evgeniou and Pontil (2004)). Our objective is similarly inspired
by distributed MTL, which models the collaboration among similar clients, and assembles
them into several global models at the server.

3. A General Framework for Personalized FL

3.1. Preliminaries

We present two related models. The first one is a single global model that learns on all of the
clients’ datasets, i.e., traditional FL. The model is trained using either standard empirical
risk minimization (Vapnik (1992)) or agnostic risk minimization (Mohri et al. (2019)). The
second baseline is the purely local model learned only on the clients’ dataset.

The global model is learned on large amounts of the dataset and generalizes well on
testing data. However, some clients do not perform well due to differences between the
global and local data distributions. While the training data distributions of purely local
models match the ones at inference, but they do not generalize well due to the limited
training data. Personalized FL models can be regarded as intermediation between a purely
local and a single global model. They incorporate both the global model’s generalization
property and the purely local model’s distribution matching property.
Notations Let ω ∈ Rd0 correspond to the shared parameters, β = (β1, ..., βM ) with βi ∈
Rdi ,∀i ∈ [M ] correspond to the local parameters, M is the number of clients, Ci represents
client i, which has the same type of models, and Fi : Rd0|di → R is the objective that
depends on the local data at the i-th client, respectively. Denote by Di the private training
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dataset, and these datasets are non-IID, that is, D1, ..., DM are uniformly sampled from M
distinct distributions P1, ..., PM , respectively.
Uniform Global Model Training a uniformed global model in FL corresponds to the
vanilla FL objective, where the model is learned by minimizing the summation of the
empirical risk on participants, which is given by

min
ω∈Rd

F (ω) =
1

M

M∑
i=1

fi(ω). (1)

Since the global model is trained on all participants, it may not match the underlying client
distribution and thus may perform worse.

Assuming fi is L-smooth, and µ-strongly convex for all i ∈ [M ]. Karimireddy et al.
(2020) proves the required communication rounds of FedAvg (McMahan et al. (2017a)),
which is a popular communication-efficient optimization method in FL, up to ε-neighborhood

of the optimum corresponds to O(
√

L
µ log ε−1).

Purely Local Models Considering another situation that all clients train their models
based on their own dataset, which can be formulated as

min
β1,...,βM∈Rd

F (β) =
1

M

M∑
i=1

fi(βi). (2)

Clients do not communicate with each other in the system, and the generalization error

bound of models is O(

√
d+log 1

ε
|Di| ) (Mohri et al. (2018)). It can be concluded that the learned

purely local models perform well when clients have more data samples. However, in realistic
settings, clients often have limited data, whereas data dimensions are in millions. In such
cases, the above bound is vacuous.

3.2. A Generalized Objective for Personalized FL

We now present a general theoretical framework that subsumes a suite of personalized FL
algorithms and helps analyze the effect of personalization on their error convergence. We
aim to solve the following optimization problem

min
ω,β

F (ω, β) =
1

M

M∑
i=1

Fi(ω, βi). (3)

Before subsuming existing personalized FL methods into the objective (3), two assumptions
are needed for different objectives’ structures.

Assumption 1 (L-smoothness) For i ∈ [M ], local function Fi(ω, β) is jointly convex, Lω-
smooth w.r.t. ω and (MLβ)-smooth w.r.t. βi.

Assumption 2 (Strong convexity) Function F (ω, β) is jointly µ-strongly convex for µ ≥ 0.
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We first conclude several personalized FL algorithms as exceptional cases of objective (3)
and detail the optimization bound in these cases. Then, we connect these methods with
the proposed general framework and discuss their relations.
Local Fine-tuning Liang et al. (2020) proposed a framework that incorporates the weight
sharing mechanism into FL to improve the performance of the personalized models on non-
IID data. The objective can be formulated as

min
ω∈Rdω ,βi∈Rdβ

F (ω, β) =
1

M

M∑
i=1

fi([ω, βi]), (4)

where dω + dβ = d. To meet the requirement of smoothness and strong convexity in

Assumption 1 and 2, we scale the original global parameters ω by a factor M−
1
2 , thus we

obtain

min
ω∈Rdω ,βi∈Rdβ

F (ω, β) =
1

M

M∑
i=1

fi([M
− 1

2ω, βi]), (5)

which is a case of the objective (3) with Fi(ω, βi) = fi([M
− 1

2ω, βi]).
Another example of using local fine-tuning in personalized FL is federated residual

learning (Agarwal et al. (2020)), which is given by

min
ω∈Rdω ,βi∈Rdβ

F (ω, β) =
1

M

M∑
i=1

fi(A
ω(ω, xωi ), Aβ(βi, x

β
i )), (6)

where (xωi , x
β
i ) is a local feature vector, Aω(ω, xωi ) is model prediction using global parame-

ters, Aβ(βi, x
β
i ) is model prediction using local parameters, and fi(·) is a loss function. It can

also be concluded as a case of the general objective where Fi(ω, βi) = fi(A
ω(M−

1
2ω, xωi ), Aβ(βi, x

β
i )).

Mixing the Global and Local Models Hanzely and Richtárik (2020) designed a mixture
personalized FL method which mixes the global model and local models to improve the
personalization in FL. The objective is given by

min
βi∈Rd

F (β) =
1

M

M∑
i=1

fi(βi) +
λ

2M

M∑
i=1

||βi − β||2, (7)

where β = 1
M

∑M
i=1 βi and λ ≥ 0. By setting Fi(ω, βi) = fi(βi) + λ||M−

1
2ω − βi||2, the

general objective (3) can be written as

min
ω,βi∈Rd

F (ω, β) =
1

M

M∑
i=1

fi(βi) +
λ

2M

M∑
i=1

||M−
1
2ω − βi||2, (8)

which is equivalent to Equation (7) if we minimize Equation (8) at ω = M
1
2β.

Similarly, Dinh et al. (2020) presented the Moreau envelope personalized FL method,
which can be formulated as

min
ω∈Rd

F (ω) =
1

M

M∑
i=1

( min
βi∈Rd

(fi(βi) +
λ

2
||ω − βi||2)), (9)
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Algorithm 1 PSGD. M clients are indexed by i; B is the local mini-batch size, η is the
learning rate.

Server executes:

initialize ω0 ∈ Rd0 and β0i ∈ Rdi .
for each round τ = 1,2,...,T do
Sτ ← (random subset of M clients)
for each client i ∈ Sτ in parallel do
ωτ+1
i ← ClientUpdate(i, ωτ )

ωτ+1 = 1
|Sτ |

∑M
i=1 ω

τ+1
i

end for
return ωτ+1 to participants

end for

ClientUpdate(i, ωτ):

sample ξτ,1i , ..., ξτ,Bi ∼ Di independently

gτi = 1
B

∑B
j=1∇Fi(ωτi , βτi ; ξτ,ji )

(ωτ+1
i , βτ+1

i ) = (ωτi , β
τ
i )− ηgτi

return ωτ+1
i to the server

where λ ≥ 0. Equation (9) can also be recovered by (8) if we minimize it in βi.
Deng et al. (2020) proposed adaptive personalized FL, where the objective is given as

min
βi∈Rd

F (β) =
1

M

M∑
i=1

fi((1− αi)βi + αiω
∗), (10)

where ω∗ = argminω∈Rd F (ω) is the optimum of traditional FL (objective (1) in Section
3.1), and 0 < α1, ..., αM < 1. Let Fi(ω, βi) = Φfi(ω) + fi((1 − αi)βi + αiω), where Φ ≥ 0,
Φ→∞. We can conclude that Equation (10) is a case of the general objective.

Optimizing the objective (10) requires two stages. First, we need to obtain the ω∗, which
is the solution of traditional FL. Then we compute the local solution β∗i = arg minβi∈Rd fi((1−
αi)βi + αiω

∗), which only uses local dataset and can be optimized by minimax optimal
method.
Multi-task Learning Li et al. (2021) designed a regularized objective to personalized FL,
which penalizes the changes of local models from the optimum. It can be formulated as

min
βi∈Rd

F (β) =
1

M

M∑
i=1

(fi(βi) +
λ

2
||βi − ω∗||2), (11)

where ω∗ is the optimum of the traditional FL and λ ≥ 0. By setting Fi(ω, βi) = Φfi(ω) +
fi(βi) + λ||ω − βi||2, where Φ ≥ 0, Φ → ∞, we can recover Equation (11) to the general
objective.

3.3. A General Optimization Rule for Personalized FL

We devise an algorithm, called PSGD, to optimize the general personalized FL objective
in Equation (3), which adopts local stochastic gradient descent (SGD) on both global pa-



PFedAtt

rameters ω and local parameters β. Like the famous optimizer in traditional FL, the server
transmits the latest model to participants. Clients update the model using their datasets
and send the updated model back to the server. The detailed algorithm can be found in
Algorithm 1.

Before providing the convergence analysis of the algorithm, an assumption is needed to
impose on it to obtain meaningful rates.

Assumption 3 (Bounded variance and unbiased gradient) The stochastic gradient at each
client is an unbiased estimator of the local gradient: Eξ[gi(ω, βi, ξ)] = ∇Fi(ω, βi), and its
variance is bounded by Eξ[||gi(ω, βi, ξ)−∇ωFi(ω, βi)||2] ≤ σ2, Eξ[||gi(ω, βi, ξ)−∇βFi(ω, βi)||2] ≤
Mσ2.

Then, we explore the convergence rate of the PSGD.

Theorem 1 Let K2 = 1
M

∑M
i=1 ||∇Fi(ω∗, β∗)||2 be the data heterogeneity parameter at

the optimum, the number of required communication rounds of the Algorithm 1 up to ε-

neighborhood of the optimum corresponds to O(
max(Lβ ,cLω)

µ + c
µ

√
Lω(K2+σ2B−1)

ε + σ2

MBµε)

for µ > 0. If µ = 0, we have O(
max(Lβ ,cLω)

ε +
c
√
Lω(K2+σ2B−1)

ε
3
2

+ σ2

MBε2
), where c is the

communication period.

The communication complexity obtained in Theorem 1 can be concluded as the sum of
(i) the complexity of mini-batch SGD, which minimizes the objective with condition number
Lβ
µ , (ii) the complexity of local SGD that optimizes the objective with condition number
Lω
µ . The proof of Theorem 1 is summarized in the supplemental material.

4. PFedAtt: Proposed Attention-based Personalized FL Algorithm

Inspired by the general personalized FL framework in Section 3, we design an attention-
based personalized method, which incorporates attention mechanisms into the objective
to encourage collaborations among similar clients. Comparing with existing algorithms,
the proposed method groups similar clients’ updates to produce several cloud personalized
models, comprises the generalization property of the global model and the distribution
matching property of the purely-local models and preserves the communication efficiency.
Specially, we formulate the personalized FL problem as

min
βi∈Rd

G(β) =

M∑
i=1

fi(βi) +
λ

2

M∑
i<j

V (βi;βj), (12)

where λ > 0 is the regularization parameter.
Objective (12) contains two parts: (i) the sum of training loss on participants’ local

datasets, which helps each client learn personalized models separately (ii) attentive function
V that aims to enhance collaborations among similar clients, where V : [0,∞)→ R is a non-
linear function, which is (i) increasing and concave on [0,∞) and V (0) = 0; (ii) continuously
differential on (0,∞); (iii) limx→0+ V

′
(x) is finite, where V

′
is the derivative of V .

Function V measures the differences between βi and βj , e.g., if the dimensions of βi

is small, V can be the negative exponential function, where V (βi;βj) = 1 − e
−||βi−βj ||

2

σ2 .
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Algorithm 2 PFedAtt. M clients are indexed by i; λ is the regularization parameter and
ητ is the learning rate.

Server executes:

initialize β0i ∈ Rdi .
for each round τ = 1,2,...,T do
Sτ ← (random subset of M clients)
for each client i ∈ Sτ in parallel do
βτ+1
i ← ClientUpdate(i, qτi )
pτ+1
i = ai,1β

τ
1 + ...+ ai,Mβ

τ
M

qτ+1
i = Similark(p

τ+1
i )

end for
end for

ClientUpdate(i, qτi ):

βτi = arg min fi(β
τ−1
i ) + λ

2ητ ||β
τ−1
i − qτi ||2

return βτ+1
i to the server

When βi refers to deep neural networks on client i, i.e., the dimensions of βi are quite large,
Euclidean distance ||βi − βj ||2 may not be effective due to the curse of dimensionality. We
explore different options of the attentive function V in the following subsections.

4.1. The Low-dimensional Personalized Model

When clients adopt low-dimensional models, i.e., the dimensions of βi and βj are small,
Euclidean distance is a good measurement to evaluate their differences. Thus, we can
rewrite Equation (12) into

min
βi∈Rd

G(β) =

M∑
i=1

fi(βi) +
λ

2

M∑
i<j

V (||βi − βj ||2). (13)

Let F(β) =
∑M

i=1 fi(βi), V(β) =
∑M

i<j V (||βi − βj ||2), respectively. Denote by Pτ =

[pτ1 , ..., p
τ
M ] ∈ Rd×M , where pτi is the i-th column of Pτ . Equation (13) can be reformulated

as

min
β∈Rd×M

G(β) = F(β) +
λ

2
V(β). (14)

We alternatively optimize F(β) and V(β) using proximal method.
Optimizing V In the τ -th round, PFedAtt first optimizes V(β) by

Pτ = βτ−1 − ητ

2
∇V(βτ−1), (15)

where ητ > 0 is the learning rate. Equation (15) can be further reformulated by pτi as

pτi = (1− ητ
M∑
i 6=j

V
′
(||βi − βj ||2))βτ−1i + ητ

M∑
i 6=j

V
′
(||βi − βj ||2)βτ−1j

= ai,1β
τ−1
1 + ...+ ai,Mβ

τ−1
M ,

(16)
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where V
′
(||βi − βj ||2) is the derivative of V (||βi − βj ||2), ai,1, ..., ai,M > 0 are attention

weights of βτ−11 , ..., βτ−1M , respectively. ai,j is the contribution of client j’s model βτ−1j to

the aggregated model pτi . ai,i = 1 − ητ
∑M

i 6=j V
′
(||βi − βj ||2) is a self-attention weight that

measures βτ−1i ’s proportion in the aggregation model.
V
′
(||βi−βj ||2) measures the similarity between βi and βj such that the value of V

′
(||βi−

βj ||2) is large if the Euclidean distance between βi and βi is small, i.e., similar βi and βj
leads to a large value of ai,j .

The server selects the top-k elements from [ai,1, ..., ai,M ] and their corresponding models
to form the convex combination of local models, which is given by

qτi = Similark(p
τ
i ) = ai,1β

τ−1
1 + ...+ ai,Mβ

τ−1
M︸ ︷︷ ︸

k

. (17)

The convex combination qτi is the cloud personalized model of client i in the server, which
is an aggregation of k local models. The idea of selecting the top-k attention weights
ai,j is that PFedAtt aims to encourage collaborations among k-most similar clients while
preserving the distribution matching property of personalized models.
Optimizing F After optimizing the attentive function V, PFedAtt uses Qτ = [qτ1 , ..., q

τ
M ] ∈

Rd×M as the proximal center to optimize F(β) by

βτ = arg min
β
F(β) +

λ

2ητ
||β −Qτ ||2, (18)

and it can be rewritten into

βτi = arg min fi(β
τ−1
i ) +

λ

2ητ
||βτ−1i − qτi ||2, (19)

which also encourages the collaborations of similar clients while only using the local dataset
Di to training the personalized model. Equation (19) only involves βτ−1i and qτi , the former
one is determined by local dataset Di, and the latter one is obtained from the server. Both
of these two parts will not expose the private dataset Di to others, and since qτi is the
convex combination of βτ−1i , Ci cannot infer the personalized models or private datasets of
any other clients Cj . The detailed algorithm is summarised in Algorithm 2.

PFedAtt iteratively improves clients’ collaborations by grouping the k-most similar
clients, e.g., if the model βτ−1i and βτ−1j are similar with each other, they contribute more
to the aggregated cloud model qτi and qτj of Ci and Cj , which further leads to the more

similar qτi and qτj . In Equation (19), it also minimizes the differences between βτ−1i and qτi ,

respectively, which further makes βτ−1i and βτ−1j more similar.

4.2. The High-dimensional Personalized Model

When clients adapt high-dimensional personalized models, e.g., deep neural networks, the
Euclidean distance used in Equation (13) may not be effective in measuring the similarity
between βi and βj . Thus, we further design another version of PFedAtt to tackle the
objective (12).
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The core of the PFedAtt algorithm lies in attention weights ai,j , which is determined by
attentive function V . We revise the algorithm in Section 4.1 to tackle the high dimension
challenge, where the attention weights are given by

ai,j =
eδ cos(β

τ−1
i ,βτ−1

j )∑M
j 6=i e

δ cos(βτ−1
i ,βτ−1

j )
(1− ai,i), (20)

where ai,i is a self-attention parameter that determines the contributions of βτ−1i to its own
personalized cloud model pτi , δ refers to scaling parameter, and cos(βτ−1i , βτ−1j ) is the cosine

similarity between βτ−1i and βτ−1j .
In the τ -th round, the server selects the top-k elements of [ai,1, ..., ai,M ] and their cor-

responding models. Then it builds qτi according to Equation (17), which is also a convex
combination of local models. The remaining procedures are the same as the algorithm in
Section 4.1.

4.3. Convergence Analysis for Smooth Non-Convex Functions

In Theorem 2 below, we provide a convergence analysis for the PFedAtt algorithm in the
low-dimensional model case and compare our result with several state-of-the-art methods.
The analysis relies on Assumption 4, which is given by

Assumption 4 (Bounded gradient) The stochastic gradient at each client is bounded by
max(∂F(β)) ≤ G and ||∇V(β)|| ≤ G

λ , where ∂F is the subdifferential of F .

Our main theorem is stated as follows.

Theorem 2 Assuming F(β) and V(β) are continuously differentiable and the gradients
∇F(β) and ∇V(β) are Lipschitz continuous with modulus L, if η1 = ... = ηM = λ√

T
for

some T ≥ 0, the algorithm satisfies

min
0≤τ≤T

||∇G(βτ )||2 ≤ 18(G(β0)− G∗ + 20LG2)√
T

+O(
1

T
), (21)

where G∗ = G(β∗) and β∗ is an optimal solution to Equation (13). If
∑∞

τ=1 η
τ = ∞ and∑∞

τ=1(η
τ )2 <∞,

lim infτ→∞||∇G(βτ )|| = 0. (22)

Theorem 2 shows that for ε > 0, the required communication rounds of PFedAtt to
achieve ε-approximate accuracy is O( 1

ε2
). The proof of the theorem is in the supplemental

material.
We compare the result obtained in Theorem 2 with some state-of-the-art algorithms

and report in Table 1. PFedAtt achieves better communication complexity compared with
previous personalized methods on heterogeneous clients.
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Table 1: Convergence rates of FL algorithms, measured by total rounds of communication
before reaching ε-stationary solution. SC refers to strongly convex, NC refers
to non-convex, and s in Ditto is the function of O( ε

χ2 ), where χ2 measures the
heterogeneity of datasets.

Algorithm Bounded gradient Convexity Rounds of communication

McMahan et al. (2017a) X µ-SC O( 1
ε1/2

)

Karimireddy et al. (2020) X µ-SC O(1ε )
Liang et al. (2019) × NC O( 1

ε2
)

Deng et al. (2020) × NC O( 1
M3/4ε3/4

)

Dinh et al. (2020) X µ-SC O( 1
ε3

)

Li et al. (2021) × NC O( (1−s)
ε2

)
PFedAtt X NC O( 1

ε2
)

Figure 1: Effects of λ on the convergence of PFedAtt in non-IID data setting.

5. Experiments

5.1. Experimental Setup

Both convex and non-convex models are evaluated on a number of benchmark datasets
of federated learning. Specifically, we use MNIST (LeCun et al. (1998)), EMNIST (Cohen
et al. (2017)), and FMNIST (Xiao et al. (2017)) datasets with the same CNN architecture as
(McMahan et al. (2017a)), and CIFAR100 (Krizhevsky et al. (2009)) dataset with ResNet18
(He et al. (2016)).

To explore the performance of PFedAtt under different data settings, we partition
datasets into (i) an IID data setting that uniformly distributes data samples across par-
ticipants. (ii) a non-IID setting, where datasets are partitioned based on feature and class
similarity to build several groups, and then sample from these groups to set up different
local client data distributions such that data within a group have similar distributions, and
distributions among groups are different.

Taking non-IID CIFAR100 dataset partition as an example, 100 clients are indexed
from 0 to 99, 20 groups are built such that each group has five clients. Data samples are
assigned to clients within a group where 80% of data are uniformly sampled from dominating
classes, and 20% of data are uniformly sampled from the other classes. Since there are 20
superclasses in CIFAR100, we set classes in one superclass as a dominated class to one
corresponding group. The number of training samples on client 0-19, 20-39, 40-59, 60-79,
80-99 is 500, 400, 300, 200 and 100, respectively. One hundred testing samples are assigned
to each client as well.
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Figure 2: Effects of k on the convergence of PFedAtt in non-IID data setting.

Figure 3: Effects of local mini-batch size |B| on the convergence of PFedAtt in non-IID
data setting.

Our experiments are conducted on the TensorFlow platform running on a Linux server.
For reference, details of datasets, implementation details, and the anonymized code are
summarized in the supplemental material.

5.2. Effects of Hyperparameters

To investigate how different hyperparameters such as λ, k, and local mini-batch size |B| af-
fect the convergence of PFedAtt under non-convex settings, we conduct various experiments
on different datasets.
Regularization parameter λ Figure 1 shows the convergence rate of PFedAtt with dif-
ferent values of λ. We keep other hyperparameters the same in all settings and observe that
larger λ leads to faster convergence. However, significantly large λ will hurt the performance
of the algorithm and make it diverge. Therefore, λ should be tuned based on different cases.
Similarity parameter k As k controls the number of similar clients that contribute to
the personalized cloud model in the server, k is also a hyperparameter of PFedAtt. In
Figure 2, we monitor the behavior of PFedAtt using several values of k while keeping other
hyperparameters the same. The results show that a proper choice of k can achieve the same
performance as setting k = M , which indicates that by encouraging the k-most similar
clients’ collaborations, the algorithm preserves its performance while saving communications
between the rest (M − k) clients and the server.
Local mini-batch size |B| PFedAtt allows participants to optimize Equation (19) locally,
where local mini-batch size |B| plays an important role. In Figure 3, when the size of the
mini-batch is increased, PFedAtt has a higher convergence rate. However, very large |B|
will slow the convergence of the algorithm and require more computations in participants.
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Table 2: Performance comparisons of different methods under IID data setting
Methods MNIST EMNIST FMNIST CIFAR100

FedAvg 99.24 73.41 90.15 49.33
VRL-SGD 98.15 71.34 88.84 42.20

L2GD 98.59 69.48 87.86 40.25
APFL 98.49 72.74 90.02 48.98

pFedMe 99.03 72.86 89.99 45.37
PFedAtt 99.10 73.25 91.04 46.55

Table 3: Performance comparisons of different methods under non-IID data setting
Methods MNIST EMNIST FMNIST CIFAR100

FedAvg 80.16 71.41 79.14 35.27
VRL-SGD 98.04 77.15 39.84 20.94

L2GD 91.27 77.53 87.62 48.81
APFL 85.02 58.86 83.81 16.19

pFedMe 96.34 81.12 90.01 53.17
PFedAtt 97.95 81.65 89.95 53.38

5.3. Non-IID Data Influences

We conduct various experiments to show the effectiveness of PFedAtt under IID and non-IID
data setting and compare the results with several state-of-the-art methods including VRL-
SGD Liang et al. (2019), L2GD Hanzely and Richtárik (2020), APFL Deng et al. (2020)
and pFedMe Dinh et al. (2020). The average testing accuracy in percentage evaluates the
performance of all the methods after 50 runs.

Table 2 shows comparison results of different methods under IID data setting. FedAvg
and VRL-SGD are popular algorithms for vanilla FL and act as baselines to show the
need for training personalized models. These single global model approaches achieve good
performance most of the time on IID data settings since clients are homogeneous and the
single model fits most of them successfully. The personalized FL algorithms L2GD and
APFL do not perform as well as FedAvg and VRL-SGD in IID data settings because
tuning local models in this setting may lead to overfitting.

PFedAtt, however, exhibits better performance comparing with other personalized algo-
rithms in IID data setting. Since participants are similar in this case, ai,js are close to each
other, which indicates that accomplishing collaborations among similar clients is equivalent
to that of FedAvg.

Table 3 presents comparison results under non-IID data setting. PFedAtt performs
comparably well as VRL-SGD on MNIST, pFedMe on FMNIST, and outperforms other
methods on EMNIST and CIFAR100. The superior performance is originated from encour-
aging collaborations among similar clients, which iteratively enhances the ability to alleviate
non-IID data by using attention-based grouping.
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6. Conclusion

This paper develops a novel theoretical framework to analyze the challenging personalized
FL under a heterogeneous setting. We provide the first fundamental understanding of the
general personalized FL framework to the best of our knowledge. Inspired by the theoreti-
cal analysis, we propose PFedAtt, which collaborates with similar clients by incorporating
attention-based grouping. We validate the effectiveness of PFedAtt both theoretically and
empirically. On a non-IID version of CIFAR100 dataset, PFedAtt generally achieves 6-9%
higher test accuracy than previous personalized methods. Future directions include extend-
ing the theoretical framework to adaptive optimization methods or group-based training
methods.
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