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EXPERIMENTAL SETUP

Details of Datasets Images in MNIST and Omniglot are of size 28 × 28, whereas ones in CIFAR-10 are 32 × 32. We
center crop images in CelebA with 148 × 148 bounding boxes and resize them into 64 × 64 following [Larsen et al., 2016,
Dinh et al., 2016]. Omniglot has 50 different alphabets and 2089 characters. Each alphabet has 41 characters on average and
each character belongs to only one alphabet. There are 11 images per character on average. The appearance of different
alphabets vary a lot while the appearance of different characters within the same alphabet are similar. The original number
of training images and test images are 24345 and 8070 respectively.
Details of Baselines

We use the open-source implementation of DRAW1 , VQ-DRAW2 , AIR3 , WGAN4 , and PixelCNN++5 .

For VAEs, we use an architecture with the number of parameters comparable to our model. We follow the hyperparameters
used in the original paper if they are given.
For DRAW, we use the same set of hyperparameters for both MNIST and Omniglot, i.e., the number of glimpses is 64, the
hidden size of LSTM is 256, the latent size is 100, the read-size is 2 × 2, and the write-size is 5 × 5. For experiments on
CIFAR-10 and CelebA, we use the number of glimpses as 64, the hidden size of LSTM as 400, the latent size as 200, the
read-size as 5 × 5, and the write-size as 5 × 5.
Experiments on VQ-DRAW follow the default setting as the released code. For AIR, we set the maximum number of steps as
3, following the setting in [Eslami et al., 2016]. Since AIR is originally tested on Multi-MNIST, where the number of digits,
sizes of digits, and locations of the digits vary. To adapt AIR to datasets we use, we increase the present-probability in their
prior as well as the box size and reduce the variance of the location in the prior. We try several groups of hyperparameters
(present-probability in {0.01, 0.6, 0.8}, object size in {8, 12, 20}, std of object location in {1.0, 0.1, 0.001}, and object scale
in {0.5, 1, 1.2, 2}) for the prior. The best hyperparameters we found are present-probability = 0.8, object size = 20, std
of object location = 0.001 for all datasets. The object scale is set to 0.7 for CelebA and 1.2 for the rest. We also tune the
weight of the KL term in their loss function. Specifically, we try the KL weight equal to 1 or 2 for the “what-to-draw" latent
variable in their model. We found 2 is better and fix it for the rest of experiments.
We show generated images from AIR on MNIST in Fig. 1 to give more intuition on why AIR has a low FID score. From Fig.
1a, we can see that the reconstruction quality of AIR is reasonable. In terms of generation, as illustrated in Fig. 1b, AIR fails
to generate realistic images which is consistent with numbers reported in Table 1, i.e., AIR has worse NLLs on both MNIST
and Omniglot datasets compared to other models. . One reason is that the prior of AIR is independent across time steps and
is still far from being as good as the posterior (e.g., comparing Fig. 1a with Fig. 1b). For example, the model chooses a
location to write at each time step without depending on where it wrote previously. Therefore, during sampling, the box
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(a) Reconstruction of AIR on MNIST. Each pair of images consist
of the original MNIST data on the left and the reconstructed image (b) Sampled images from AIR. The red boxes indicate the generfrom AIR on the right. The red boxes indicate the predicted loca- ated locations at each time step. The locations across time steps
tion at each time step. We can see that AIR is able to reconstruct vary in a somewhat arbitrary manner. Moreover, the appearance of
the original MNIST data. The model keeps refining the digits at some generated digits per step are too dim to be visible.
the same location across different time steps.

Figure 1: Sampled and reconstructed images from AIR.

location tends to jump in the canvas in an arbitrary manner. In our experiments, we set the variance of the object location in
the prior to be small, but parts (boxes) are still placed on the canvas somewhat randomly. This severely degrades the sample
quality since parts are not well aligned.
Details of Our Architecture For our prior model, we use a eight layer Vision Transformer [Dosovitskiy et al., 2020] with
hidden size 64 where each time step is one node and the sequence length is equal to the maximum time step. We use dropout
with probability 0.1 for Transformer which gives better training losses compared to the prior without dropout. Given a
canvas at t, we first have a shallow CNN to extract the feature. The shallow CNN consists of two layers with hidden size 16
and a ReLU unit after the first convolutional layer. The canvas feature is then added to the positional embedding to serve as
input feature to Transformer. The prior model can attend to the feature of the canvas at any time step < t and then predict
the “what-to-draw" zid , “where-to-draw" zloc , and “whether-to-draw" zis . The positional embedding follows [Vaswani et al.,
2017] and encodes the generation step index.
For experiments on Omniglot and MNIST datasets, our encoder consists of four convolutional layers, while the decoder has
two convolutional layers with stride 2, two convolutional layers with stride 1 and two transposed convolutional layers. All
convolutional layers are followed by Batch Normalization and a ReLU activation function. There are three independent
MLP heads to predict the approximated posteriors at T time steps. In particular, we uniformly divide the 2D feature map
into T parts and feed the t-th feature to get the corresponding zid , zloc , and zis at step t. We set the canvas size equal to the
image size for MNIST, Omniglot, and CIFAR-10 while use a downsampled (32 × 32) canvas for CelebA.
Details of Training We first train our prior model for 200 epochs with batch size 64 and learning rate 1e−4 . After
pre-training, we choose the prior model with the lowest validation loss and fix it during the training of the full model. The
full model is trained with batch size 150 and learning rate 1e−3 . We use the Adam optimizer for training the model. The
patch size and the number of parts in the part bank are 5 × 5 and 50 for MNIST and Omniglot, and 4 × 4 and 200 for
CIFAR-10 and CelebA. The maximum number of steps for MNIST and Omniglot is 36 and the maximum number of steps
for CIFAR-10 and CelebA is 64.
Optimization Our latent space contains discrete distribution, which makes the loss difficult to optimize. We use gumbelsoftmax [Maddison et al., 2016, Jang et al., 2016] for gradient estimation.
We can expand the KL term in our objective as follow:
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where we can apply the Monte Carlo estimators.
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MORE RESULTS

(1)
(2)

Method

MNIST

Omniglot

CIFAR-10

CelebA

28×28

28 × 28

32×32

64×64

VAE

≤ 87.00

≤ 107.90

≤ 5.70

≤ 5.76

NVAE

≤ 79.60

≤ 92.80

≤ 2.91

≤ 2.06

BIVA

≤ 78.41

≤ 91.34

≤ 3.08

≤ 2.48

Real NVP

80.34

99.60

3.49

3.07

PixelCNN++

79.92

90.82

3.10

2.26

AIR

≤ 128.40

≤ 116.08

*

*

DRAW

≤ 66.07

≤ 96.54

*

*

Ours

≤ 98.92

≤ 129.73

≤ 5.48

≤ 5.89

Table 1: Comparison against the state-of-the-art likelihood-based generative models. The performance is measured in
bits/dimension (bpd) for all the datasets but MNIST and Omniglot in which negative log-likelihood in nats is reported (the
lower the better in all cases). * entries are incomparable since they are using continues likelihood for data.

2.1

MORE RESULTS ON GENERATION

In Fig 2, we show more visualization of sampled images from different models on all datasets. From the figure, we can see
that our method clearly outperforms VAE and VQ-DRAW and is comparable to WGAN on all datasets (even better than
WGAN on Omniglot). We also compare our model against state-of-the-art likelihood based generative models in Table 1.
We again approximate the likelihood of VAE-family of models using importance sampling with 50 samples. From the table,
we can see that ours is comparable to other structured image models but worse than other generic models including the
vanilla VAE. This is likely caused by two facts. First, the construction and the dimension of the latent space between ours
and other VAEs are very different which would affect the numerical values of ELBO. Second, likelihood (or ELBO) in
general is not a faithful metric that well captures the visual quality of images.
2.2

MORE RESULTS ON LOW-DATA LEARNING

In Fig 3, we show more visualization of sampled images from our model under different percentages of training data. As
one can see from the figure, the visual quality of our samples improves as more training data is included. Even with 0.1%
training data, our model could still generate plausible faces on CelebA dataset.
2.3

ABLATION STUDY

To figure out a reasonable range of values fro the patch size K and the size of part bank B, we measure the visual quality of
the output of our heuristic parsing algorithm using the peak signal-to-noise ratio (PSNR). In particular, we paste all the
selected parts returned by our heuristic parsing on a blank canvas and compute the PSNR between the original image with
the created canvas. PSNR is computed as PSNR=20 log10 (MAXI ) − 10 log10 (MSE), where MAXI is the maximum value
of the pixel intensity and MSE is the mean squared error between the pasted canvas and the original image. For the threshold
 used in our heuristic parsing algorithm, we set its value as 0.01 based on the best PSNR.
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Figure 2: Visualization of generated images from different models on different dataset.
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Figure 3: Visualization of generated images from our model on all datasets under different percentages of training data.
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