Data-Dependent Randomized Smoothing

Motasem Alfarra ! ” Adel Bibi %"

Philip H. S. Torr 2 Bernard Ghanem !

! King Abdullah University of Science and Technology (KAUST), Saudi Arabia
ZUniversity of Oxford, United Kingdom

Abstract

Randomized smoothing is a recent technique that
achieves state-of-art performance in training cer-
tifiably robust deep neural networks. While the
smoothing family of distributions is often con-
nected to the choice of the norm used for certi-
fication, the parameters of these distributions are
always set as global hyper parameters independent
from the input data on which a network is certi-
fied. In this work, we revisit Gaussian randomized
smoothing and show that the variance of the Gaus-
sian distribution can be optimized at each input so
as to maximize the certification radius for the con-
struction of the smooth classifier. Since the data
dependent classifier does not directly enjoy sound
certification with existing approaches, we propose
a memory-enhanced data dependent smooth clas-
sifier that is certifiable by construction. This new
approach is generic, parameter-free, and easy to
implement. In fact, we show that our data depen-
dent framework can be seamlessly incorporated
into 3 randomized smoothing approaches, leading
to consistent improved certified accuracy. When
this framework is used in the training routine of
these approaches followed by a data dependent
certification, we achieve 9% and 6% improvement
over the certified accuracy of the strongest baseline
for a radius of 0.5 on CIFAR10 and ImageNet.

INTRODUCTION

! Despite the success of Deep Neural Networks (DNNs) in

various learning tasks [ ) )
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Figure 1: From fixed to data dependent smoothing. Us-
ing a fixed o for all inputs to smooth fy may under certify
(results in smaller certification radius) inputs far from de-
cision boundary e.g. x1, decrease in prediction confidence
as for x4 or produce incorrect predictions as for x3. Thus,
smoothing should vary per input (right figure) to alleviate
the aforementioned issues.

], they were shown to be vulnerable to small carefully
crafted adversarial perturbations [ s s
, ]. For a DNN f that correctly classifies
an image x, f can be fooled to produce an incorrect predic-
tion for x + n even when the adversary 7 is so small that =
and z + 7 are indistinguishable to the human eye. To circum-
vent this nuisance, there have been several works proposing
heuristic training procedures to build networks that are ro-
bust against such perturbations [ , ,

s ]. However, many of these works provided a
false sense of security as they were subsequently broken, i.e.
shown to be ineffective against stronger adversaries [

; , , , , I
This has inspired researchers to develop networks that are
certifiably robust, i.e. networks that provably output con-
stant predictions over a characterized region around every
input. Among many certification methods, a probabilistic
approach to certification called randomized smoothing has
demonstrated impressive state-of-the-art certifiable robust-
ness results [ s s , s

s ]. In a nutshell, given an input = and a base
classifier f, e.g. a DNN, randomized smoothing constructs
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a “smooth classifier” g(z) = E. p [f(z + €)] such that,
and under some choices of D, g(z) = g(x + ) 8 2 R.
As such, g is certifiable within the certification region R
characterized by x and the smoothing distribution D. While
there has been considerable progress in devising a notion of
“optimal” smoothing distribution D for when R is character-
ized by an ¢, certificate [ s ], a common trait
among all works in the literature is that the choice of D is in-
dependent from the input z. For example, one of the earliest
works on randomized smoothing grants /5 certificates under
D = N (0,0%I), where o is a free parameter that is constant
forall x [ , ]. That is to say, the classifier
f is smoothed to a classifier g uniformly (same variance
o?) over the entire input space of x. The choice of o used
for certification is often set either arbitrarily or via cross
validation to obtain best certification results [ ,

]. We believe this is suboptimal and that ¢ should vary
with the input x (data dependent), since using a fixed o may
under-certify inputs (i.e. the constructed smooth classifier
g produces smaller certification radii), which are far from
the decision boundaries as exemplified by z; in Figure 1.
Moreover, this fixed o could be large for inputs x close to
the decision boundaries resulting in a smooth classifier g
that incorrectly classifies « (refer to z3 in Figure 1).

In this paper, we aim to introduce more structure to the
smoothing distribution D by rendering its parameters data
dependent. That is to say, the base classifier f is smoothed
with a family of smoothing distributions to produce: g(x) =
Ec N(o,021) [f(x+€)] ? . Note here that the variance of
the Gaussian is now dependent on the data input x. More-
over, given that o, varies with z, classical randomized
smoothing based certification does not apply directly. We
propose a simple memory-based approach to certify the re-
sultant data dependent smooth classifier g. We show that
our memory-enhanced data dependent smooth classifier
can boost certification performance of several randomized
smoothing techniques. Our contributions can thus be sum-
marized in three folds. (i) We propose a parameter free
and generic framework that can easily turn several random-
ized smoothing techniques into their data dependent vari-
ants. In particular, given a network f and an input z, we
propose to optimize the smoothing distribution parameters
for every z, e.g. 0., so they maximize the certification ra-
dius. This choice of o, is then used to smooth f at x and
construct a smoothed classifier g. Moreover, as the data
dependent smooth classifier is not directly certifiable us-
ing [ ] MCMC approaches, we propose
a memory-enhanced data dependent smooth classifier for
certification. (ii) We demonstrate the effectiveness of our
memory-enhanced data dependent smoothing by showing
that we can improve the certified accuracy of several mod-
els, specifically models trained with Gaussian augmentation

>The paper mainly focuses on Gaussian smoothing, but the
idea holds for other parameterized distributions.

(COHEN) [ , ], adversaries on the smoothed
classifier (SMOOTHADV) [ s ], and radius
regularization (MACER) [ , ] without any
model retraining. We boost the certified accuracy of the best
baseline by 5.4% on CIFAR10 and by 2.8% on ImageNet
for /5 perturbations with less than 0.5 (=127/255) ball ra-
dius. (iii) We show that incorporating the proposed data
dependent smoothing in the training pipeline of COHEN,
SMOOTHADYV and MACER can further boost results to get
certified accuracies of 68.3% on CIFAR10 and 64.2% on
ImageNet at /5 perturbations less than 0.25.

2 RELATED WORK

Certified Defenses. Certified defenses aim to guarantee that
an adversary does not exist in a certain region around a
given input. Certified defenses can be divided into exact
[ , , , ,
] and relaxed certification [

s s s ]. Generally, exact
certification suffers from poor scalability with networks that
are at most 3 hidden layers deep [ , ]. On the
other hand, relaxed methods resolve this issue by aiming at
finding an upper bound to the worst adversarial loss over all
possible bounded perturbations around a given input [

s ]. However, the latter is too expensive for any
mixed certification-training routine.

s i i

Randomized Smoothing. The earliest work on randomized
smoothing [ s ] was from a differential
privacy perspective, where it was demonstrated that adding
Laplacian noise enjoys an ¢; certification radius in which
the average classifier prediction under this noise is constant.
This work was later followed by the tight ¢5 certificate ra-
dius for Gaussian smoothing [ s ]. Since
then, there has been a body of work on randomized smooth-
ing with empirical defenses [ , ] to certify
black box classifiers [ s ]. Other works de-
rived certification guarantees for ¢; bounded [ ,

], 1. bounded [ , ], and ¢, bounded
[ s ] perturbations. Even more recently,
a novel framework that finds the optimal smoothing distri-
bution for a given £, norm [ , ] was proposed
showing state-of-art certification results on ¢; perturbations.
We deviate from the common literature by introducing the
notion of smoothing, particularly Gaussian smoothing for /o
perturbations, which varies depending on the input. In partic-
ular, since an input x that is far from the decision boundaries
should tolerate larger smoothing (and equivalently have a
larger certification radius) as compared to inputs closer to
these boundaries, we optimize for the amount of smoothing
per input (specifically o) that maximizes the certification
radius. This proposed process is denoted as data dependent
smoothing where we provide a procedure for certifying the
resultant smooth classifier.



3 DATA DEPENDENT SMOOTHING

3.1 PRELIMINARIES AND NOTATIONS

input-label pairs(x;y) sampled from an unknown data
distribution. Unless explicitly mentioned, we consider a
classierf : RY ! P (Y) parameterized by where

P (Y) is a probability simplex ovek labels. We say that

f is "} certi ably accurate for an inpu, if and only if,
argmax.f¢(x) =argmax . f¢(x+ )=y 8k ky, r,
wheref ¢ is thec element off . That is to say, the classi-
er correctly predicts the label af and enjoys a constant
prediction for all perturbations that are in the , ball of ra-
diusr from x. As such, the overall, certi cation accuracy

Algorithm 1: Data Dependent Certi cation

Function OptimizeSigma( f ,x, , o,N):
Initialize: 2 0, K
fork=0:::K 1do
sample™;: >N N (0;1)
()= a7 i f x+ )

Ea( ) =max. ¢ ya =argmax, ¢

Eg( %) =mMaXcsy,
k

R( $)= 3+  YEa) '(Eg)
LT X T RO
K
X X
return

X

is de ned as the average certi ed accuracy over the data

distribution. Following prior art [ ,
], we focus ‘greerti cation.

3.2 OVERVIEW OF RANDOMIZED SMOOTHING

Randomized smoothing constructs a certi able classger
by smoothing a base classi ér. Forany > 0, the smooth
classieris dened asg (x) = E n (o; 21)[f (x+ )].
Letg predict labelcy for inputx with some con dence,
e E[f(x+ )= pa ps =maxcc, E [f(x+ )],
then,g is certi ably robust atx with certi cation radius:

R

Y(pa) Y(pg) : 1)

2

Here,g(x + )= g(x) 8k k2 R, where isthe CDF of

the standard Gaussian.

3.3 ROBUSTNESS-ACCURACY TRADE-OFF

Note that Equation 1 holds regardless of the prediation
made by the smooth classi @ . This suggests that one
can perhaps improve the robustnesg gfi.e. increase cer-

ti cation radius R whereg is constant, by increasing the
hyper parameter in Equation 1. However, to reason about
*5 certi cation accuracy, it is not enough to increase the
certi cation radiusR, as this requiregs to be the cor-
rect prediction forx by g . This reveals the robustness-
accuracy trade-off as one cannot improyeerti ed accu-
racy by only increasing the certi cation radils (robust-
ness) through the increase in This is because it comes
at the expense of requiring a classi gr that correctly
classi esx with correct labely under large Gaussian pertur-
bations (accuracy). As such, the following inequality should
holdE [f'(x+ )] pa ps MaxesyE [f(x+ )I.

3.4 DATA DEPENDENT SMOOTHING FOR
CERTIFICATION

The certi cation regiorR = f :k k, Rgatan inputx
is fully characterized by the classi ér and the standard
deviation of the Gaussian distribution Moreover, for a
givenf , the certi cation regionR varies at differenk,
when is xed, due to the nonlinear dependence of the
predictiongap (pa(x; )) Y(ps (x; )) onx. This
hints that, for a giveri , different inputsx may enjoy a
different optimal , that maximizes the certi cation region.
To see this, consider the three inpxis x, andxs all cor-
rectly classi ed by the binary classi e asG in Figure 1.
Using a xed to smooth the predictions &f , i.e. predict
with g , reveals that inputs, depending on how close they
are from the decision boundaries, can enjoy different levels
of smoothing without affecting the prediction gf. For
instance, as shown in Figure 1 for constanthe input far
from the decision boundary; could have still been clas-
si ed correctly with similarly large prediction gap even if
f were to be smoothed with a larger This indicates that
perhaps the certi cation radius & could have been en-
larged with a larger smoothing As for x,, we can observe
that while the prediction under this choice oby g is still
correct, the prediction gap *(pa(x; )) Yps (x; )
drops, due to having more Gaussian samples fall irGthe
region. Thus, a different choice ofcould have been used
to trade-off the drop in prediction gap and certi cation ra-
dius. Last, for the inputs that is very close to the decision
boundary, the sub optimal choice of(too large forxs)
could result in an incorrect prediction lgy. Despite the
observations that plays a signi cant role in’}, certi ca-
tion accuracy, certi cation methods generally ¢hoose
arbitrarily and {{) set it to be constant for ak. Based on
this observation, for a given smooth classi er with a speci ¢
0, Wwhere ( can be zero reducing the smooth classi er
tof , we seek to construct another smooth classi er with
parameter , for every inputx such that: i) the prediction
of both smooth classi ers (smoothing withy and ) is



identical for allx. (ii) The certi cation radius of the new Algorithm 2: Training with Data Dependent,,
smooth classi er at everx is maximized. To construct
a classi er smoothed with , enjoying the two previous
properties, leta be the prediction undery, smoothingj.e.
ca =argmax.E n . ,n[f “(x + )]. We maximizeR
in Equation 1 over for everyx by solving:

Function TrainBatch(  f ,fxi;yiol, . f x 08, .
n):
fori=1;:::;B do

L «, = OptimizeSigma (f ;Xi;; «x;;n)

TrainFunction fxiryiols f o
/I any training routine e.g. MACER
x argmax - YEN @ anlfx+ )l
! 2)
L maxE n @ a[fSx+ )] 3.5 MEMORY-BASED CERTIFICATION FOR
€6 Ca DATA DEPENDENT CLASSIFIERS

Since ! is a strictly increasing function, it is important Unlike previous approaches wheras constant for all in-

to note that solving Equation 2 for a xeg can atworst ~Puts, the data dependent classi@rwith varying per
yield a smooth classi er of an identical radius to when the NPUt can not be directly certi ed by the classical Monte

classi er is smoothed with o both predictingea for x. Carlo algorithms proposed by C [2019]. This is
since the data dependent classigrdoes not enjoy a con-

Solver. While our proposed Objective 2 has a similar stant within the given certi cation regioni.e.g tailors
form to theMACER regularizer [ , lused 3 new , for every inputx including within the certi ed
during training, ours differs in that we optimize for  region ofx. Informally, letR( ,,) be the radius of certi-
every x and not the network parameters which are  cation at x; granted by the data dependent classiger
xed here. A natural solver for 2 is stochastic gradient The data dependent classi does not guarantethat there
ascent with the expectation approximated wittMonte  can not existx, within the region of certi cation ofxy,
Carlo samples. As such, the gradient of the objectivg e kx, x,k, R( «,), whereg with , predictsx,

at the k™ iteration will be approximated as follows: gifferently fromx; breaking the soundness of certi cation.

k . .
I« ook Y maxesc, °( K) ; To circumvent this problem, we propose a memory-based

2
where ¢( k) = L fe(x + ) for 15015, procedure to certifying our proposed data dependent classi-

n
N (0; ( %)I). However, this estimation of the gradient er. Let fx;g, be a set of previously predicted inputs and
suffers from high variance due to the dependence of théC; g\, be their corresponding predictions with mutually

expectation on the optimization variablethat parame- exclusive , certi ed regionsR; for differently predicted in-

terizes the smoothing distributioN (0; 21) [ , puts,i.e.Ri\R ; = ;8i 6 j; G 6 G.Letxy+ beanew
]. To alleviate this, we use theparameterization trick  input with a certi ed regionR y +1 computed by the Monte
suggested by [ 1, Carlo algorithms of [ ] for the data depen-

[ ] to compute a lower variance gradient estimate fordent classi erg with predictionGy +1 . If there exists ai
our Objective 2. In particular, with the change of variablesuch thaRy+1 \R | 6 ;,Xn+1 2 Ri,andGy+1 6 G,
= ~where® N (0;1), Objective 2 isequivalent to we adjust the prediction of the data dependent classi er
g to beG and updatery +; to be the largest subset of
Rn+1 thatis a subset ®R; (see middle example in Figure
X:argmaxE L Eay (0;,)[f°A(x+ M 2). On the other hand, Ry+1 \R j 6 ;, Xn+1 2 R,
| 3) and thatGy+1 6 G_, we upd_ateRNﬂ to be t_he largest
' subset oRy +1 not intersecting withR; (see right exam-
max Exn o)lf S(x+ M) ple in Figure 2). We perform the previous operations for
all elements in the memory and asg +1 ; Gy+1 ;Rn+1
to memory. The aforementioned procedure grants a sound
Note that, unlike before, the expectation over the distributioncerti cation for the data dependent classi er preventing by
A N (0;1) no longer depends on the optimization variable construction overlapping certi ed regions with different pre-
. This allows the gradient of 3 to enjoy a lower variancedictions.While the memory-based certi cation is essential
compared to the gradient of 2 | , for a sound certi cation, empirically, we never found in any
, ]. Algorithm 1 summarizes the updatesf the later experiments a case where two inputs predicted
for optimizing for eachx by solving 3 withK steps of differently suffer from intersecting certi ed regions. That
stochastic gradient ascent. It is worthwhile to mention thais to say while our sound certi cate works on the memory-
the functionOptimizeSigma  in Algorithm 1 is agnostic  enhanced data dependent smooth classi er, we found that
of the choice of architectufe and of the training procedure the certi ed radius of the memory classi er for every input is
that constructed . the radius granted by the Monte Carlo certi cates of

1



Figure 2:Memory-based certi cation of the data dependent classi er.Given a memory of an inpwt; with a certi ed
regionR ; and another input, with a certi ed regionR ,. Three scenarios could arise wh&e andR ; intersectLeft:
The certi ed regions intersect while bo#y andx, share the same prediction. In this casgalong with its certi ed region
are directly added to memonyliddle: x; lies insideR ; with a different prediction fronx;. In this casex; is predicted
with the same prediction ag and added to memory along with the largest subs&ofhat is withinR ;. Right: x» lies
outside theR ; with a different prediction fronx; In this casex, with its prediction are added to memory along with the
largest certi ed region iR ; not intersecting withR ;.

[ ] for the data dependent classi er. Therefore andlependent smoothing only during certi catidare. without
throughout, we refer to the memory-enhanced data depeamploying any additional trainingii] Once data dependent
dent smooth classi er and data dependent smooth classi esmoothing is employed during training, we can improve
interchangeably. We elaborate more on this and provide athe certi ed accuracy even further. Since our framework is

algorithm in theAppendix. agnostic to the training routine, we incorporate it intfp (
COHEN [ , 1) SMOOTHADV |
, ] andi{) MACER[ , ]. Through-
3.6 TRAINING WITH DATA DEPENDENT out, we uséSto refer to when data dependent smoothing
SMOOTHING is used only in certi cation an®S? when it is used during

both training and certi cation.
Models that enjoy a largé, certi cation accuracy under i )
the randomized smoothing framework need to enjoy a largetuP-We conduct experiments with ResNet-18 and ReNet-
certi cation radiusR in Equation 1 for allx and be able 9 , lon CIFAR1O[ :
to correctly classify inputs corrupted with Gaussian noise~"°°] and ImageNet [Rus: g 1, respec-
i.e.g (x) = y. While there are several approaches to traintively. For CIFAR10 experiments, we _tr_a_ln_from s_cratch
f (or directlyg ) so as to output correct predictions for for 200 epochs. For ImageNet, we initialize using the
inputs corrupted with noise sampled frad(0; 21), all network param_eters.prowded by the authors. When
existing works x for all inputs during training. We Xed and following prior art,e.g. COHEN, SMOOTHADYV,
are interested in complementing these approaches witind MACER, we set 2 f0:12,0:250:50g and =~ 2
smoothing distributions that are data dependent. As such0-25 0:50; 1:0g for CIFAR10 and ImageNet, respectively,
we can employ the training procedure of these approachd@ raining and certi cation. We set = 10 * in Algo-
but with , computed byOptimizeSigma . Algorithm 2 rithm lland the initial ¢ to the used in training the
summarizes this proposed training pipeline. The functiof€SPective model. Unless stated otherwise, wenset1
TrainFunction  proceeds by performing backpropaga-In Algorithm 1. Following COHEN and SMOOTHADV,
tion using any training scheme, given the estimatgdfor we compare r_nodels using the approximate certi ed accu-
eachx;. We note that whenever Algorithm 2 is used, we "aCcy curve (simply referred to as certi ed accuracy) fol-
initialize , at each epoch with, computed at the pre- lowed by the en\_/elope curve over all We also report
vious epoch. Sinc€oHEN, SMOOTHADY andMACER  the Avegage Certi ed Radius (ACR) proposed by MACER
are among the most popular approaches that embed randofiStst | (xy)2s . R(F iX):1fargmax; g°(x) = vg,
ized smoothing certi cates as part of the training routine Wherelf :gis an indicator function. Followin@oHEN and
TrainFunction  refers here to any of these three train-all randomized smoothing methods, we certify all results
ing methods. Empirically, we show that we can boost allusingNo = 100 Monte Carlo samples for prediction and

three methods even further when models are trained withl = 100; 000 estimation samples to estimate the radius
Algorithm 2. with a failure probability 0f0:001given a smoothing .

4 EXPERIMENTS 4.1 COHEN +DS

We conduct two sets of experiments to validate our key con¥We combine data dependent smoothing v@thHEN. Fol-
tributions. () We show that we can boost certi ed accuracy lowing Gaussian augmentation, this method trdin®n
for several pre-trained models by using Algorithm 1 for data(x + ), where N (0; 21), with the cross entropy loss.



Figure 3:Certi ed accuracy comparison againstCohenper radius per .We comparéohenagainst our data dependent
certi cation Cohen-DSand when data dependency is incorporated in both training and certi catten-D$ for several

. The value of shown for our models in the legend refers to the optimization initializatipim Algorithm 1. We show
CIFAR10 and ImageNet results in rst and second rows, respectively, where the last column is the envelope.

Table 1:Best certi ed accuracy per radius and ACR of Cohen, Cohen-DS and Cohen-HS

CIFAR10 Radius | oo 25 050 075 1.00 1.25 150 1.75 2.00 2.25 2.56CR
Train  Certify
Cohen | FS FS |79.9 583 401 292 202 131 7.3 33 00 00 0..591
Cohen-DS| FS DS | 772 645 478 383 27.6 165 80 3.2 1207 05| 0.784

Cohen-DS | DS DS | 798 665 504 392 291 183 88 38 1406 0.2]0.764

ImageNet Radius | 55 o5 050 075 1.00 150 20 25 30 350 40CR

Train  Certify
Cohen | FS FS | 66.6 582 49.0 424 37.4 278 194 144 120 8.6 0.0.098
Cohen-DS| FS DS |67.8 614 53.6 456 42.0 30.4 234 188 14.6 10.2 2.0 | 1.257

Cohen-D$ | DS DS | 674 642 584 474 418 318 250 212 172 110 2.01.319

DS for certi cation only. We rst certify the trained mod- 40:1to47:8) and9:1% (from 29:2%to 38:3%), respectively,
els with the same xed used in training for all inputs, and by0:193ACR points on CIFAR10. Moreover, we boost
dubbedCoHEN. Then, we certify using the memory based the certi ed accuracy on ImageNet k6% and 3:2% at
certi cation the same trained models with the proposed dat®:5 and0:75 radii, respectively, and b§:159 ACR points.

dependent,, produced by Algorithm 1, which we refer DS for training and certi cation. We employ data depen-

to asCoOHEN-DS. Figure 3 plots the certi ed accuracy for LI - S
CIFAR10 and ImageNet in the rst and second rows, re_dent smoothing in both training and certi cation fGOHEN

_ 2 . .
spectively. Even though the base classiferis identical for g]osoil‘:':fgf\goltg dwft?;r%\lola;‘) :)s); x:tr;]m;]g dAlg?:rtgg]
CoHEN andCoHEN-DS, Figure 3 shows thaEoHEN-DS ' !

. . : . epochsj.e.K =0 in Algorithm 1, and then we perform data
is superior toCOHEN in certi ed accuracy across almost dependent smoothina witk = 1 for the remaining 150
all radii and for all training on both datasets. This is also P 9 - 9

evident from the envelope plots in the last column of FigureepOChs' For ImageNet experiments, we only netune the pro-

. . “vided models for 30 epochs using Algorithm 2 wikh= 1.
3. In Table 1, we report the best certi ed accuracy per radius L . . .

o ; Once training is complete, we certify all trained models with
over all training for COHEN (envelope gure) against our

bestCOHEN-DS, cross-validated over all trainingand the Algorithm 1 using the memorg based cert c;anon. In Flgqre
. . . : - . 3, we observe thaEoHEN-DS® can further improve certi-
number of iterations in Algorithm K , accompanied with

the corresponding ACR score. For instance, we observe tha?oI accuracy across all trained models on both CIFAR10

o o and ImageNet. This is also evident in the last column of
data dependent certi catio€OHEN DS can signi cantly Figure 3 that shows the best certi ed accuracy per radius
boost certi ed accuracy at radd:5 and0:75 by 7:7% (from 9 yp



Figure 4:Certi ed accuracy comparison against SmoothAdv per radius per . We compareéSmoothAdvagainst
SmoothAdv-DS and SmoothAdv-BSWe show CIFAR10 and ImageNet results in rst and second rows, respectively.

Table 2:Best certi ed accuracy per radius and ACR of SmoothAdv, SmoothAdv-DS and SmoothAdv-HS

CIFAR10 Radius | o5 555 050 075 1.00 125 150 175 200 225 2saCR
Train  Certify

SmoothAdv FS FS 76.0 624 46.7 346 265 195 129 75 0.0 0.0 g.@.681

SmoothAdv-DS | FS DS 75.7 664 521 388 306 222 150 85 42 18 .®.799

SmoothAdv-DS | DS DS 76.2 66.8 528 393 308 226 151 88 43 20 .0.812
Radius l
ImageNet . . 00 025 050 075 100 150 20 25 3.0 350 .0ACR
Train  Certify

SmoothAdv-DS | FS DS 620 604 574 532 470 392 292 238 196 1538.2 | 1445
SmoothAdv-DS | DS DS 62.2 606 588 542 482 430 306 254 216 186@.2 | 1514

SmoothAdv FS FS 60.8 578 546 504 422 356 256 204 180 14.2 T.Q.ZS?

(envelope) over all training. We note thalCOHEN-DS? imizes logE N (o 21) [f Y(x+ )], wherekx® xk
improves the certi cation accuracy @OHEN-DS by 2:6% .For CIFAR10 experiments, we follow the training proce-
and by0:9% at radii0:5 and0: 75 respectively on CIFAR10, dure ofSMOOTHADV, where the adversagyis computed

and by4:8% and 1:8% at radii 0:5 and0:75 respectively  with 2 PGD (proximal gradient descent) steps with 0:25

on ImageNet. The improvements are consistently preserand one augmented sample to estimate the expectation. For
over a wide range of radii on both datasets. We do obhnageNet experiments, we use the best reported models, in
serve that the ACR score f@@oHEN-DS? on CIFAR10 terms of certi ed accuracy, provided by the authors, which
marginally drops compared t0OHEN-DS. We believe that correspond to = 0:5for = 0:25and = 1:0 for

this is due to the fact that some inputs that are classi ed 2 f 0:5; 1:0g.

correctly at the small radii have an overall larger certi ca-
tion radius forCOHEN-DS compared t€COHEN-DS? on Cl-
FAR10. RegardlessCOHEN-DS? substantially outperforms
COHEN by 0:173ACR points. As compared t6OHEN-DS,
COHEN-DS? improves the ACR on ImageNet froin257

t0 1:319

DS for certi cation only. Similar to COHEN, we rst cer-

tify SMOOTHADV models trained with the same xed.
Then, we certify the proposed data dependgniodels
using the memory-based certi cation, which we refer to
as SMOOTHADV-DS. In Figure 4, we show the certi ed
accuracy for both CIFAR10 and ImageNet in the rst and
second rows, respectively. The last column shows the en-
velopes per radius. Even though they both share the same
classi erf , SMOOTHADV-DSsigni cantly improves upon
SMoOTHADV over all radii and all values of in training

for both CIFAR10 and ImageNet. In particular, for models
trained with = 0:25, SMOOTHADYV achieves a zero cer-

4.2 SMOOTHADV + DS

We combine our data dependent smoothing strategy with th
more effectiveSMOOTHADV, which trains the smoothed
classi er for everyx on the adversarial exampkethat max-



Figure 5:Certi ed accuracy comparison againstMACER per radius per . We compareMACER againstMACER-DS
and MACER-D$ for several on CIFAR10 with the last column showing the envelope.

Table 3:Best certi ed accuracy per radius and ACR of MACER, MACER-DS and MACER-D3on CIFAR10.

CIFAR10 Radius | o0 o5 050 075 1.00 125 150 175 200 225 2.54CR
Train  Certify

MACER FS FS | 788 59.3 436 347 266 194 130 750 00 00 0.0.702

MACER-DS | FS DS | 795 667 523 430 308 195 128 7.58.97 1.67 05| 0.841

MACER-DS | DS DS | 824 683 527 435 317 206 138 7.92.65 139 04| 0.807

ti ed accuracy for large certi cation radii ( 1:0), while
SMOOTHADV-DS achieves non-trivial certi ed accuracy in
these cases. Similar to the earlier setup, we report the best
certi ed accuracy along with the ACR scores in Table 2. We
improve overSMOOTHADV by large margins. For example,
the certi ed accuracy ad:5 radius increases §.4% and
2:8%on CIFAR10 and Imagenet, respectively. The improve-
ment is consistent over all radii. The ACR also improves by
0:118and0:1580n CIFAR10 and ImageNet, respectively.

DS for training and certi cation. We ne tune the

SMOOTHADYV trained models (either the retrained CIFAR10

models or the ImageNet models provided®WoOTHADV)

using Algorithm 2, where , is computed using Algo- Figure 6:Qualitative examples of estimated , on differ-
rithm 1. We report the per certi cation accuracy compar- entinputs. From left to right of rst row: clean image, xed
ing SMOOTHADV-DS? (certi ed also using memory based = 0:5 and estimated, = 0:368 maximizing certi ca-
certi cation) to bothSMOOTHADV-DS andSMOOTHADYV. tion radius. Similarly for second row but with= 0:25and
SMOOTHADV-DS? further improves the certi ed accuracy , = 0:423 This demonstrates that that maximizes the
as compared t&MOOTHADV-DS with performance gains radius should vary per input

more prominent on ImageNet. While the improvement of

SMOOTHADV-DS? over SMOOTHADV-DSis indeed small,

e.g.0:7% at radius0:5 on CIFAR10, we observe that the 554 gepends on While this seems to be similar in spirit to

performance gaps are much larger on ImageNet reaching,, 5 nroach, we in fact maximize the certi cation radius
1:4% at 0:5 radius as shown in Table 2. We see a S'm”arover with xed parameters for everyx. We conduct

trend in ACR with improvements dJ:013 and 0:069 g? experiments on CIFAR10 following the training procedure
CIFAR10 and ImageNet, respective§MOOTHADV-D of MACER estimating the expectation wif¢ samples,
boosts the certi ed accuracy &0OTHADV at radius 0.5 = 12,and = 8. We setn = 8 in Algorithm 1 with

by 6:1% and4:2% on CIFAR10 and ImageNet, respectively. jpiations om = 1 in the appendix.

DS for certi cation only. Similar to the earlier setup in
4.3 MACER +DS COHEN andSMOOTHADYV, we certify models with xed

and then with data dependent using the memory based
We integrate data dependent smoothing withincerti cation, referred to aBlACER-DS In Figure 5, we ob-
MACER which trains g by minimizing over the serve thaMACER-DSsigni cantly outperformsMACER
parameters the following objective logg (x) + particularly in the large radius region. This can also be seen
— max 2R.0 :1fargmax, g°(x) = yg: whereR in the envelope gure reporting the best certi ed accuracy



Table 4:Best certi ed accuracy per "; radii and ACR of
YANG and YANG-DS.

"I(CIFAR10) | 0.0 025 05 075 1.0 15 20 ACR
YANG ‘92 83 75 71 46 0 0 0775

YANGDS 92 89 82 76 58 6 2 0.946

“(ImageNet)| 0.0 0.25 05 075 1.0 15 20 ACR

Figure 7:Varying K in Algorithm 2. Left gure shows YANG ‘ 8 73 67 63 0 0 0 0683
certi cation with ¢ = 0:120n CIFAR10 and , = 0:50n YANGDS /9 76 70 65 46 0 0 0729
ImageNet is shown at the right.

memory-enhanced data-dependent smoothing yields consis-
per radius over . Slmllarly, Table 3 demonstrates the bene-tent improvement in thé]_ certi ed accuracy. We report an
ts of data dependent smoothing, where it boosts certi edimprovement of 7% and 3% over the state of the art certi ed
accuracy byr:4% (from 59:3%1t0 66:7%) and8:7% (436 accuracy at; radius of 0.5 on CIFAR10 and ImageNet,
to 52:3) at 0:25 and0:5 radii, respectively. Moreover, we respectively. At last, we note similar improvement to the
improve ACR by0:139points. ACR as reported in Table 4.

DS for training and certi cation. We incorporate data
dependent smoothing as part BFACER training and
certi cation in a similar fashion to the earlier setup,
dubbedMACER-DS’. Figure 5 shows the improvement of

4.5 DISCUSSION AND ABLATION

MACER-DS over the certi cation onlyMACER-DSover Varyllng K. We pose the qugstpn: dpes attalmng better
OIsolutlons to our proposed Objective 3 improve certi ed ac-

all trained models. Table 3 summarizes the best certi e . . .
: curacy? To answer this, we control the solution quality of
accuracy per radius. Overall, we nd that the performance o . . .
« by certifying trained models with a varying number of

is comparable or slightly better thanACER-DS, which stochastic gradient ascent iteratidfisn Algorithm 1. In

T s i

IS St'“_ signi cantly better thanMACER by 8'(.57 at ra particular, we certify the trained modeds100THADV-DS?

dius0:5. We also observe thtid ACER-DS enjoys better

. : andSMOOTHADV-DS on CIFAR10 and ImageNet, respec-
ACR thanMACER-DS with both being far better than the ¢ : .
MACER baseline tively, with a varyingK . We leave the rest of the exper-
' iments for other models to theppendix. We observe in

Figure 7 that the certi ed accuracy per radius consistently

4.4 DS FOR™; CERTIFICATES improves a increases, particularly in the large radius
regime. This is expected, since Algorithm 1 produces better

At last, we extend our methodology t@ certi cation. We  optimal smoothing , per inputx with largerK , which

leveraged the results of [ ] that derived thén turn improves the certi cation radius leaving room for

tightest ; certi cate using randomized smoothing with uni- improvements with more powerful optimizers.

form distributionU[ ; ]%. The certi ed radius in that case

has the forrR; = (pa  ps). We replace our objective

in Equation (3) with:

Visualizing . We show the variation of , that maxi-
mizes the certi cation radius over different inputsFigure

6 shows two examples, where the rst and fourth columns
contain the clean images. In the second column, a choice

x =argmax  E g, p(f*(x+ ) of xed = 0:5is too large compared to our estimated
I (4) « = 0:368that maximizes the certi cation radius as per
c _ Algorithm 1. As for the fth column, we observe that a con-

maxE g ; p(fix+ ) - stant = 0:25is far less than , = 0:423 This indicates

that indeed the , maximizing the certi cation radius varies
We solved our objective in E3) in an identical fash- signi cantly over inputs.
ion to our Algorithm 1 with the same hyperparameters for

2 f 0:25; 0:5; 1.0g in certi cation on both CIFAR10 and

ImageNet. Further, we combine our data-dependent smooth CONCLUSION
classi er with the memory based algorithm proposed in Sec-
tion 3.5. It is worthwhile mentioning that similar to thg  In this work, we presented a simple and generic framework
case, the memory based algorithm did not nd any overlapto equip randomized smoothing techniques with data de-
between the certi ed regions of any pair of instances. Wependency. We demonstrated that combining data dependent
report the results in Table 4. We observe that, similar to ousmoothing with 3 randomized smoothing techniques pro-
extensive experiments on the certi cate, our proposed vided substantial improvement in their certi ed accuracy.
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A IMPLEMENTATION DETAILS

For reproducibility, we will release the full code upon acceptance. Nevertheless, we give the detailed implementation of
Algorithm 1 in PyTorch [ ] below.

import torch

from torch.autograd import Variable

from torch.distributions.normal import Normal

def OptimzeSigma(model, batch, alpha, sig_0, K, n):
device='cuda:0'
batch_size = batch.shape[0]

sig = Variable(sig_0, requires_grad=True).view(batch_size, 1, 1, 1)
m = Normal(torch.zeros(batch_size).to(device), torch.ones(batch_size).to(device))

#Reshaping for n > 1

new_shape = [batch_size * N
new_shape.extend(batch_size)

new_batch = batch.repeat((1,n, 1, 1)).view(new_shape)
sigma_repeated = sig.repeat((1, n, 1, 1)).view(-1,1,1,1)

for _ in range(K):
eps = torch.randn_like(new_batch) *sigma_repeated #Reparamitrization trick
out = model(new_batch + eps).reshape(batch_size, n, 10).mean(1l) #10 for CIFAR10

vals, _ = torch.topk(out, 2)

vals.transpose_(0, 1)

gap = m.icdf(vals[0].clamp_(0.02, 0.98)) - m.icdf(vals[1].clamp_(0.02, 0.98))
radius = sig.reshape(-1)/2 * gap # The radius formula

grad = torch.autograd.grad(radius.sum(), sig)

sig.data += alpha xgrad[0] # Gradient Ascent step

return sig.reshape(-1)

For comparisons against [ ], we followed their of cial codetps://github.com/locuslab/

smoothing . We also followed the common practice in using their provided code for certifying all models in all
of our experiments. For comparisons agaistoothAdy , ], we also followed their of cial im-
plementation inhttps://github.com/Hadisalman/smoothing-adversarial and similarly forMACER
https://github.com/RuntianZ/macer

B DATA DEPENDENT GREEDY SEARCH OVER

We observe that the optimization problgf) that we solve for every inpwt is one dimensional in, . In this section,

we show that heuristic grid search procedures are far inferior to solving Equa)iarith our solver in Algorithm 1.

In particular, we show that under the same sample complexity as our approach for data dependent certi cation a trivial
heuristic grid search as a baseline does not work. We conduct experiments where we only certify with data dependent
smoothing a pre-trained model SmoothAdv with training f 0:12; 0:25:0:50g on CIFAR10. We examine a single model
SmoothAdv-DSwhich is certi ed withK = 100 iterations and witm = 1 to approximate the expectation in Algorithm 1.
Observe that since = 1, and including the forward and backward passes computation, our data dependent certi cation of
SmoothAdv-DShas a total 0R0Q, sinceK = 100, evaluations for every givex before performing the certi cation with the
optimized . To that end, we compare against a crude grid search baseliné,gwand for a fair comparison, with a total

of 200evaluations. We restrict the grid search'tp2 [0; 1] with a resolution ofi=200 so that the total number of evaluations

is always exactly 200 similar to our SmoothAdv-DS. That is to say, the grid heuristic search solves the following problem:

| 11
A, = arg max - . % o (x + M) U maxt fex+ N (5

S .20 e e 2 c6ca N .
i2f Oiggi 300+ 1 200319 i=1 A =



Figure 8:Certi ed accuracy per radius per comparison of SmoothAdv against greedy search heuristic data
dependent smoothing on CIFAR10.We observe that when the number of samples Equation 5 the better the
performance. Moreover, and despite that the total number of evaluations of the data dependent certi cation matches our
approactsmoothAdv-DSeported in Figure 4, the performance is still far inferior to even data dependent certi cation as
also evident from the last envelope gure.

We also explore with the number of samplesta f 1; 2; 4; 10g for the grid search pipeline. Note that this trades-off the
accuracy of the expectation approximation to the resolution of the solytion

We summarize our results in Figure 8. Note that in the rst three gures, we report certi ed accuracies for when the model
is certi ed with the same = f0; 12; 0:25; 0:50g used in training without data dependent smoothing, i.e. xedr all

inputs. We refer to these plots 8moothAdv-0.12SmoothAdv-0.25and SmoothAdv-0.50In addition, we refer to the

data dependent baseline grid search heuristignagothAdv-GDS-n-1SmoothAdv-GDS-n-2SmoothAdv-GDS-n-4and
SmoothAdv-GDS-n-1@vheren refers to the number of samples approximating the expectation in Eq&jioife report

the envelops in the last gure.

At rst we observe that the largar used to approximate the expectation, the better the overall certi cation accuracy. This

is regardless of the used to train the model. However, the performance is still far inferior to the baseline that is data
independentvhich is inferior to our approach. This is also evident from the envelope last gure. This indicates that while
data dependent smoothing is essential towards improving performance, a careful optimization is necessary for it to work.
We reiterate here that both the grid search heuristic and our approach use the same number of evieddu20nsyhen
certifying the model; however, our approach reported in Figure 4 are far more superior.

C MEMORY-BASED CERTIFICATION FOR DATA DEPENDENT CLASSIFIERS

Algorithm 3: Memory-Based Certi cation

Input: input pointxy +1 , certi ed regionR y +1 , predictionGy +1 , and memonM
Result: Prediction forxy +1 and certi ed region aky +1 that does not intersect with any certi ed regionNh.
for (xi;G;Ri) 2M do

if Gi+1 6 G then

if Xn+1 2R then

Rn+1 =LargestinSubset  (Ri, Rn+1),

RN +1 Rn+1;

CN +1 c i

else ifIntersect  (Ry+1;R;)then

RY,, =LargestOutSubset (Ri, Rn+1);

Rn+1 R [(3] +1

end
add(Xn+1;Gu+1 RN+ tOM
return Gy+1, Rn+1;

LetM = f(x;;G;Ri)d\, be set of the triplets: the input, the prediction ofk; denoted byG and the certi cation

region atx; denoted af; which is characterized by the certi cation radiRs and the centex;. Moreover, we assume
thatR;\R ; = ;;8i 6 j; G 6 G. That s to say, none of the certi cation regions of the inputs stored in the mektory
intersect for inputs with different predictions. This is the key property for a sound certi cation procedure. Otherwise, if
such a property does not hold, then this implies that the data dependent classi er produces different predictions within
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the same certi ed region. In what follows, and to circumvent this nuisance in the data dependent ctassierely on
updating the memory while enforcing this property to hold. In particular, we certify the data dependent classi er using the
classical Monte Carlo approach by [ ] while guaranteeing that the certi ed regions does not intersect with
the certi cation region of any previously predicted inputs.

In what follows, we present Algorithm 3 that enforces the non-intersection property of certi ed rdgioh®t R +1

be the certi ed region aky+; of g . (i) If XxNy+1 2 R andargmax. g°(xn+1) 6 G, we nd the largestRy 41 such
that the following two properties hol®y+1 R n+1 @ndRy+1 R . For when the certi ed regionR; are simple
“-balls, nding the largesR Y +1 satisfying previous two properties is straightforward. We denote this with the function
LargestinSubset (second example in Figure 2). We then updaig,; with the re nedRy+1 and change +1

to G. (i) Otherwise, ifRy+«1 \R | 6 ; wherexy+1 2 R; andargmax, g°(Xxn+1) 6 G, we nd R ,, such that
R%.; R n+1 isthe largest subset &y .1 non-intersecting witlR ;. We denote this functiobargestOutSubset

(third example in Figure 2). We then upd&®e +1 Wwith the re nedR Y, ,; . Moreover, computing.argestOutSubset

for whenR; are™;-balls is straightforward. At last, note thiatersect is a function that returns whether twg-balls
intersect. At last, we then addcy +1 ; Gy +1 ; Rn+1) to memory. We provide below a pytorch implementation of the
memory-based certi cation of the pseudo-algorithm 3.

While the memory-based certi cation is essential for a sound certi cation, empirically on CIFAR10 and ImageNet, we
never found in any of the experiments a case where two inputs predicted differently suffer from intersecting certi ed regions.
That is to say, the certi ed regions in the memory for every input is the certi ed regions granted by the Monte Carlo
certi cates of [ ] for the data dependent classi er. We hypothesize that this is due to the following reasons:
(i) Image datasets have very high dimensionality, resulting in samples very far apart, compared with the certi ed radius that
randomized smoothing could provide. Thus, it is very unlikely to nd two samples that have intersecting certi ed regions.
(ii) Even if the rare case where two image inputs are close to one another that their certi ed regions intersect, we found
that the data dependent classi@r predicts these inputs similarly (the left example of Figure 2). This is since the data
dependent classi er is trained to output smooth predicti@prediction changes are small for small input changes, resulting

in a shared predictioriii) To maintain reasonable test accuracy on clean samples, the valugamaf correspondingly
optimized , used in smoothing are moderately I¢w, ~ 1:0). This results in limited smaller certi ed regions; balls of

radii 4 , which is much smaller than the distance between inputs in higher dimensiona¢ datmégeNet).

It is worthwhile mentioning that while the memory-based certi cate could work, in principle, independently without being
combined with the data dependent smooth classi er under any arbitrary choice of a certi cation radius for every input; this
results in a sub-optimal certi cation. This is since this may result in one of the following situatipisssigning large radii

for every input will yield a classi er that is very robust, but inaccurate. This is since several new points to be certi ed later
will more likely fall in the certi cation region requiring either changing their prediction (inaccurate predictions) or reducing
their certi cation radius. Therefore, measuring the certi ed accuracy for such a classi er will be very poor since it counts

for both accuracy and robustneé§. Assigning, on the other hand, small certi ed radii for every input will result in a highly
accurate classi er but very low robustness. Hence, this also results in a very small certi ed accuracy at large radii. Therefore,
we combine the memory based certi cate with our data-dependent smooth classi er that has a better robustness/accuracy
tradeoff.

For completeness, we provide the full implementation of the memory-based algorithm using PyTorch.

import torch
class Memory_Based_Certification(object):
def __init_ (self):
self.saved_radii = []
self.saved_images = []
self.saved_predictions = []

def _internal_adjustment(self, img, rad, pre):
diff = torch.norm(img.reshape(1, -1) - torch.stack(self.saved_images).reshape(len(
self.saved_radii), -1), dim=1)

where_overlap = diff < (torch.tensor(self.saved_radii) + rad)
#Check whether this image is with overlap with any other instances
if where_overlap.any():

preds_overlap = self.saved_predictions[where_overlap]
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where_overlap_diff_class = preds_overlap != pre

#Check whether this image is with overlap with instances with different
prediction
if where_overlap_diff_class.any():
#Get the radii, differences where the overlap
saved_radii_with_overlap = self.saved_radiijwhere_overlap]
dif_with_overlap = difffwhere_overlap]

preds_overlap_with_diff_class = preds_overlap[where_overlap_diff _class]

rad_with_overlap_diff_class = saved_radii_with_overlap[
where_overlap_diff_class]

dif_with_overlap_diff_class = dif_with_overlap[where_overlap_diff_class]

rad, rad_idx = torch.min(dif_with_overlap_diff_class -
rad_with_overlap_diff_class)

if rad.item() < O:
pre = preds_overlap_with_diff_class[rad_idx]

rad = torch.abs(rad).item()
return rad, pre

def adjust_radius(self, img, rad, pre):
#The img already exists in the saved dictionary
if img in self.saved_images:
idx = self.saved_images == img
return self.saved_radii[idx], self.saved_predictions[idx]

if self.saved_radii != []: #Saved dictionaries are not empty
rad, pre = self._internal_adjustment(img, rad, pre)

self.saved_radii.append(rad)
self.saved_images.append(img)
self.saved_predictions.append(pre)
return rad, pre

D ADDITIONAL VISUALIZATIONS

Here, we show similar results to the one in Figure 6. Similar to the earlier observations, while model parameters are xed,
optimal smoothing parameters vary per sample.






