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Abstract

The front-door criterion can be used to identify
and compute causal effects despite the existence
of unmeasured confounders between a treatment
and outcome. However, the key assumptions – (i)
the existence of a variable (or set of variables) that
fully mediates the effect of the treatment on the
outcome, and (ii) which simultaneously does not
suffer from similar issues of confounding as the
treatment-outcome pair – are often deemed implau-
sible. This paper explores the testability of these
assumptions. We show that under mild conditions
involving an auxiliary variable, the assumptions
encoded in the front-door model (and simple exten-
sions of it) may be tested via generalized equality
constraints a.k.a Verma constraints. We propose
two goodness-of-fit tests based on this observation,
and evaluate the efficacy of our proposal on real
and synthetic data. We also provide theoretical and
empirical comparisons to instrumental variable ap-
proaches to handling unmeasured confounding.

1 INTRODUCTION

Adjustment on a set of observed covariates satisfying the
backdoor condition [Pearl, 1995a] is a common strategy for
estimating causal effects from observational data. However,
in many practical scenarios, it may be impossible to find co-
variates satisfying this condition due to the presence of one
or more unmeasured confounders affecting both the treat-
ment and outcome. Two alternatives have received attention
in the literature: (i) front-door adjustment [Pearl, 1995a] and
(ii) instrumental variable methods [Wright, 1928, Balke and
Pearl, 1993, Angrist et al., 1996]. Prior work has focused
on proposing criteria to ensure reliability of effect estimates
obtained from instrumental variable (IV) models e.g., via
falsification of its assumptions [Pearl, 1995b, Wang et al.,

2017, Finkelstein et al., 2021], or in special cases, confir-
mation in over-identified models; see Kitagawa [2015] for
an overview. In contrast, little attention has been given to
proposing restrictions on the observed data that falsify or
confirm the assumptions of the front-door model. Such crite-
ria are important, as when front-door adjustment is possible,
an analyst may prefer to use it over IV methods, which do
not always yield point identification of the causal effect,
or may impose extra restrictions (e.g., effect homogeneity)
beyond the structural assumptions of the model. Empirical
evaluations also suggest that front-door adjustment can re-
cover reasonable estimates of causal effects in real-world
settings where unmeasured confounding is to be expected
[Glynn and Kashin, 2013, 2018, Bellemare et al., 2019].

While front-door adjustment offers an appealing alterna-
tive in settings where standard covariate adjustment is not
possible, several authors have cast doubt on whether the
assumptions encoded by the model are plausible in prac-
tice [Cox and Wermuth, 1995, Koller and Friedman, 2009,
Imbens, 2020]. In this work, we aim to bridge the gap in
testability of the front-door model. Our contributions can
be summarized as follows: (i) We show that if a particular
(well-known) generalized equality constraint a.k.a Verma
constraint [Verma and Pearl, 1990, Spirtes et al., 2000]
holds in the observed data distribution between an “anchor”
variable and the outcome, it is sufficient to ensure that the
assumptions of the front-door model are satisfied; (ii) We
propose ways of testing this constraint with finite samples.
The tests rely on variationally independent pieces of a nat-
ural parameterization of the observed likelihood, and have
the appealing property that they require little additional
modeling than what is typically used in inverse probability
weighted estimators for the front-door functional proposed
by Fulcher et al. [2020] and Bhattacharya et al. [2020]. That
is, models used to perform the test can be re-used for down-
stream causal effect estimation (if the test indicates it is ok
to proceed); (iii) Finally, we provide theoretical and empir-
ical comparisons between IV and front-door models. We
show that our proposed criterion for testing the front-door
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assumptions can be combined with a simple conditional
independence test that enables testing the validity of the
anchor variable as an instrument. That is, we show it is pos-
sible to test an intersection model where both the IV and
front-door conditions are met; we hope this opens avenues
for future research into combining estimates from the two
adjustment strategies with certain robustness properties.

Related work: Works like Maathuis et al. [2009] and Malin-
sky and Spirtes [2017] apply causal discovery methods (for
systems with and without latent confounders respectively) to
identify sets of variables that might satisfy the backdoor con-
dition with respect to various treatment-outcome pairs. Ent-
ner et al. [2013] and Shah et al. [2022] propose an ordinary
independence criterion that uses an anchor variable to deter-
mine if a set of pre-treatment covariates satisfy the backdoor
condition with respect to a given treatment-outcome pair
(these techniques avoid running an entire causal discovery
search procedure.) These works (and others regarding test-
ing the validity of IVs cited in the introduction) are most
similar to our own, except we define a criterion that uses a
generalized equality constraint involving the anchor variable
to determine whether a proposed set of mediators satisfy
the front-door conditions. To our knowledge, the use of
Verma constraints for this purpose has not been explored
before. With regards to procedures for testing Verma con-
straints, one of the inverse weighting procedures we propose
uses different pieces of the model likelihood than what is
typically used in the phrasing of the constraint; the sec-
ond procedure represents a stabilized version [Hernán and
Robins, 2006] of the usual weights used in Verma tests.
Our methods also complement work by Thams et al. [2021]
who proposed a weighted resampling scheme for producing
pseudo-datasets that mimic a post-intervention distribution
such that applying any (potentially non-parametric) condi-
tional independence test to the pseudo-dataset amounts to
testing the Verma constraint itself. That is, the methods of
weight generation we propose can be plugged into the re-
sampling schemes of Thams et al. [2021] to produce distinct
non-parametric tests; we expand on this in future sections.

2 PROBLEM SETUP & MOTIVATION

Consider a setting where the analyst is interested in comput-
ing the causal effect of smoking (treatment A) on develop-
ing coronary heart disease (outcome Y ). A common target
of interest to quantify such effects is the mean contrast in
outcomes under two different (hypothetical) interventions.
More formally, the average causal effect (ACE) can be
defined as the contrast E[Y |do(a)]− E[Y |do(a′)], where
do(·) denotes an intervention [Pearl, 2009]. The ACE may
be identified as a function of observed data given sufficient
restrictions on a causal model. For example, given a set of co-
variates C, the ignorability assumption Y (do(a)) ⊥⊥ A|C,
along with positivity of the distribution p(A|C) and consis-

A M Y
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Figure 1: (a) The front-door model; (b) The front-door
model with an anchor variable Z.

tency, yields identification of the ACE via the adjustment
formula: E[E[Y |A = a,C]− E[Y |A = a′, C]].

Often, the analyst is unable to obtain information on all
relevant confounders. In the language of causal graphs, this
corresponds to the existence of unmeasured variable(s) U,
such that structures of the form A←U→Y are present
in the underlying hidden variable causal model (i.e., U is
a common cause of A and Y ). Such structures are often
summarized via a bidirected edge A↔Y in graphical rep-
resentations of the observed margin of the model known as
acyclic directed mixed graphs (ADMGs). Simple covariate
adjustment is insufficient to obtain unbiased estimates of
the causal effect in such settings. However, Pearl [1995a]
showed that if one were able to obtain measurements on
a mediator (or set of mediators) M such that the causal
structure shown in Fig. 1(a) holds, then even if all com-
mon confounders are unobserved, the counterfactual mean
is identified as the following functional of the observed data:

E[Y | do(a)] =
∑
M

p(M |A = a)×
∑
A

p(A)× E[Y |A,M ]. (1)

Fig. 1(a) is known as the front-door model and the corre-
sponding functional is called the front-door formula. In our
motivating example, the analyst might posit hypertension
as being the primary mediating variable by which smoking
leads to increased risk of coronary heart disease. Though
the front-door model allows for unmeasured confounding
between A and Y, it encodes 2 key assumptions

(F1) An exclusion restriction implying A affects Y only via
the mediators M, i.e., the direct edge A→Y is absent.

(F2) No unmeasured confounding between the treatment-
mediator and mediator-outcome pairs, i.e., the bidi-
rected edges A↔M and M↔Y are absent.

It is the absence of these edges that are typically questioned
in the literature – e.g, one might be concerned that the same
unmeasured variable U that confounds the relation between
smoking and heart disease, also confounds other relations
involving smoking and hypertension, or hypertension and
heart disease [Koller and Friedman, 2009, Imbens, 2020].

Given information on just A,M, and Y, the conditions (F1)
and (F2) are untestable, as the front-door model shown in
Fig. 1(a) imposes no restrictions on the observed distribution.
However, consider the ADMG shown in Fig. 1(b), where we
incorporate information on an additional “anchor” variable
Z. Here, Z is a common cause of both the treatment and the

203



mediator, but does not directly cause Y. In our example, the
analyst may hypothesize prior history of hypertension as a
candidate anchor variable. While the missing edge between
Z and Y in Fig. 1(b) does not correspond to an ordinary
conditional independence (there are no independence facts
implied by the model at all), it does encode a generalized
equality constraint a.k.a Verma constraint. In particular, the
model imposes a well-known restriction that the Markov
kernel qY (Y |M) ≡

∑
A p(A|Z) × p(Y |Z,A,M) is not a

function of Z [Robins, 1986, Verma and Pearl, 1990, Spirtes
et al., 2000]. Alternatively, this constraint may be viewed as
a “dormant” independence stating Z ⊥⊥ Y in a re-weighted
distribution p(Z,A,M, Y )/p(M |A,Z) which corresponds
to the post-intervention distribution p(Z,A, Y |do(m)).
Markov kernels and their relation to post-intervention distri-
butions are discussed in more detail in Section 3.

Though different configurations of ADMGs (e.g., switching
Z→M to Z↔M, or deleting the edge entirely) may yield
models with the same restriction, we show that all such
configurations share a common structure on the subgraph
pertaining to A,M, and Y that satisfies the conditions (F1)
and (F2). That is, any empirical test designed to check the
Verma constraint (under mild assumptions formalized in
Section 4), also serves to confirm whether the front-door
conditions are true. Note that the identification functional
for E[Y |do(a)] in Fig. 1(b) is not precisely the same as the
front-door formula in (1), but a slight generalization of it
that allows for the inclusion of baseline covariates (which
may be useful in many practical settings.) The theory we
propose allows for testing of the front-door conditions as
well as some general versions of it. However, for ease of
exposition, we refer to these general versions as simply
“front-door.”1 The corresponding identifying functional for
E[Y |do(a)] in Fig. 1(b) is [Tian and Pearl, 2002],∑

Z,M

p(Z)× p(M |a, Z)×
∑
A

p(A|Z)× E[Y |Z,A,M ]. (2)

In Section 5, we show how inverse probability weighted es-
timators for the above functional described by Fulcher et al.
[2020] and Bhattacharya et al. [2020] can be adapted to de-
sign empirical tests for the Verma constraint and subsequent
estimation of effects. Readers familiar with IV methods
might wonder whether the anchor Z also satisfies the IV
conditions. While in the case of Fig. 1(b) it does not (the
exclusion restriction that all causal paths from Z to Y must
go through A is not met), Section 6 discusses an intersection
model where both IV and front-door conditions hold.

3 CAUSAL GRAPHICAL MODELS

The causal model of a DAG G(V ) defined over a set of vari-
ables V can be understood as the set of distributions induced

1We will briefly note how the theory trivially extends when
there are additional baseline covariates C besides the anchor.

by a system of structural equations – one equation for each
vertex Vi as a function of its “parents” paG(Vi) and a noise
term ϵi – equipped with the do(·) operator [Pearl, 2009].
Typically, the noise terms in the system are assumed to be
mutually independent, though this is not strictly necessary
[Richardson and Robins, 2013]. The criteria we describe
are non-parametric in the sense that they do not rely on
any extra distributional assumptions on the structural equa-
tions or noise terms. The system induces a joint distribution
p(V ) over the observed variables that factorizes according
to G(V ) as follows: p(V ) =

∏
Vi∈V p(Vi | paG(Vi)). Fur-

ther, counterfactual distributions arising from interventions
on subsets of variables A ⊂ V , written as p(V \A | do(a)),
are given by a truncated factorization, often referred to as
the g-formula, where conditional factors for each Ai ∈ A
are dropped [Robins, 1986, Spirtes et al., 2000, Pearl, 2009].

p(V \A | do(a)) =
∏

Vi∈V p(Vi | paG(Vi))∏
Ai∈A p(Ai | paG(Ai))

∣∣∣∣
A=a

. (3)

Often the analyst is unable to obtain measurements on all
variables in the system. In such cases it may be inconve-
nient to work directly with the hidden variable causal DAG
G(V ∪ U), where U is the set of unmeasured variables. A
popular alternative is to use an ADMG G(V ) consisting
of directed (→) and bidirected (↔) edges to model the ob-
served data margin via a nested factorization of Markov
kernels [Richardson et al., 2017]. The ADMG G(V ) can
be constructed from the DAG G(V ∪ U) using the latent
projection operation described by Verma and Pearl [1990].
A directed edge Vi→Vj in G(V ) maintains the usual causal
interpretation; a bidirected edge Vi↔Vj can be construed
(wlog) as the presence of one or more unmeasured con-
founders Vi←Uk→Vj in the underlying hidden variable
DAG G(V ∪ U) [Evans, 2018]. The nested Markov factor-
ization has the desired property that it preserves all non-
parametric equality restrictions implied on the observed
margin by the hidden variable DAG, and permits phras-
ing of causal identification algorithms on ADMGs without
loss of generality [Evans, 2018, Shpitser and Pearl, 2006,
Richardson et al., 2017]. We now briefly describe this factor-
ization using conditional ADMGs (CADMGs); for a more
detailed overview, see Appendix E.

A CADMG G(V,W ) is a special kind of ADMG used to
describe post-intervention distributions where variables in
V are random, and those in W are fixed to constants via
intervention. The nested Markov factorization of an ADMG
G(V ) can then be described in terms of Markov kernels of
the form qD(D|paG(D)) where each set D is a subset of V
that forms a bidirected connected component in a CADMG
G(D,V \D) representing a post-intervention distribution
where all variables in V \D are fixed by intervention, and
this distribution is identified from p(V ) via sequential ap-
plication of the g-formula. Such a set D is said to be an
intrinsic set.
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(a) p(A, Y | do(z,m))

A m YZ

(b) p(Z,A, Y | do(m))

Figure 2: Examples of CADMGs corresponding to the inter-
vention distributions obtained from the ADMG in Fig. 1(b).

As an example, consider the ADMG in Fig. 1(b). The post-
intervention distribution p(A, Y |do(z,m)) is identified as
p(Z,A,M, Y )/{p(Z)× p(M |A,Z)} – the g-formula can
be applied to fix Z first and then M, or vice-versa. The set
{A, Y } also forms a bidirected connected component in the
corresponding CADMG shown in Fig. 2(a); thus, it is intrin-
sic. The associated Markov kernel is qAY (A, Y |Z,M) ≡
p(A|Z) × p(Y |Z,A,M), i.e., the functional obtained via
sequential application of the g-formula to Z and M . Given
this description, the list of all Markov kernels corresponding
to intrinsic sets in Fig. 1(b) is:

qZ(Z) ≡ p(Z), (4)
qA(A | Z) ≡ p(A | Z),

qM (M | A,Z) ≡ p(M | A,Z),

qAY (A, Y | Z,M) ≡ p(A | Z)× p(Y | Z,A,M),

qY (Y |M) ≡
∑
A

p(A | Z)× p(Y | Z,A,M).

Let D(G(V,W )) denote the set of all bidirected connected
components of random variables, commonly referred to as
districts, in the CADMG G(V,W ). The nested Markov fac-
torization states that the observed distribution p(V ) satisfies
the following district factorization wrt to the ADMG G(V ):

p(V ) =
∏

D∈D(G)

qD(D | paG(D)), (5)

where each kernel appearing in this factorization corre-
sponds to intrinsic sets in G(V ). In Fig. 1(b), this implies:
p(V ) = qZ(Z) × qM (M |A,Z) × qAY (A, Y |Z,M). The
nested factorization further asserts that any post-intervention
distribution p(V \ S|do(s)) identified from p(V ) satisfies
the district factorization wrt to the corresponding CADMG
G(V \ S, S), where again each kernel in the factorization
corresponds to intrinsic sets [Richardson et al., 2017].

Ordinary independence constraints implied by the nested
Markov model of p(V ) can be read via an extension of the
well-known d-separation criterion for DAGs that extends the
notion of a collider to include structures of the form→◦↔,
↔◦←, and↔◦↔ . Generalized independence constraints
a.k.a Verma constraints can also be read via m-separation
applied to CADMGs corresponding to post-intervention
distributions formed via multiplication of intrinsic kernels.

4 TESTABILITY OF FRONT-DOOR

In this section we prove a result on the testability of front-
door assumptions using a generalized equality constraint
between the outcome Y and anchor variable Z. Consider
the ADMG in Fig. 1(b), and the CADMG in Fig. 2(b)
which corresponds to the post-intervention distribution
p(Z,A, Y |do(m)) = qZ(Z) × qAY (A, Y |Z,M = m)
(this is derived by applying district factorization to the
CADMG with intrinsic kernels defined in (4).) If we ap-
ply m-separation to the ADMG in Fig. 1(b), we detect no
ordinary independence constraints between Z and Y. How-
ever, applying m-separation to the CADMG in Fig. 2(b),
we see that Z ⊥⊥ Y in p(Z,A, Y |do(m)). Alternatively,
this constraint may be viewed as saying that the intrinsic
kernel qY (Y |M) =

∑
A qAY (A, Y |Z,M) (compare the

two kernels in (4)) is not a function of Z. Since intrinsic
kernels always correspond to post-intervention distributions
that are identified from the observed distribution, this im-
plies a testable restriction on the observed data distribution
p(Z,A,M, Y ). This is an example of a dormant indepen-
dence a.k.a Verma constraint [Shpitser and Pearl, 2008].

Below, we formally define the concept of an anchor variable
and assumptions under which the above constraint can be
used to empirically verify the front-door assumptions.

(A1) M is a mediator between A and Y.

(A2) Z is a covariate that is not a causal consequence of A
such that Z ̸⊥⊥ A and Z ̸⊥⊥ Y | A,M.

(A3) A general version of faithfulness (Verma faithfulness)
stating that all non-parametric equality restrictions
in distributions p(V ) that nested Markov factorize
wrt an ADMG G(V ) are due to its structure (ruling
out coincidental cancellations in pathways for exam-
ple.) That is, an ordinary independence in p(V ) im-
plies m-separation in G(V ), and a generalized inde-
pendence in a post-intervention distribution (or kernel)
obtained from p(V ) implies (i) identifiability of this
post-intervention distribution given the structure of G
and (ii) m-separation in the corresponding CADMG.

We briefly provide justification and intuition for these as-
sumptions (more details are in Appendix A.) (A1) simply
requires that the analyst believes that M in fact mediates the
effect of A on Y, but does not impose any other restrictions
implied by the front-door model (e.g., absence of a direct ef-
fect of A on Y or absence of confounding along the pathway
through M.) (A2) is a “relevance” assumption that is auto-
matically satisfied if there exists either Z→A or Z↔A
(or both) in conjunction with the edge A↔Y. That is, the
assumption is met when Z directly affects or is confounded
with A, and A and Y share an unmeasured confounder (the
primary motivation for applying front-door adjustment.) We
define any variable Z satisfying assumption (A2) to be an
anchor variable. Similar definitions of an anchor are used
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by Entner et al. [2013] and Shah et al. [2022] in the context
of testing validity of covariate adjustment sets. Finally, (A3)
subsumes the standard faithfulness assumption employed in
causal discovery methods based on ordinary independence
constraints by noting that such constraints do not rely on
computation of post-intervention distributions. General ver-
sions of faithfulness, similar to (A3), are used in works like
Shpitser et al. [2014] and Bhattacharya et al. [2021] that
incorporate Verma constraints into causal discovery.

As noted in Section 2, the criterion we propose can be used
to verify the front-door conditions and generalizations of it.
Specifically, Tian and Pearl [2002] showed that the causal
effect of A on all other variables in an ADMG G(V ) is
identified if and only if A has no bidirected path to any of
its children; it is easy to confirm that this criterion includes
the front-door model as a special case. We now formalize a
result on the testability of this condition.

Theorem 1. If the generalized equality constraint Z ⊥⊥ Y
in p(Z,A,M, Y )/p(M |A,Z) holds in some distribution
p(Z,A,M, Y ) satisfying assumptions (A1-A3), then this
distribution nested Markov factorizes wrt an ADMG where
A has no bidirected paths to its children.

The intuition is as follows (see Appendix G for all proofs.)
Under Verma faithfulness, any p(Z,A,M, Y ) satisfying the
Verma constraint in Theorem 1 must be nested Markov wrt
an ADMG G where: (i) p(Z,A, Y |do(m)) is identified, and
(ii) Z and Y are m-separated in the corresponding CADMG
obtained by deleting incoming edges to M. Distributions
that factorize wrt to ADMGs where A has a bidirected path
to one of its children are incompatible with one or both of
these requirements. For example, adding A→Y to Fig. 1(b)
in violation of the exclusion restriction results in a trivial
bidirected path from A to its child Y. The model implies
p(Z,A, Y |do(m)) is identified, however, Z and Y are not
m-separated in the resulting CADMG. On the other hand,
in cases where A has a bidirected path to M, the kernel
p(Z,A, Y |do(m)) is not identified from observed data. For
example, violating (F2) of the front-door criterion by adding
A↔M or M↔Y to Fig. 1(b) leads to graphs where M
also has a bidirected path to its child Y, which results in
non-identification per Tian and Pearl [2002]. A pattern rep-
resentation of all ADMGs that satisfy the Verma constraint
is shown in Fig. 3(a). In the pattern, presence of solid edges
between A,M, Y and absence of any other edges between
them correspond to the front-door model, and is “compelled”
by the Verma constraint; the dashed edges can be present
or absent, with the restriction that at least either Z→A
or Z↔A (or both) exists (assumption A1) and A has no
bidirected path to M (compelled by the constraint.) For
an exhaustive list of valid ADMGs drawn from this pat-
tern see Appendix B. Invalid ADMGs drawn from Fig. 3(a)
are ones where Z,A,M, Y form a single district; a pattern
representation of these is shown in Fig.3(b).

Z A M Y

(a)

Z A M Y

(b)

Figure 3: (a) A pattern representing ADMGs that satisfy
the restriction Z ⊥⊥ Y in p(Z,A,M, Y )/p(M |A,Z); (b) A
pattern representing ADMGs that imply no non-parametric
equality constraints, and should not be construed from (a).

Importantly for downstream causal inference, we show
that all ADMGs derived from the pattern in Fig. 3(a)
share the same identification theory for the effect of A on
Y. Since A has no bidirected path to its children in any
such G, the post-intervention distribution p(Z,M, Y |do(a))
is given by a truncated version of the district factoriza-
tion where we divide by a nested propensity score for
A [Tian and Pearl, 2002, Bhattacharya et al., 2020]. Let
qDA

(DA|paG(DA)) represent the intrinsic kernel corre-
sponding to the district containing A in G. From the pattern,
DA is either {A,Z, Y } or {A, Y }. The required nested
propensity score q̃(A|Y, Z,M) is derived from this ker-
nel via conditioning on all elements in DA besides A.
That is, q̃(A|Y,Z,M) = qDA

/
∑

A qDA
. In the case when

DA = {A,Z, Y } we get p(A|Z)×p(Y |A,Z,M)∑
A p(A|Z)×p(Y |A,Z,M) . It is easy

to confirm from (4) that when DA = {A, Y } we get the
same result. Based on these observations we have the fol-
lowing identification result wrt the patterns in Fig. 3(a).

Lemma 1. In joint distributions that nested factorize
wrt valid ADMGs derived from Fig. 3(a), we have
p(Z,M, Y |do(a)) = p(Z,A,M, Y )/q̃(A|Y,Z,M)|A=a,

where q̃(A|Y, Z,M) = p(A|Z)×p(Y |A,Z,M)∑
A p(A|Z)×p(Y |A,Z,M) . Since the

entire post-intervention is identified, the target E[Y |do(a)]
is also identified as

∑
Z,M,Y p(Z,M, Y |do(a))× Y.

The above functional resembles a truncated factorization
in the sense that we divide the joint p(Z,A,M, Y ) by a
conditional kernel q̃(.) of A similar to how in a fully ob-
served DAG, intervention on A would entail division by a
simple conditional factor of A, see (3). This informs the de-
sign of tests in the next section. Jaber et al. [2019] propose
general identification results based on patterns of ordinary
Markov equivalence; Lemma 1 differs in that it is based
on a pattern of nested Markov equivalence. Such results
will become increasingly important as more causal discov-
ery procedures that incorporate Verma constraints[Shpitser
et al., 2014, Bhattacharya et al., 2021] are developed.

We end this section by noting that while the criterion in The-
orem 1 is sufficient to guarantee identification via the above
functional, it is not necessary. That is, verifying the presence
of the Verma constraint assures the analyst that the ACE
is computed in an identified model. However, situations in
which the constraint does not hold fall into two cases: mod-

206



els where the effect is not identified, and ones in which it is,
but there is no constraint between the anchor and outcome
because of, say, a direct effect of Z on Y or confounded
dependence between them. We have already discussed the
former cases; as a simple example of the latter, consider
the ADMG in Fig. 1(b) and add the Z→Y edge. There is
no longer any Verma constraint present (the nested Markov
model of this ADMG imposes no non-parametric equality
restrictions whatsoever), but the identification conditions
still hold. Nonetheless, the criterion is a useful pre-test for
front-door adjustment and its extensions.

5 TESTING AND EFFECT ESTIMATION

We now discuss procedures for testing the Verma con-
straint and estimating the effect from finite samples. Directly
testing whether the kernel qY (Y |M) ≡

∑
A p(A|Z) ×

p(Y |A,M,Z) is not a function of Z using natural param-
eterizations of the observed data likelihood leads to the
g-null paradox [Robins and Wasserman, 1997]. Hence, we
borrow ideas from inverse probability weighting (IPW) and
marginal structural models [Robins, 2000] for this purpose.
As mentioned in the introduction, we will propose two dis-
tinct ways of testing the constraint and also discuss non-
parametric extensions of these tests.

Primal test and Primal IPW:

The first test is based on weights used in the primal IPW esti-
mator for the front-door functional proposed in Bhattacharya
et al. [2020]. Consider a chain factorization of the observed
data p(Z,A,M, Y ) = p(Z) × p(A|Z) × p(M |A,Z) ×
p(Y |Z,A,M) for any valid ADMG derived from Fig 3(a).
Given this factorization, the post-intervention distribution
after intervening on A is identified per Lemma 1 as,

p(Z,M, Y | do(a)) = p(Z,A,M, Y )/q̃(A|Y,Z,M)|A=a (6)

= p(Z)× p(M |a, Z)×
∑
A

p(A|Z)× p(Y |Z,A,M).

This post-intervention distribution is nested Markov equiv-
alent to the CADMG in Fig. 4(a), where we see the
Verma constraint: Y ⊥⊥ Z|M. Testing this independence
in p(Z,M, Y |do(a)) is equivalent to testing qY (Y |M)
is not a function of Z due to the following district fac-
torization of the CADMG in terms of intrinsic kernels:
qZ(Z) × qM (M |a, Z) × qY (Y |M). That is, the indepen-
dence found via m-separation in the CADMG corresponds
to the same restriction that the kernel qY (Y |M) is not a func-
tion of Z. To test this constraint, we need to compare the
conditional kernels of qY (Y |Z,M) and qY (Y |M). From
a causal perspective, this can be viewed as evaluating the
goodness-of-fit of models Y |Z,M and Y |M wrt the post-
intervention distribution p(Y,Z,M |do(a)). We use ideas
from marginal structural models, where causal parameters
are estimated using inverse weights based on the propen-
sity score of the treatment. Here, we can use weights de-

Z a M Y

(a) p(Z,M, Y | do(a))

Z A a M Y

(b) p(A,Z,M, Y | do(a))

Figure 4: (a) CADMG corresponding to p(Z,M, Y |do(a));
(b) CADMG corresponding to p(Z,M, Y,A|do(a)).

rived from the nested propensity score of the treatment
q̃(A|Y, Z,M) given its relation to the post-intervention dis-
tribution p(Z,M, Y |do(a)) per Lemma 1. Following Bhat-
tacharya et al. [2020], we refer to these as primal weights.

Formally, let π(Z,M ;αy) := p(Y |Z,M, do(a);αy) and
π(M ;βy) := p(Y |M, do(a);βy), where αy and βy denote
the set of parameters used to model the corresponding dis-
tributions. We can consistently estimate αy and βy using
samples from the observed distribution p(Z,A,M, Y ) via
the following unbiased estimating equations:

Pn

[
U(π(Z,M ;αy))

q̃(A | Y,Z,M ; η̂)

]
= 0,Pn

[
U(π(M ;βy))

q̃(A | Y,Z,M ; η̂)

]
= 0, (7)

where Pn[.] :=
1
n

∑n
i=1(.); Pn[U(π(Z,M ;αy))] = 0 and

Pn[U(π(M ;βy))] = 0 are unbiased estimating equations
for αy and βy under the observed distributions p(Y |Z,M)
and p(Y |M), respectively; η̂ denotes the estimated parame-
ters for p(A|Z) and p(Y |Z,A,M) used to compute primal
weights 1/q̃(A|Y,Z,M). Once αy and βy are estimated,
we can compare goodness-of-fit between π(Z,M ;αy) and
π(M ;βy) via likelihood ratio or Wald tests (the latter only
requires αy) [Robins and Wasserman, 1997, Agostinelli and
Markatou, 2001]. The procedure can be summarized as:

1. Fit models for p(A|Z) and p(Y |Z,A,M), and predict
primal weights 1/q̃(A|Y,Z,M) for each row of data,

2. Use the estimated weights to fit weighted regressions
p(Y |Z,M, do(a)) and p(Y |M,do(a)) using (7), and
compare goodness of fits between these two models.

If the test indicates that the Verma constraint holds with
some pre-specified significance level, this suggests we are
in a model given by the equivalence class in Fig. 3(a), and
the effect is identified. We can then re-use the models fitted
above to compute the counterfactual mean using the primal
IPW estimator proposed in Bhattacharya et al. [2020]:

Ê[Y |do(a)] = Pn

[
I(A = a)

q̃(A | Y,Z,M ; η̂)
× Y

]
. (8)

Dual test and Dual IPW:

The Verma test based on primal weights relies on cor-
rect specification of the treatment and outcome models.
We now provide alternatives that instead rely on spec-
ification of the mediator model p(M |A,Z). The post-
intervention distribution after intervening on M in any valid
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ADMG derived from the pattern in Fig 3(a) is identified as:
p(Z,A, Y |do(m)) = p(Z) × p(A|Z) × p(Y |Z,A,M =
m), which is nested Markov equivalent to the CADMG
in Fig. 2(b); here we see the usual phrasing of the Verma
constraint Z ⊥⊥ Y in p(Z,A, Y |do(m)). One way to em-
pirically test the constraint is to use a similar procedure as
the one described with the primal weights, but instead com-
pare goodness-of-fit for p(Y |Z,do(m)) and p(Y |do(m))
using inverse weights 1/p(M |A,Z); this is the g-null test
described in Robins [1986], Robins and Wasserman [1997].
However, typical IPW weights may suffer from various nu-
merical issues, so instead we describe a stabilized version of
the g-null test that uses weights which can also be plugged
into the dual IPW estimator for E[Y |do(a)] proposed by
Bhattacharya et al. [2020]. The dual weights use a ratio of
densities (which leads to stabilization of weights) as follows:

qd(M |A,Z) ≡ p(M |A,Z)

p(M |A = a, Z)
, (9)

for any given choice of intervention value A = a.

The reason these weights are suitable for this purpose is due
to its relation to the following post-intervention distribution:

p(A,Z,M, Y |do(a)) = p(Z,A,M, Y )/qd(M |A,Z).

This post-intervention distribution is nested Markov wrt
the CADMG shown in Fig. 4(b) where both fixed a and
random A are present. Such CADMGs arise in single world
intervention graph (SWIG) interpretations of identification
algorithms [Bhattacharya et al., 2020, Shpitser et al., 2020].
It can be confirmed that p(Z,M, Y |do(a)) is obtained by
simply marginalizing over A in the above equation. Similar
to the CADMG in Fig. 4(a) we have Z ⊥⊥ Y |M in Fig. 4(b)
corresponding to qY (Y |M) not being a function of Z. A
two-step testing procedure can be summarized as follows:

1. Fit a model for p(M |A,Z) and predict dual weights
1/qd(M |A,Z) for each row of data.2

2. Use the estimated weights to fit weighted regressions
p(Y |Z,M, do(a)) and p(Y |M, do(a)) using (7), but
with qd(M |A,Z) in the denominator, and compare
goodness-of-fit between these two models.

If the test succeeds, we can re-use the same models in the
following dual IPW estimator [Bhattacharya et al., 2020]:

Ê[Y |do(a)] = Pn

[
p(M |A = a, Z; η̂)

p(M | A,Z; η̂)
× Y

]
. (10)

Non-parametric extensions of primal and dual tests:

Given any non-parametric test τ(Y,Z,M) that is appro-
priate for testing an ordinary independence Y ⊥⊥ Z|M,

2This step may also be improved using ideas in Menon and
Ong [2016] for estimating density ratios directly.

Z A Y

(a)

Z A M Y

(b)

Figure 5: (a) The classical instrumental variable model; (b)
The front-door model with an instrumental variable Z.

Thams et al. [2021] propose to test the generalized constraint
Y ⊥⊥ Z|M in p(Z,M, Y |do(a)) by applying τ to a pseudo-
dataset that mimics this post-intervention distribution. This
pseudo-dataset is created via a resampling scheme where
each row is resampled with some (potentially unnormalized)
probability 1/p(A | ·), where p(A | ·) corresponds to the
propensity score required to obtain the post-intervention dis-
tribution where independence holds. That is, the resampling
is done based on the usual inverse probability weights used
to estimate the effect of A on any downstream outcomes.
While the propensity scores in Thams et al. [2021] corre-
sponded to simple conditional distributions as in a condition-
ally ignorable model, this technique can be directly adapted
to our methods by resampling the pseudo-dataset based on
the nested propensity score (primal weights) or the dual
weights. In our experiments we design a non-parametric
test by applying the Fast Conditional Independence Test
[Chalupka et al., 2018] in pseudo-datasets created via sam-
pling with dual weights estimated via random forests rather
than parametric models. A more detailed explanation is
provided in Appendix C.

6 INTERSECTION WITH IV MODELS

Consider the subpattern in Fig. 5(b) corresponding to the
ADMGs in Fig 3(a) that do not include any edge between Z
and M. Since these ADMGs are consistent with the pattern
in Fig. 3(a) they still satisfy the front-door conditions (in fact,
these correspond to the classical front-door assumptions in
Pearl [1995a]) and imply the Verma restriction discussed
in previous sections. In addition, Z also satisfies the instru-
mental variable condition in these graphs. A variable Z is
said to satisfy the IV conditions wrt A and Y in G if (the
following applies to the “classical" IV model – for more
general definitions, see van der Zander et al. [2015]):

(I1) Z→A or Z↔A or both exist in G.
(I2) Z and Y are m-separated in a sub-graph where A and

edges involving A are deleted.

ADMGs where the additional IV assumptions hold are eas-
ily distinguished from other valid ADMGs in Fig. 3(a) by
noting that they encode an additional ordinary independence
constraint: Z ⊥⊥M |A. This leads to a simple corollary.

Corollary 1.1. Under assumptions (A1-A3), distribu-
tions p(Z,A,M, Y ) that satisfy both Z ⊥⊥ Y in
p(Z,A,M, Y )/p(M |A,Z) and Z ⊥⊥M |A nested Markov
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factorize wrt an ADMG satisfying the front-door conditions
(F1) and (F2), and IV conditions (I1) and (I2).

If conditions (I1), (I2), and a third condition usually phrased
as some form of effect homogeneity (e.g., absence of
effect modification due to unmeasured variables U ; see
Hernán and Robins [2010] for other examples) are satis-
fied for a binary instrument Z and binary treatment A,
then E[Y |do(a = 1)] − E[Y |do(a = 0)] is identified as
{E[Y |Z = 1] − E[Y |Z = 0]}/{E[A|Z = 1] − E[A|Z =
0]}. Though the IV estimated effect requires additional re-
strictions beyond structural assumptions encoded in the
graph, it would be interesting to explore in future work
how estimates from the IV and front-door assumptions can
be combined to obtain robustness against misspecification
in either model.

7 EXPERIMENTS

The experiments focus on 3 tasks: (i) Studying effective-
ness of the primal and dual weights for testing front-door
assumptions via Verma constraints; (ii) Comparing effect
estimates using front-door and IV adjustment when both
assumptions hold and when only front-door assumptions
hold; (iii) Demonstrating use of our methods in real-world
analyses related to the motivating example in Section 2.
Explicit descriptions of all simulated ADMGs and corre-
sponding data generating processes can be found in Ap-
pendix F. Python code for our methods can be found at
https://github.com/rbhatta8/fdt.

Task (i): We consider hidden variable causal models whose
observed margins p(Z,A,M, Y ) nested factorize wrt 4 dif-
ferent ADMGs: two from Fig. 3(a) in which the Verma
constraint and front-door assumptions hold, and two where
the assumptions do not hold due to additional confound-
ing A↔M and M↔Y , or violation of the exclusion re-
striction with A→Y. We run 200 trials of the following
experiment at sample sizes ranging from 200 to 20000. In a
given trial we generate data from one of the four ADMGs
picked at random, and compute p-values for the Verma con-
straint using the primal test, dual test, and Fast Conditional
Independence test with dual weights fit via random forests3

as described in Section 5. We use each method’s p-values
at a significance level α = 0.05 to accept/reject the null
hypothesis of a model where the Verma constraint and front-
door assumptions hold. We then compute true positive and
false positive rates as shown in Fig. 6. All methods quickly
achieve true positive rates of ∼ 95% or higher reflecting
that type I error (falsely rejecting the null) is controlled at
the desired significance level. False positive rates also drop
asymptotically with more samples. The non-parametric test,
whose performance is captured by the lines corresponding

3The non-parametric test is evaluated with data sets where the
relations between variables are non-linear.
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Figure 6: Comparison of different testing procedures.

to ML Dual TPR and ML Dual FPR in Fig. 6, is unstable
at low sample sizes, but significantly improves with more
samples. The primal test outperforms the dual test; whether
this is an empirical observation or has theoretical justifica-
tion is an interesting question for future work. The average
bias in downstream causal effect estimates in true positive
scenarios (via primal or dual tests) is only 0.04 at a sample
size of 5000 compared to 0.28 in false positive scenarios,
highlighting the importance of accurate pre-tests.

Task (ii): We generate data from one ADMG in which both
the front-door and IV assumptions hold and one in which
only the front-door assumptions hold. We then compute
causal effect estimates using primal IPW, dual IPW, and IV
adjustment. In the former case, all methods give unbiased
estimates, but IV estimates have higher variance (Fig. 7(a).)
In the latter case, primal and dual IPW remain unbiased,
while IV adjustment is significantly biased (Fig. 7(b).) This
raises a question of whether semiparametric estimators can
combine all 3 methods to improve statistical efficiency, and
provide robustness against misspecification of not just sta-
tistical models, but also different identifying assumptions.

Task (iii): For the final task here, we analyze the effect of
smoking (treatment A) on developing coronary heart dis-
ease (outcome Y ) using data from the Framingam heart
study [Kannel and Gordon, 1968]. Following Section 2,
we propose hypertension as a candidate mediator M and
past history of hypertension as an anchor Z. We also
include baseline covariates C containing age, sex, BMI,
and past history of heart disease. The influence of C on
Z,A,M, Y can be easily incorporated in our framework by
noting that the Verma constraint is now a dormant condi-
tional independence: Z ⊥⊥ Y |C in p(C,Z,A, Y |do(m)).
All densities/regressions are adapted accordingly to in-
clude C in the conditioning set, e.g., we would use qd ≡
p(M |A,Z,C)/p(M |A = a, Z,C) to fit causal parameters
for p(Y |Z,M,C,do(a)) and p(Y |M,C do(a)) in the dual
Verma test. More details on including baseline covariates
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Figure 7: (a) Comparison of front-door and IV effect estimates when both assumptions hold; (b) Comparison of front-door
and IV effect estimates when only front-door assumptions hold.

are in Appendix D.

For modeling flexibility, we apply the non-parametric test
with dual weights. We also apply non-parametric tests for
Z ⊥⊥ M | C,A to check if Z is a valid (conditional) IV,
and Z ⊥⊥ Y | C,A; the latter conditional independence
is an anchor variable based criterion proposed by Entner
et al. [2013] to test if a set of covariates C satisfies the
backdoor criterion. As shown in Table 1, only the test for
front-door assumptions succeeds (with α = 0.05.) The
corresponding point estimate and 95% confidence intervals
(using 200 bootstraps) suggest that any amount of smoking
(vs. complete abstention) slightly increases the risk of heart
disease – A and Y are encoded as binary variables in the
data, so these numbers correspond to p(Y |do(a = 1)) −
p(Y |do(a = 0)).

Table 1: Results from the Framingham heart study analysis.

Method p-value Effect estimate

Front-door 0.5 0.014 (0.005, 0.021)

IV 0.005 Not applicable

Back-door 0.007 Not applicable

8 CONCLUSION

Based on a testable generalized equality constraint, we have
proposed ways to pre-test the front-door model and its exten-
sions. These tests rely on variationally independence pieces
of the observed data likelihood. Bhattacharya et al. [2020]
have designed doubly robust semiparametric estimators for
the average causal effect in these scenarios – a direction
for future work is to investigate whether the pre-tests them-

selves can be made doubly robust. We have also proposed
scenarios in which both the front-door and IV assumptions
hold, which we hope leads to future work on combining es-
timates across the two models to gain additional robustness.

Author Contributions

RB conceived the original idea. RB and RN contributed to
development of the proposed framework. RB performed the
statistical analysis. RB and RN contributed to the write up
and revision of the paper.

Acknowledgements

We thank the anonymous reviewers for their insightful com-
ments which improved the presentation of the paper.

210



References

Claudio Agostinelli and Marianthi Markatou. Test of hy-
potheses based on the weighted likelihood methodology.
Statistica Sinica, pages 499–514, 2001.

Joshua D. Angrist, Guido W. Imbens, and Donald B. Rubin.
Identification of causal effects using instrumental vari-
ables. Journal of the American Statistical Association, 91
(434):444–455, 1996.

Alexander Balke and Judea Pearl. Nonparametric bounds
on causal effects from partial compliance data. Journal
of the American Statistical Association, 1993.

Marc F. Bellemare, Jeffrey R. Bloem, and Noah Wexler.
The paper of how: Estimating treatment effects using the
front-door criterion. Technical report, Working paper,
2019.

Rohit Bhattacharya, Razieh Nabi, and Ilya Shpitser.
Semiparametric inference for causal effects in graph-
ical models with hidden variables. arXiv preprint
arXiv:2003.12659, 2020.

Rohit Bhattacharya, Tushar Nagarajan, Daniel Malinsky,
and Ilya Shpitser. Differentiable causal discovery under
unmeasured confounding. In Proceedings of the Interna-
tional Conference on Artificial Intelligence and Statistics.
PMLR, 2021.

Krzysztof Chalupka, Pietro Perona, and Frederick Eberhardt.
Fast conditional independence test for vector variables
with large sample sizes. arXiv preprint arXiv:1804.02747,
2018.

David R. Cox and Nanny Wermuth. Discussion: causal
diagrams for empirical research. Biometrika, 82(4):669–
710, 1995.

Doris Entner, Patrik Hoyer, and Peter Spirtes. Data-driven
covariate selection for nonparametric estimation of causal
effects. In Proceedings of the International Conference
on Artificial Intelligence and Statistics, pages 256–264.
PMLR, 2013.

Robin J. Evans. Margins of discrete Bayesian networks.
Annals of Statistics, 46(6A):2623–2656, 2018.

Noam Finkelstein, Beata Zjawin, Elie Wolfe, Ilya Shpitser,
and Robert W. Spekkens. Entropic inequality constraints
from e-separation relations in directed acyclic graphs
with hidden variables. In Proceedings of the 37th Con-
ference on Uncertainty in Artificial Intelligence, pages
1045–1055. PMLR, 2021.

Isabel R. Fulcher, Ilya Shpitser, Stella Marealle, and Eric J.
Tchetgen Tchetgen. Robust inference on population in-
direct causal effects: the generalized front door criterion.
Journal of the Royal Statistical Society: Series B (Statisti-
cal Methodology), 82(1):199–214, 2020.

Adam Glynn and Konstantin Kashin. Front-door versus
back-door adjustment with unmeasured confounding:
Bias formulas for front-door and hybrid adjustments. In
71st Annual Conference of the Midwest Political Science
Association, volume 3, 2013.

Adam N. Glynn and Konstantin Kashin. Front-door ver-
sus back-door adjustment with unmeasured confounding:
Bias formulas for front-door and hybrid adjustments with
application to a job training program. Journal of the
American Statistical Association, 113(523):1040–1049,
2018.

Miguel A. Hernán and James M. Robins. Estimating causal
effects from epidemiological data. Journal of Epidemiol-
ogy & Community Health, 60(7):578–586, 2006.

Miguel A. Hernán and James M. Robins. Causal Inference:
What If. Boca Raton: Chapman & Hall/CRC, 2010.

Guido W. Imbens. Potential outcome and directed acyclic
graph approaches to causality: Relevance for empirical
practice in economics. Journal of Economic Literature,
58(4):1129–79, 2020.

Amin Jaber, Jiji Zhang, and Elias Bareinboim. Causal identi-
fication under markov equivalence: Completeness results.
In International Conference on Machine Learning, pages
2981–2989. PMLR, 2019.

William B. Kannel and Tavia Gordon. The Framingham
Study: an epidemiological investigation of cardiovascular
disease. Number 9-13. Department of Health, Education,
and Welfare, 1968.

Toru Kitagawa. A test for instrument validity. Econometrica,
83(5):2043–2063, 2015.

Daphne Koller and Nir Friedman. Probabilistic Graphical
Models: Principles and Techniques. MIT press, 2009.

Marloes H. Maathuis, Markus Kalisch, and Peter Bühlmann.
Estimating high-dimensional intervention effects from
observational data. The Annals of Statistics, 37(6A):3133–
3164, 2009.

Daniel Malinsky and Peter Spirtes. Estimating bounds
on causal effects in high-dimensional and possibly con-
founded systems. International Journal of Approximate
Reasoning, 88:371–384, 2017.

Aditya Menon and Cheng Soon Ong. Linking losses for
density ratio and class-probability estimation. In Interna-
tional Conference on Machine Learning, pages 304–313.
PMLR, 2016.

Judea Pearl. Causal diagrams for empirical research.
Biometrika, 82(4):669–688, 1995a.

211



Judea Pearl. On the testability of causal models with la-
tent and instrumental variables. In Proceedings of the
11th Conference on Uncertainty in Artificial Intelligence,
pages 435–443, 1995b.

Judea Pearl. Causality. Cambridge University Press, 2009.

Thomas S. Richardson and James M. Robins. Single world
intervention graphs (SWIGs): A unification of the coun-
terfactual and graphical approaches to causality. Center
for the Statistics and the Social Sciences, University of
Washington Working Paper 128, pages 1–146, 2013.

Thomas S. Richardson, Robin J. Evans, James M. Robins,
and Ilya Shpitser. Nested Markov properties for acyclic
directed mixed graphs, 2017. Working paper.

James M. Robins. A new approach to causal inference in
mortality studies with a sustained exposure period – ap-
plication to control of the healthy worker survivor effect.
Mathematical Modelling, 7(9-12):1393–1512, 1986.

James M. Robins. Marginal structural models versus struc-
tural nested models as tools for causal inference. In Sta-
tistical Models in Epidemiology, The Environment, and
Clinical Trials, pages 95–133. Springer, 2000.

James M. Robins and Larry Wasserman. Estimation of
effects of sequential treatments by reparameterizing di-
rected acyclic graphs. In Proceedings of the 13th Con-
ference on Uncertainty in Artificial Intelligence, pages
409–420, 1997.

Abhin Shah, Karthikeyan Shanmugam, and Kartik Ahuja.
Finding valid adjustments under non-ignorability with
minimal DAG knowledge. In Proceedings of the Interna-
tional Conference on Artificial Intelligence and Statistics.
PMLR, 2022.

Ilya Shpitser and Judea Pearl. Identification of joint interven-
tional distributions in recursive semi-Markovian causal
models. In Proceedings of the 21st National Conference
on Artificial Intelligence, 2006.

Ilya Shpitser and Judea Pearl. Dormant independence. In
Proceedings of the 23rd National Conference on Artificial
Intelligence, pages 1081–1087, 2008.

Ilya Shpitser, Robin J. Evans, Thomas S. Richardson, and
James M. Robins. Introduction to nested Markov models.
Behaviormetrika, 41(1):3–39, 2014.

Ilya Shpitser, Thomas S. Richardson, and James M. Robins.
Multivariate counterfactual systems and causal graphical
models. arXiv preprint arXiv:2008.06017, 2020.

Peter L. Spirtes, Clark N. Glymour, and Richard Scheines.
Causation, Prediction, and Search. MIT press, 2000.

Nikolaj Thams, Sorawit Saengkyongam, Niklas Pfister, and
Jonas Peters. Statistical testing under distributional shifts.
arXiv preprint arXiv:2105.10821, 2021.

Jin Tian and Judea Pearl. A general identification condition
for causal effects. In Proceedings of the 18th National
Conference on Artificial Intelligence, pages 567–573.
American Association for Artificial Intelligence, 2002.

Benito van der Zander, Johannes Textor, and Maciej
Liskiewicz. Efficiently finding conditional instruments
for causal inference. In Twenty-Fourth International Joint
Conference on Artificial Intelligence, 2015.

Thomas Verma and Judea Pearl. Equivalence and synthesis
of causal models. In Proceedings of the 6th Annual Con-
ference on Uncertainty in Artificial Intelligence, 1990.

Linbo Wang, James M. Robins, and Thomas S. Richardson.
On falsification of the binary instrumental variable model.
Biometrika, 104(1):229–236, 2017.

Philip G. Wright. Tariff On Animal and Vegetable Oils.
Macmillan Company, New York, 1928.

212


	Introduction
	Problem Setup & Motivation
	Causal Graphical Models
	Testability Of Front-Door
	Testing and Effect Estimation
	Intersection With IV Models
	Experiments
	Conclusion

