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Abstract

As urgency over the coronavirus disease 2019
(COVID-19) increased, many datasets with chest
radiography (CXR) and chest computed tomog-
raphy (CT) images emerged aiming at the detec-
tion and prognosis of COVID-19. Over the last
two years, thousands of studies have been pub-
lished, reporting promising results. However, a
deeper analysis of the datasets and the methods
employed reveals issues that may hamper conclu-
sions and practical applicability. We investigate
three major datasets commonly used in these stud-
ies, detect problems related to the existence of du-
plicates, address the specificity of classes within
those datasets, and propose a way to perform ex-
ternal validation via cross-dataset evaluation. Our
guidelines and findings contribute towards a trust-
worthy application of Machine Learning in the
context of image-based diagnosis, as well as of-
fer a more accurate assessment of models applied
to the prognostication of diseases using image
datasets and pave the way towards models that
can be relied upon in the real world.

1. Introduction
Machine Learning (ML) has become a foremost approach
for solving real-world problems from data. Supervised
learning, in particular, has risen to be a popular method
for building models that learn to classify inputs from a set
of examples, amongst other tasks. When developing these
models, the overarching goal is to learn a function that can
generalize to examples outside of those provided during
training. Indeed, fitting a model to a set of training sam-
ples is often trivial with Deep Neural Networks. However,
generalizing to instances outside of training is a much more
challenging problem (Mello & Ponti, 2018).
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The usual method for empirically determining how well a
model generalizes is dividing the original dataset into two
disjoint groups: the training and testing data. The idea is
to train on samples distinct from those used to evaluate the
model, allowing researchers to assess whether the model is
overfitting or is capable of generalizing from its original ex-
amples. However, depending on the task at hand, the manner
by which this procedure is carried out can determine its prac-
tical applicability. Particularly, external validation (training
on one dataset and testing in another) is recommended for
sensitive applications since it may reveal weaknesses of
models performing well in internal validation (i.e. those that
were trained and tested on disjoint splits of data taken from
the same dataset) (Cabitza et al., 2021).

When it comes to diagnostics or screening for diseases, as-
sessing classification models in both internal and external
validation settings is crucial. A great number of studies
is dedicated to training deep networks with the use of im-
ages (Roberts et al., 2021) and audio (Coppock et al., 2021;
Casanova et al., 2021) to detect COVID-19. In theory, Deep
Convolutional Neural Networks (CNNs) could take advan-
tage of an extensive array of example chest radiographs with
positive/negative labels for COVID-19, and learn how to
diagnose entirely new patients (Wang et al., 2020). Even
though reverse transcription-polymerase chain reaction (RT-
PCR) is the gold standard test for COVID-19, supervised
learning can be applied to CXR and CT imaging to aid
physicians in diagnosing COVID-19 when RT-PCR is not
promptly available, as well as to look for agreement be-
tween different tests (image-based, RT-PCR, and antibodies)
at each clinical stage (Hernández-Huerta et al., 2021) (Ai
et al., 2020). Also, an emergent problem is the prediction of
severity of the disease (Cohen et al., 2020), for which chest
scans may offer valuable information to physicians.

Several works have reported impressively high accuracies
when applying ML to image-based COVID-19 diagnosis,
e.g., studies describing three popular datasets (Chowdhury
et al., 2020) (Sait, 2021) (Wang et al., 2020). However, a
review done in 2021 found that, so far, not a single paper
on image-based COVID-19 diagnosis has had sufficient
evidence to confirm the feasibility for clinical use (Roberts
et al., 2021). This calls into question the practical use of
artificial intelligence for such task (El Naqa et al., 2021).
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Although many different methods, models and settings were
tested by several authors (Garg et al., 2020), a recurrent
problem in previous work is their inability to conclude from
testing metrics that the model is robust to enough settings
to be applied in the real world. As we will be seeing in
later sections, networks trained in COVID-19 CXR and CT
datasets achieve high testing accuracy only in the dataset
it trained on, and fail to generalize to similar testing sam-
ples from new datasets. Furthermore, despite some datasets’
claims of having performed procedures to remove dupli-
cates, we found that even a pixel-based similarity is able to
find a significant amount of duplicates in all three datasets
studied.

This paper is an effort towards addressing important
issues raised, for example, by Roberts et al. (2021);
El Naqa et al. (2021). We strive to confirm some of
those problems in practice using current and popular
datasets, and report methods to mitigate such problems.
More specifically, we show contributions on:

• detecting duplicates in crowd-sourced datasets and
evaluating the effects of removing them on classifi-
cation metrics;

• performing external validation of models and evalu-
ating the feasibility of transfer learning approaches,
which would resemble real-world scenarios.

Therefore, we do not propose yet another method to attempt
to diminish the problem. Instead, we show how to analyze
datasets and handle models trained on them, offering a case
study of how ML testing metrics can be misleading when
important procedures are neglected.

We hope that our findings are a step towards better under-
standing of common pitfalls when developing critical deep
learning models for healthcare applications. We also high-
light the importance of attending to the underlying assump-
tions regarding the construction of the image datasets in the
context of diagnosing COVID-19. Our code is publicly avail-
able at github.com/JoaoMarcosCSilva/issues-covid-image-
diagnosis.

2. Related Work
Despite the enormous success of recent deep neural net-
works on a variety of problems, the field is plagued by se-
rious issues on the reproducibility of the results and clarity
of the methodology. Those issues may hamper the reliable
deployment of many real-world deep learning models. For
instance, (Wagstaff, 2012) criticizes the Machine Learning
community as a whole due to its reliance on a few bench-
mark datasets and metrics that often do not reflect future
performance in the real world. Insufficient statistical hypoth-
esis tests, extensive hyperparameter tuning, and the lack of

satisfactory theoretical justifications often lead to the devel-
opment of new techniques that have no significant impact
beyond the settings they were tested in. For example, see
(Schmidt et al., 2021) for neural network optimizers and
(Narang et al., 2021) for modifications in the transformer
architecture. When it comes to image-based COVID-19
diagnosis, (Roberts et al., 2021) exemplifies this problem
by reviewing 62 studies published in 2020 (several of which
reported very high testing accuracies) and concluding that
none of the models are clinically usable due to risk of bias,
overlapping train and test data, duplicated entries due to
aggregated datasets and other severe methodological issues.

The over-reliance of the Machine Learning community on
benchmark datasets may lead to wasted time, energy and ef-
fort in the search for small variations on existing techniques
that result in small improvements on standard metrics, but
do not actually advance the generalization capabilities of a
neural network on unseen examples. Furthermore, some-
times even a slightly deviation from the distribution used
in training may severely harm generalization. For example,
(Recht et al., 2019) finds that CNNs trained on ImageNet
(Deng et al., 2009), one of the most commonly used general-
purpose image classification datasets, have a much smaller
performance when evaluated on a new test set that was
collected using the same procedure and sources as the orig-
inal. Meanwhile, (Radford et al., 2021) found that their
multi-modal architecture, which uses natural language as
supervision instead of ImageNet, has an out-of-distribution
performance much larger than that of models which were
directly trained on the ImageNet benchmark.

However, these challenges are not exclusive to pure Machine
Learning research. Scientists who work on applied ML are
also often reliant on non-representative metrics and data,
leading to subpar performance, which is exacerbated by the
lack of contact with experts in the specific domain. For in-
stance, (Kapoor & Narayanan, 2021) examines application
papers in the social sciences and finds that several studies
published in highly prestigious venues do not perform better
than a simple logistical regression after correcting method-
ological errors such as data leakage or bad cross-validation
splits.

In settings where robustness and generalization is critical,
such as medical and healthcare studies, black box models
(i.e. models for which we understand the inputs and outputs,
but not the inner workings) that fail to generalize are partic-
ularly problematic and forbid practical utility. To mitigate
this issue, several approaches have been proposed. Yang
et al. (2021) provides a literature review that describes how
explainability can aid in developing ML models that work
in the real world, improving our understanding of the inner
workings of CNN classifiers. Ter-Sarkisov (2020) takes
a two step approach that first detects instances of ground
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glass opacity and consolidation in CT scans, then predicts
the patient’s condition using only the ranked bounding box
detections (thus making the model able to generalize even
with a very small amount of training data). (Teixeira et al.,
2021) uses a U-Net CNN architecture to perform semantic
segmentation that isolates the lungs on CXR scans before
trying to classify whether the patient has COVID-19, but
still finds that the underlying data source may impose a
strong bias which could severely hamper results.

Our work investigates current issues with some of the most
popular datasets used for COVID-19 diagnosis from CXR
images in an attempt to more closely understand the prob-
lems faced by researchers when dealing with those datasets,
evaluate how current methods perform, and investigate how
to mitigate some of those problems.

3. Datasets
We have used three openly available datasets (Table 1) con-
sidering the total availability of images and the number of
paper citing them. Figure 1 shows samples from them.

Table 1. Comparison of datasets Curated (Sait, 2021), Radiography
(Chowdhury et al., 2020) (Rahman et al., 2021) and COVIDx
(Wang et al., 2020). Citations as of 27 May 2022.

Curated Radiog. COVIDx

Scholar Citations 59 713 1,700
Number of classes 4 4 3

Fixed train/test split No No Yes
Covid-19 Images 1,281 3,616 16,690

Total Images 9208 21165 30530

Figure 1. Samples of chest X-Rays taken from the datasets used
in this paper. Each image is labeled COVID-19 positive or not.
Some datasets present extra classes, such as viral and bacterial
pneumonia.

• Curated Dataset for COVID-19 Posterior-Anterior
Chest Radiography Images: described in (Sait, 2021)
and was created by a curated combination of 15 other
publicly available sources. The authors claim to have
removed duplicates and image imperfections using im-
age similarities and the learned representations of an
Inception V3 model. For simplicity, we will be re-
ferring to this dataset as Curated Dataset. The class
frequencies of the provided data are: 3270 Normal Im-
ages; 1281 COVID-19 Images; 1656 Viral Pneumonia
Images 3001 Bacterial Pneumonia Images.

• COVID-19 Radiography Database: described in
(Chowdhury et al., 2020) and (Rahman et al., 2021), it
was also made by combining various different sources.
For simplicity, we will be referring to this dataset as
COVID-19 Radiography. We used the second updated
version of the dataset, which has the following class
frequencies: 10,192 Normal Images; 3,616 COVID-19
Images; 1,345 Viral Pneumonia Images; 6,012 Lung
Opacity Images.

• COVIDx Dataset: described in (Wang et al., 2020) is
based on 5 different sources. The class distribution is
as follows: 8,185 Normal Images, of which 100 are in
the test set; 16,690 COVID-19 Images, of which 200
are in the test set; 5,655 Pneumonia Images, of which
100 are in the test set.

4. Methods
We propose the use of a pipeline of dataset analysis and
pre-processing, as well as an external validation setup in
order to investigate and mitigate issues with these datasets
and point out possibilities for external validation, which
was shown to be needed in the context of ML for health
applications.

4.1. Duplicates removal

One of the main issues raised by (Roberts et al., 2021) is
the existence of duplicates due to the crowd-sourcing nature
of the datasets. Duplicates may cause the same instance
to be at the same time in training and test sets, generating
unrealistic evaluation metrics.

We employ two methods to find and remove duplicates. The
first uses pixel-by-pixel cosine similarities between the
images of the dataset and removes all images with similarity
greater than some threshold. The second method uses the
similarities of image embeddings, in particular the learned
embeddings of a ResNet-18 classifier trained with the avail-
able training data. We chose the output of the second-to-last
convolutional block as the embedding layer.

Let Sim(α(Di), α(Dj)) denote the pixel-wise cosine sim-
ilarity between the images Di and Dj of the dataset, and
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Sim(β(Di), β(Dj)) the cosine similarity of the neural em-
beddings from the two images, where α is a function that
outputs the image’s representation as a vector of pixel val-
ues and β outputs its representation after passing through a
trained ResNet. We compute MaxSim(Di), the maximum
similarity observed for some image Di:

MaxSim(Di) = argmax
i ̸=j

Sim(Φ(Di),Φ(Dj)), (1)

where Φ(.) could be either α(.) or β(.). MaxSim presents
a way to measure candidate duplicates for all images of the
dataset, according to two distinct representations. Since
this similarity is 1 for identical images, it is possible to
define a similarity threshold that determines which images
are duplicates. Empirically, we found that the distribution
of maximum similarities between images follows a distinct
pattern with two peaks: one to the left and one close to the
maximum similarity (1, 00), as depicted in Figure 2.

Figure 2. Distribution of maximum similarities between the im-
ages of the COVID-19 Radiography Database using pixel-wise
similarity. The purple dashed line is the threshold chosen by our
algorithm to select the images to be removed. Only pairs with
maximum similarities close to 1 are shown in the graph.

To find this threshold, we employ the following algorithm:
first, we divide the similarities into 50 bins between 0.95 and
1 and count the number of times the maximum similarities
occur. Then, we iterate from right to left (1, 00 to minimum
similarity) to find a region of negative slope that is close to
the minimum similarity. Algorithmically, this is equivalent
to finding a bin smaller than the previous bin and within
some ϵ distance of the minimum. We employ this algorithm
for both pixel and embedding-based similarities. Figure 2
shows the resulting threshold for an example setting.

4.2. External validation

A major challenge in the applicability of neural networks
to the real world setting is the lack of generalization capa-
bilities of trained models in settings even slightly different
than those they were trained on Cabitza et al. (2021). For
example, models trained for the diagnosis of a disease might
not perform well if the target population has a different de-
mographic composition than the one in the datasets used or
if a different CRT machine is used (Oala et al., 2021). Even
when trying to control for all of these factors, generalization
is still a challenge.

To measure the extent that this issue affects the diagnosis
of COVID-19 based on chest images, we perform experi-
ments where we train a neural metwork for classification
in one dataset, and evaluate its performance on the other
two. Formally, let S be a source dataset and T be a target
dataset. We first train a model f using S as input, and then
perform inference on T . Later, we fine-tune f with different
percentages of data from T . While the first step allows us
to understand the degree of generalization on external data,
the second step investigates how much data from the target
training data is needed to allow for a reasonable accuracy.

While it is true that the variability across the studied datasets
does not reflect the true input distribution that would be
found in the real world, a model that does not perform well
across multiple datasets is unlikely to be of real applicability
in a clinical setting (Oala et al., 2021).

Some challenges that prevent the direct use of external val-
idation are: i) the different distributions of classes across
each dataset, ii) the fact that not all sets have the same out-
put categories, and iii) the existence of duplicates in the
datasets since both could have the same instance (e.g. for
multi/crowd-sourced datasets) although with different pro-
cessing procedures. Thus, we adopt the duplicate detection
technique from section 4.1. Also, since some classes are
not present in all datasets, we simplify the classification to
a binary problem, training models to determine exclusively
whether a radiograph is from a patient with COVID-19 or if
it is Normal, discarding other classes. The loss and accuracy
are weighted based on the class distributions during both
training and testing, to reduce the impact of class imbalance
on the results.

Two experiments are then carried out: 1) a cross-dataset
experiment using a source dataset for training and a differ-
ent target dataset for testing, without any use of the target
for adaptation, 2) a fine-tuning procedure, using the source
datasets as pre-training and different proportions of the tar-
get dataset for tuning.

The second experiment is important since some models
may still be useful despite not performing well directly
on external validation (experiment 1). For instance, the
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representations learned by the network could be used to
obtain an initial model and improve results in a target dataset
by allowing the model to adapt with data from this new
dataset. Therefore, in the second experiment we measure
the effects of pre-training on both accuracy and training
cost.

4.3. Training details

We used a ResNet-18 V2 (He et al., 2016) trained from
scratch with the AdamW (Loshchilov & Hutter, 2017) opti-
mizer, starting with a learning rate of 10−1. All fine-tuning
experiments were carried out with an initial learning rate
of 10−2. Additionaly, we set the weight decay to 10−3,
and employ a cosine decay schedule (Loshchilov & Hut-
ter, 2016) with NumEpochs · ⌊NumImages

BatchSize ⌋ steps. The
training cross-entropy loss and the reported accuracy were
weighted depending on the target class of a sample, so that
all classes have equal importance on training and evaluation,
regardless of different distributions across the datasets.

The number of epochs is set to 30 for all experiments, while
the batch size is 128. As a pre-processing step, we scaled the
images to a resolution of 256×256. We ran the experiments
on a TPU v3 with JAX, Haiku, and Optax. We set the
train/validation/test split proportions to 70%/10%/20% for
all experiments, unless stated otherwise. All experiments
were repeated 5 times using cross-validation.

5. Results and Discussion
5.1. Duplicates removal

Initially, we compare the pixel-wise and embedding ap-
proaches to determine whether they agree on which images
are considered duplicates (Table 2). For this comparison, we
explore the samples considered duplicates by both methods
(intersection) and those found by only one of the two meth-
ods. By comparing the max similarity histograms, we find
that the pattern presented in Figure 2 repeats for both pixel-
wise and embedding similarity for all datasets, as shown for
the Curated Dataset in Figure 3. We zoom in to show only
the similarities larger than 0.97 since we are interested in
finding pairs of duplicates and to emphasize the peak near
similarity 1.00.

The Curated Dataset contains a high number of duplicates
(28.5%), while the Radiography Database presents a smaller
amount (1.2%), as does the COVIDx Dataset (0.9%). Sur-
prisingly, both the pixel-wise and embedding-based meth-
ods were successful in finding the duplicates and agreed on
almost all duplicates found. Due to this, we adopt the pixel-
wise similarity going forward, as it is the simplest method
of the two. However, if the datasets used contained rotated
or cropped duplicates, we expect that the embeddings would
have been much more reliable in detecting them. Tables

Table 2. Number of duplicate images detected in absolute num-
ber and percentage with respect to the whole dataset when using
the pixel-wise and embedding approaches. ”Intersection” is the
number of duplicates discovered by both pixel-wise and the neural
embeddings from the first cross-validation fold.

Curated Radiog. COVIDx

Pixel-wise 2623 (28.5%) 251 (1.2%) 294 (1.0%)
Embeddings 2634 (28.6%) 244 (1.2%) 276 (0.9%)
Intersection 2621 (28.5%) 244 (1.2%) 273 (0.9%)

Figure 3. Pixel-wise maximum similarity (top) and embedding-
based maximum similarity (bottom) in the Curated Dataset. De-
spite a small difference in scale, both methods present similar
patterns in their distributions. Only pairs with maximum similari-
ties close to 1 are shown in the graphs.

3-5 show the class accuracies of a ResNet-18 V2 model
trained on the dataset before and after removing the dupli-
cates. As expected, we observe drops in accuracy on almost
all instances after the duplicates were removed, an effect
that is especially significant in the classes that had the most
duplicates present. Tables 6-8 show a breakdown of the
number of duplicates in each class, which we found to be
concentrated in only one of the classes for each dataset.
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Table 3. Testing accuracies before and after removing the duplicates from the Curated Dataset for COVID-19.

Setting Normal Viral pneumonia COVID-19 Bacterial pneumonia

With duplicates 0.960 ± 0.010 0.676 ± 0.034 0.962 ± 0.008 0.776 ± 0.057
No duplicates 0.928 ± 0.013 0.650 ± 0.050 0.974 ± 0.015 0.756 ± 0.030

Table 4. Testing accuracies before and after removing the duplicates from the COVID-19 Radiography Database.

Setting Normal Viral pneumonia COVID-19 Lung opacity

With duplicates 0.914 ± 0.005 0.956 ± 0.018 0.946 ± 0.015 0.866 ± 0.011
No duplicates 0.914 ± 0.009 0.952 ± 0.011 0.928 ± 0.011 0.854 ± 0.011

Table 5. Testing accuracies before and after removing the duplicates from the COVIDx dataset.

Setting Normal Pneumonia COVID-19

With duplicates 0.954 ± 0.028 0.920 ± 0.031 0.982 ±0.012
No duplicates 0.872 ± 0.027 0.908 ± 0.012 0.974 ± 0.017

Table 6. Duplicates per class in the Curated Dataset

Class Number of Samples

Normal 1721
Viral Pneumonia 298

COVID-19 132
Bacterial Pneumonia 489

Table 7. Duplicates per class in the Radiography Database

Class Number of Samples

Normal 1
Viral Pneumonia 7

COVID-19 246
Lung Opacity 0

Table 8. Duplicates per class in the COVIDx Dataset

Class Number of Samples

Normal 0
Pneumonia 4
COVID-19 410

5.2. External validation

Experiment 1: After training for 30 epochs on each dataset,
we observe that there is not much difficulty in achieving
good performance in their corresponding test set (see the
diagonals of Table 9). However, the accuracies are greatly
decreased when a model is evaluated on a dataset different
from the one it was trained on. We also note that the training

loss diverged in one of the folds of the COVID-19 Radiog-
raphy Database training set, so that fold was re-run with a
different network initialization.

This drop in performance is especially significant on the
Curated Dataset for COVID-19 Posterior-Anterior Chest
Radiography Images, which has the least amount of train-
ing samples of all three. When evaluated on the COVIDx
dataset, the accuracy is close to 46%, which is worse than a
random guess. In addition to lower performance, the vari-
ance of the results also considerably increased in all external
validation tests.

In every experiment, we observed a drop of at least 20%
when evaluating on a target set, with the exception of eval-
uating a model trained on the COVID-19 Radiography
Database on the Curated Dataset, in which the accuracy
only dropped by around 5%. Overall, the COVID-19 Ra-
diography Database was the dataset that best generalized,
while the Curated Dataset was the worst, which can be at
least partially explained by the vastly different amounts of
training samples that each of them includes.

Experiment 2: Despite their considerable lack of general-
ization to different settings, the models might be useful for
improving both the performance and data-efficienty of other
neural networks by using their pre-trained weights as the
initialization of a fine-tuning procedure. To verify whether
this is the case, and to measure the influence of dataset
size on this effect, we fine-tune models trained on both the
Curated Dataset and COVIDx on different percentages of
the COVID-19 Radiography Database. We compared the
fine-tuning of models with a random initialization in order
to investigate to what extent the source model contributes to
the test accuracy (see Figure 4).
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Figure 4. Model accuracies on the COVID-19 Radiography Database for different amounts of training samples available on the target
dataset (i.e. proportional to the whole target training dataset) comparing random intialization with pre-training on each of the other two
datasets. The shaded areas indicate a range of one standard deviation, estimated with 5-fold cross-validation.

In this experiment, fine-tuning on a small percentage of the
data from the target distribution can greatly improve per-
formance, especially when compared to the model without
fine-tuning. Pre-training on COVIDx had a much greater
effect compared to the Curated Dataset, which is expected
from the fact that COVIDx has more than three times as
many training samples. Both datasets, however, improved
performance when compared to a randomly initialized net-
work, in particular in the low-data regime.

Table 9. Class-balanced accuracy of models on each target dataset,
depending on which dataset was used for training (the source
dataset). The diagonals indicate each model’s performance on its
own test set.

Targets
Sources Curated Radiog. COVIDx
Curated 0.977±0.01 0.626±0.04 0.464±0.10
Radiog. 0.910±0.02 0.963±0.01 0.723±0.02
COVIDx 0.442±0.05 0.727±0.07 0.985±0.00

6. Conclusions
Our study reveals important issues when dealing with med-
ical imaging for the automated diagnostic of COVID-19.
First, mainly due to the fact that large datasets obtain im-
ages from multiple sources, a high rate of duplicates exist
even in popular curated datasets. We show that the accuracy
across different categories often reduces after the removal
of duplicates. Therefore, a duplicate removal step is recom-
mended to be adopted as default in future work.

Furthermore, we show the importance of assessing the mod-

els in an external validation setting. Although we easily
obtained accuracies higher than 95% within a single dataset,
when testing on external data we observed accuracies as
low as 46% even when constraining the problem to a binary
classification one. Designing methods that are less prone to
memorization and actually capture the patterns associated
with the disease are of foremost importance in this context.

Nevertheless, our study also shows promising results by
fine-tuning the initial model with fractions of a dataset in
the target distribution. Studies focusing on adapting models
to target datasets could be an important aspect for future
research, facilitating clinical viability in a variety of scenar-
ios. Future work could also investigate models that deter-
mine the severity of the disease, building a more transparent
framework to be used in practice by physicians.
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