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Abstract
We prove two lower bounds for the complexity of non-log-concave sampling within the framework
of Balasubramanian et al. (2022), who introduced the use of Fisher information (FI) bounds as a
notion of approximate first-order stationarity in sampling. Our first lower bound shows that aver-
aged Langevin Monte Carlo (LMC) is optimal for the regime of large FI by reducing the problem of
finding stationary points in non-convex optimization to sampling. Our second lower bound shows
that in the regime of small FI, obtaining a FI of at most ε2 from the target distribution requires
poly(1/ε) queries, which is surprising as it rules out the existence of high-accuracy algorithms
(e.g., algorithms using Metropolis–Hastings filters) in this context.
Keywords: Fisher information, gradient descent, Langevin Monte Carlo, non-log-concave sam-
pling, sampling lower bound, stationary point

1. Introduction

What is the query complexity of sampling from a β-log-smooth but possibly non-log-concave target
distribution π on Rd? Until recently, this question was only investigated from an upper bound per-
spective, and only for restricted classes of distributions, such as distributions satisfying functional
inequalities (Vempala and Wibisono, 2019; Wibisono, 2019; Ma et al., 2021; Chewi et al., 2022b),
distributions with tail decay conditions (Durmus and Moulines, 2017; Cheng et al., 2018a; Xu et al.,
2018; Li et al., 2019; Majka et al., 2020; Erdogdu and Hosseinzadeh, 2021; Zou et al., 2021; He
et al., 2022), or mixtures of log-concave distributions (Lee et al., 2018).

Recently Balasubramanian et al. (2022) developed a general framework to investigate non-log-
concave sampling. Motivated by stationary point analysis in non-convex optimization (see, e.g.,
Nesterov, 2018) and the interpretation of sampling as optimization over the space of probability
measures (Jordan et al., 1998; Wibisono, 2018), Balasubramanian et al. proposed to call any measure
µ satisfying

√
FI(µ ∥ π) ≤ ε an ε-stationary point for sampling, where FI(µ∥π) := Eµ[∥∇ log µ

π∥
2]

denotes the relative Fisher information of µ from π. They explained the interpretation of this condi-
tion via the classical phenomenon of metastability (Bovier et al., 2002, 2004, 2005); in particular, for
a multimodal distribution, small Fisher information means that the distribution locally approximates
the shape at each mode, but not necessarily the relative weights between the modes. They further
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showed that averaged Langevin Monte Carlo (LMC) can find an ε-stationary point in O(β2dK0/ε
4)

iterations, where K0 := KL(µ0 ∥ π) is the initial Kullback–Leibler (KL) divergence to the target π.
In the field of optimization, however, there are also corresponding lower bounds on the com-

plexity of finding stationary points (Vavasis, 1993; Nesterov, 2012; Bubeck and Mikulincer, 2020;
Carmon et al., 2020, 2021; Chewi et al., 2022a). Such lower bounds are important for identifying
optimal algorithms and understanding the fundamental difficulty of the task at hand. For example,
the work of Carmon et al. (2020) shows that the standard gradient descent algorithm is optimal for
finding stationary points of smooth functions, at least in high dimension.

In this work, we establish the first lower bounds for Fisher information guarantees for sampling,
resolving an open question posed in Balasubramanian et al. (2022). As we discuss further below,
our results also reveal a surprising equivalence between the task of obtaining a sample which has
moderate Fisher information relative to a target distribution and the task of finding an approximate
stationary point of a smooth function, thereby strengthening the connection between the fields of
non-convex optimization and non-log-concave sampling.

Our contributions. We now informally describe our main results. Details on notation, our oracle
model, and the definition query complexity for sampling (Definition 5) are given in Section 2.
Precise statements of our results are given in Sections 3 and 4. For a density π ∝ exp(−U) the
function U : Rd → R is called the potential. Throughout, our notion of complexity is the number of
queries made to an oracle that returns the value of U (up to an additive constant) and its gradients.
For a 1-smooth function V : Rd → R and β > 0 let us define the density πβ ∝ exp(−βV ),
assuming it is well-defined (i.e.

∫
exp(−βV ) < ∞).

Our first result connects the task of obtaining Fisher information guarantees with finding sta-
tionary points in non-convex optimization, for a particular regime of large smoothness β.

Theorem 1 (equivalence, informal) The following two problems are equivalent.

1. Output an ε-stationary point of V .

2. Output a sample from a measure µ such that FI(µ ∥ πβ) ≲ βd, where β ≍ d/ε2.

By combining this equivalence with the lower bound of Carmon et al. (2020) for finding ε-
stationary points, we obtain:

Theorem 2 (first lower bound, informal) The number of queries required to obtain a sample from
a measure µ satisfying

√
FI(µ ∥ πβ) ≲

√
βd, starting from an initial distribution µ0 with KL di-

vergence K0 := KL(µ0 ∥ πβ), is at least Ω(K0/d). The lower bound is attained by averaged LMC
(Langevin Monte Carlo) as given in Balasubramanian et al. (2022).

To our knowledge an optimality result for LMC was not previously known in any setting.
The first lower bound addresses the regime of large Fisher information, FI(µ ∥ πβ) ≲ βd. In

order to target the regime of small Fisher information, we give a construction based on hiding a
bump of large mass and prove the following:

Theorem 3 (second lower bound, informal) The number of queries required to obtain a sample
from a measure µ satisfying

√
FI(µ ∥ πβ) ≤ ε, starting from an initial distribution µ0 with KL

divergence K0 := KL(µ0 ∥ πβ) ≤ 1, is at least (
√
β/ε)

2d/(d+2)−o(1) as ε → 0.

2



FISHER INFORMATION LOWER BOUNDS FOR SAMPLING

We give a more precise form of our lower bound in Section 4. In infinite dimension (actu-
ally, d ≥ Ω̃(

√
log(β/ε2)) suffices, see Section 4), the lower bound reads Ω̃(β/ε2), which can be

compared to the averaged LMC upper bound of O(β2d/ε4). It is an open question to close this gap.
In terms of technical novelty, we note that the difficulty of showing the first lower bound

lies mainly in establishing the equivalence between optimization and sampling, after which lower
bounds from optimization apply; on the other hand, the second lower bound requires significant
technical work to establish.

We next discuss implications of our results.

• Towards a theory of lower bounds for sampling. The problem of obtaining sampling lower
bounds is a notorious open problem raised in many prior works (see, e.g., Cheng et al., 2018b;
Ge et al., 2020; Chatterji et al., 2022; Lee et al., 2021). So far, unconditional lower bounds
have only been obtained in restricted settings such as in dimension 1; see Chewi et al. (2022c)
and the discussion therein, as well as the reduction to optimization in Gopi et al. (2022). Our
lower bounds are the first of their kind for Fisher information guarantees, and are some of the
only lower bounds for sampling in general. Hence, our work takes a significant step towards
a better understanding of the complexity of sampling. In particular, our first lower bound
identifies a regime in which (averaged) LMC is optimal, which was not previously known in
any setting.

• Stronger connections between non-convex optimization and non-log-concave sampling.
The equivalence in Theorem 1 provides compelling evidence that Fisher information guar-
antees are the correct analogue of stationary point guarantees in non-convex optimization,
thereby supporting the framework of Balasubramanian et al. (2022).

• Obtaining an approximate stationary point in sampling is strictly harder for non-log-
concave targets. Ignoring the dependence on other parameters besides the accuracy, our
second lower bound yields a poly(1/ε) lower bound for the Fisher information task for non-
log-concave targets. In contrast, it is morally possible to solve this task in polylog(1/ε)
queries for log-concave targets; see Appendix A for justification. This exhibits a stark separa-
tion between log-concave and non-log-concave sampling. Note that the analogous separation
does not exist in the context of optimization, because there is a poly(1/ε) lower bound for
finding an ε-stationary point of a convex and smooth function (Carmon et al., 2021).

• A separation between optimization and sampling. Finally, our second lower bound yields
a poly(1/ε) lower bound, even in dimension one. In contrast, for the analogous question in
optimization of finding an ε-stationary point of a univariate function, the recent work of Chewi
et al. (2022a) exhibits an algorithm with O(log(1/ε)) complexity. To our knowledge, this is
one of the first instances in which sampling is provably harder than optimization.

2. Notation and setting

Notation. Given a probability measure π on Rd which admits a density w.r.t. the Lebesgue mea-
sure, we abuse notation by identifying π with its density.

The class of distributions that we wish to sample from are the β-log-smooth distributions on Rd,
defined as follows:
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Definition 4 (log-smooth distributions) The class of β-log-smooth distributions consists of distri-
butions πβ supported on Rd whose densities are of the form π ∝ exp(−Uβ), for potential functions
Uβ : Rd → R that are twice continuously differentiable, and satisfy

∥∇Uβ(x)−∇Uβ(y)∥ ≤ β ∥x− y∥ , ∀x, y ∈ Rd .

Oracle model. We work under the following oracle model. The algorithm is given access to a tar-
get distribution π in our class via two oracles: initialization and local information. The initialization
oracle outputs samples from some distribution µ0 for which KL(µ0 ∥ π) ≤ K0. The local oracle for
π, given a query point x ∈ Rd, returns the value of the potential (up to an additive constant) and
its gradient at the query point x, i.e., the tuple (Uβ(x),∇Uβ(x)). Algorithms can access samples
from µ0 for free, and we care about the number of local information queries needed. The query
complexity is defined as follows.

Definition 5 (query complexity) Let C (d,K0, ε;β) be the largest number n ∈ N such that any
algorithm which works in the oracle model described above and outputs a sample from a measure
µβ satisfying

√
FI(µβ ∥ πβ) ≤ ε, for any β-log-smooth target πβ and any valid initialization oracle

for πβ , requires at least n queries to the local oracle for πβ .

The upper bound of Balasubramanian et al. (2022) shows that using averaged LMC,

C (d,K0, ε;β) ≲ 1 ∨ β2dK0

ε4
. (1)

We also note the following rescaling lemma.

Lemma 6 (rescaling) It holds that

C (d,K0, ε;β) = C
(
d,K0,

ε√
β
; 1
)
.

Proof Suppose that Uβ : Rd → R is β-smooth and that πβ ∝ exp(−Uβ) is a density. Define
the rescaled potential U : Rd → R via U(x) := Uβ(x/

√
β), and let π ∝ exp(−U). (Note that

the relationship between π and πβ is different from that in Section 1.) Note that U is 1-smooth;
moreover, if Z ∼ πβ then

√
β Z ∼ π. Suppose KL(µβ ∥ πβ) = K0 and that Xβ ∼ µβ is a

sample from µβ , and let µ := law(
√
β Xβ). Since the KL divergence is invariant under bijective

transformations, we have KL(µ∥π) = K0, which shows that we can simulate an initialization oracle
for π given an initialization oracle for πβ . We can also simulate the local oracle for π given a local
oracle for πβ , as ∇U(x) = 1√

β
∇Uβ(x/

√
β). Finally, let µ̂ satisfy

√
FI(µ̂ ∥ π) ≤ ε/

√
β and write

µ̂β := law(X̂/
√
β) where X̂ ∼ µ̂. A straightforward calculation shows that

√
FI(µ̂β ∥ πβ) ≤ ε.

This proves the upper bound C (d,K0, ε;β) ≤ C (d,K0, ε/
√
β; 1), and the reverse bound follows

because this reduction is reversible.

From here on, we abbreviate C (d,K0, ε) := C (d,K0, ε; 1).
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3. Reduction to optimization and the first lower bound

In this section, we show a perhaps surprising equivalence between obtaining Fisher information
guarantees in sampling and finding stationary points of smooth functions in optimization. The
formal statement of the equivalence is as follows.

Theorem 7 (equivalence) Let V : Rd → R be a 1-smooth function such that for any β > 0, the
function exp(−βV ) is integrable. Let πβ be the probability measure with density πβ ∝ exp(−βV ),
where β = d/ε2.

1. Suppose that x ∈ Rd is a point with ∥∇V (x)∥ ≤ ε. Then, for µβ := normal(x, β−1Id), it
holds that FI(µβ ∥ πβ) ≤ 10βd.

2. Conversely, suppose that µ is a probability measure on Rd such that FI(µ ∥ πβ) ≤ βd. Let
X ∼ µ be a sample. Then, ∥∇V (X)∥ ≤ 3ε with probability at least 1/2.

Proof See Appendix B.1.

Note that an oracle for βV can be simulated from an oracle for V , so that the above theorem
provides an exact equivalence between a sampling problem and an optimization problem within the
oracle model, up to universal constants.

As a first application of this equivalence, we observe that averaged LMC yields an nearly opti-
mal algorithm for finding stationary points of smooth functions. We recall the LMC algorithm for
sampling from a density π ∝ exp(−U). We fix a step size h > 0, initialize at X0 ∼ µ0, and for
t ∈ [kh, (k + 1)h], we set

Xt = Xkh − (t− kh)∇U(Xkh) +
√
2 (Bt −Bkh) , (2)

where (Bt)t≥0 is a standard Brownian motion in Rd. Let µt := law(Xt) denote the law of the
algorithm at time t. Then, the averaged LMC algorithm at iteration N outputs a sample from the
law of µ̄Nh := (Nh)−1 ∫ Nh

0 µt dt. This is obtained algorithmically as follows: first, we sample a
time t ∈ [0, Nh] uniformly at random (independently of all other random variables). Let k denote
the largest integer such that kh ≤ t. We then compute X0, Xh, X2h, . . . , Xkh using the LMC
recursion, and then output Xt which is obtained via the partial LMC update (2).

Corollary 8 (averaged LMC is nearly optimal for finding stationary points) Let V : Rd → R
be 1-smooth and satisfy V (0) − inf V ≤ ∆. Let ε > 0 be such that ∆/ε2 ≥ 1. Assume that
for β = d/ε2, the probability measure with density πβ ∝ exp(−βV ) is well-defined and that∫
∥·∥2 dπβ ≤ poly(∆, d, 1/ε). Consider running averaged LMC with step size h = Θ̃(1/β), initial

distribution µ0 = normal(0, β−1Id), and target πβ , with

N ≥ Ω̃
(∆
ε2

)
iterations .

Then, we obtain a sample X such that with probability at least 1/2, it holds that ∥∇V (X)∥ ≲ ε.

Proof We combine Theorem 7 with the analysis of averaged LMC in Balasubramanian et al. (2022);
see Appendix B.2.
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This matches the usual O(∆/ε2) complexity for the standard gradient descent algorithm to find
an ε-stationary point (see, e.g., Bubeck, 2015; Nesterov, 2018). On its own, this observation is
not terribly surprising because as β → ∞, the LMC iteration (2) recovers the gradient descent
algorithm. However, it is remarkable that the analysis of Balasubramanian et al. (2022) of averaged
LMC in Fisher information nearly recovers the gradient descent guarantee.

This observation also suggests that the lower bound of Carmon et al. (2020), which establishes
optimality of gradient descent for finding stationary points in high dimension, also implies optimal-
ity of averaged LMC in a certain regime. We obtain the following theorem.

Theorem 9 (first lower bound) Suppose that the dimension d satisfies Õ(K0) ≥ d ≥ Ω̃(K
2/3
0 ).

Then, it holds that

C
(
d,K0, ε =

√
βd;β

)
≳

K0

d
.

Proof In the lower bound of Carmon et al. (2020), the authors construct a family of functions F
such that each f ∈ F is β-smooth and satisfies f(0) − inf f ≤ ∆. Moreover, any randomized
algorithm which, for any f ∈ F , makes queries to a local oracle for f and outputs an δ-stationary
point of f with probability at least 1/2, requires at least Ω(β∆/δ2) queries. The dimension of the
functions in the construction is d = Θ̃(β2∆2/δ4). Setting βV = f and using the equivalence from
Theorem 7 completes the proof. Details are given in Appendix B.3.

The lower bound of Theorem 9 is matched by averaged LMC, see (1). In the theorem, the
restriction d ≥ Ω̃(K

2/3
0 ) arises because the lower bound construction of Carmon et al. (2020)

for finding a ε-stationary point of a smooth function requires a large dimension d ≥ Ω̃(1/ε4).
If, as conjectured in Bubeck and Mikulincer (2020) and Chewi et al. (2022a), the lower bound
construction can be embedded in dimension d ≳ log(1/ε), then the restriction in Theorem 9 would
instead become d ≳ logK0.

4. Bump construction and the second lower bound

The main drawback of the first lower bound (Theorem 9) is that it only provides a lower bound on
the Fisher information for a specific value of the target accuracy, ε =

√
βd. To complement this

result, we provide the following lower bound for the query complexity of sampling to high accuracy
in Fisher information; recall that it suffices to consider β = 1 by the rescaling lemma (Lemma 6).

Theorem 10 (second lower bound) For the class of 1-log-smooth distributions on Rd, there exist
universal constants c, c′ > 0, such that for all ε < exp(−c′d), we have

C (d,K0 = 1, ε) ≳
( cd

log(1/ε)

)d/2 1

ε2d/(d+2)
. (3)

Proof Here we sketch the main ideas of the proof. We construct a family of distributions in our
class which put a constant fraction of their mass on disjoint bumps. Specifically, let Br denote the
ball of radius r in Rd, and let P2r,R be a maximal 2r-packing of BR−r. For any ω ∈ P2r,R, let π̃ω
denote the unnormalized density

π̃ω(x) := exp

(
r2ϕ

(∥x− ω∥
r

)
− 1

2
(∥x∥ −R)2+

)
=: exp

(
−Vω(x)

)
, (4)

6
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where ϕ : R+ → R+ is a decreasing, twice continuously differentiable function supported on [0, 1]
with bounded second derivative, chosen such that π̃ω is 1-log-smooth. We see that the mass of the
distribution πω will be concentrated on BR. Moreover, by a careful choice of r we can ensure that
exactly half of the mass of πω is in the set ω +Br.

The key idea is the following reduction: being able to sample from πω within small Fisher
information means that we can estimate ω ∈ P2r,R. To make this reduction work, note that if we
make a query within ω + Br, then we can immediately identify ω. Because πω puts half of its
mass on ω+Br by construction, if we can sample from a distribution within total variation distance
less than 1/2 from πω then we will sample a point in ω + Br with constant probability. The last
ingredient is to note that sampling close to πω in Fisher information implies that we are close in
total variation distance due to the following functional inequality (see Guillin et al. (2009)): for any
probability measure µ,

TV(µ, πω)
2 ≤ 1

4
CPI(πω)FI(µ ∥ πω) ,

where CPI(πω) is the Poincaré constant of πω.
As a result, a query complexity lower bound on sampling in Fisher information directly fol-

lows from a lower bound on the query complexity of estimating ω, which by standard information-
theoretic arguments takes Ω(|P2r,R|) queries.

Although the scheme of the argument is straightforward, the actual proof requires careful bal-
ancing of the parameters r, R, d and ε and some delicate calculations to satisfy all of the desired
properties. The full details are given in Appendix C.

The lower bound in Theorem 10 deteriorates in high dimension; note that due to the restriction
ε ≤ exp(−c′d), the first factor in (3) is exponentially small in d. However, we can remedy this by
noting that a d-dimensional construction can be embedded into Rd′ for any d′ ≥ d, and hence

C (d,K0 = 1, ε) ≳ max
d⋆≤d

[( cd⋆
log(1/ε)

)d⋆/2
ε4/(d⋆+2)

] 1

ε2
.

By optimizing over d⋆, we show (Appendix C.8) that if ε ≤ 1/C, then

C (d, 1, ε) ≳


1

ε2d/(d+2) exp(C
√

log(1/ε) log log(1/ε))
, for all d ≲

√
log(1/ε)

log log(1/ε)
,

1

ε2 exp(C
√
log(1/ε) log log(1/ε))

, for all d ≳

√
log(1/ε)

log log(1/ε)
,

=
1

εmin{2d/(d+2),2}−o(1)
, for all d ≥ 1 ,

as ε → 0, where C > 0 is universal. Noting 2d/(d + 2) < 2, this yields the simplified bound in
Theorem 3.

For d = 1, the lower bound of Theorem 10 reads C (1, 1, ε) ≳ 1/(ε2/3
√
log(1/ε)). However,

for the one-dimensional case we can in fact obtain better bounds on the Poincaré constants of the
measures in our lower bound construction, leading to an improvement of the exponent from 2/3 to
1. This result is stated below.
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Theorem 11 (second lower bound, univariate case) For the class of 1-log-smooth distributions
on R, there exists a universal constant c > 0, such that for all ε < c, we have

C (d = 1,K0 = 1, ε) ≳
1

ε
√
log(1/ε)

.

Proof See Appendix C.9.

The univariate setting also provides a convenient setting in order to compare our lower bounds
with algorithms such as rejection sampling, so we include a detailed discussion in Appendix D. We
highlight a few interesting conclusions of the discussion here.

• Although rejection sampling can indeed obtain Fisher information guarantees with complex-
ity O(log(1/ε)) (Proposition 30), this does not contradict our lower bounds because rejection
sampling cannot be directly implemented within our oracle model. Instead of an initializa-
tion µ0 satisfying KL(µ0 ∥ π) ≤ K0, rejection sampling requires the stronger assumption
max{sup log(µ0/π), sup log(π/µ0)} ≤ M0. Under this stronger initialization oracle, the
complexity guarantee for rejection sampling is O(exp(3M0) log(1/ε)).

• In the model with the stronger initialization oracle (i.e., bounded M0), any algorithm which
has polylog(1/ε) dependence on the accuracy ε necessarily incurs exponential dependence
on M0 (Corollary 32). This demonstrates a fundamental trade-off between high accuracy
(e.g., rejection sampling) and polynomial dependence on M0 (e.g., averaged LMC).

• The initialization oracle with bounded M0 is strictly stronger than the one with bounded K0.
In other words, sampling is strictly easier in the presence of an initialization with bounded
density ratio to the target (i.e., a warm start) than an initialization with bounded KL diver-
gence. This is consistent with intuition from prior work on the complexity of the Metropolis-
adjusted Langevin algorithm (see Chewi et al., 2021; Lee et al., 2021; Wu et al., 2022).

• The effective radius R of our lower bound construction scales with 1/ε. This is in fact neces-
sary: if R is fixed then there is an algorithm with O(log(1/ε)) complexity (Proposition 33).

5. Conclusion

In this work, we have provided the first lower bounds for the query complexity of obtaining Fisher
information guarantees for sampling. Due to the scarcity of general sampling lower bounds, our
bounds are in fact some of the only known lower bounds for sampling. Our results have a number
of interesting implications, which we discussed thoroughly in previous sections, and they advance
our understanding of the fundamental task of non-log-concave sampling.

To conclude, we highlight a few problems left open in our work. Most notably, our lower bound
in Theorem 10 does not match the upper bound of averaged LMC, and it is an important question
to close this gap. We also note that our lower bounds in Theorems 10 and 11 do not capture the
dependence of K0, and this is also left for future work.
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Appendix A. Separation between log-concave and non-log-concave sampling

We show that O(log 1
ε ) Fisher information query complexity is attainable for log-concave densities,

by giving a generic post-processing method to turn χ2-error guarantees into Fisher information
guarantees.

A.1. Post-processing lemma

Let Qt denote heat flow for time t (i.e., convolution with a Gaussian of variance t). We aim to
bound FI(µQt ∥ π), where π is the distribution that we wish to sample from, and µ is the output of
a sampling algorithm with chi-squared error guarantees.

Lemma 12 (Fisher information guarantee from a chi-squared guarantee) Suppose that µ and
π are two probability measures on Rd, that π is β-log-smooth, and that χ2(µ ∥ π) ≤ ε2χ ≤ 1. Then,
if t ≲ 1/β for a small enough implied constant, it holds that

FI(µQt ∥ π) ≲
εχ (d+ log(1/εχ))

t
+ β2dt .

To prove Lemma 12, we start with

FI(µQt ∥ π) :=
∫

∥∇ log(µQt)(x)−∇ log π(x)∥2 µQt(dx)

≤ 2FI(µQt ∥ πQt) + 2

∫
Rd

∥∇ log(πQt)(x)−∇ log π(x)∥2 µQt(dx) . (5)

For the first term in (5), we use the following lemma on error in the score function (gradient of the
log-density).

Lemma 13 (score error under heat flow, Lee et al. (2023, Lemma 6.2)) Let µ and π be proba-
bility measures on Rd, and let Qt denote the heat semigroup at time t. In addition, we assume that
χ2(µ ∥ π) ≤ ε2χ ≤ 1. Then,

FI(µQt ∥ πQt) =

∫
Rd

∥∇ log(µQt)(x)−∇ log(πQt)(x)∥2 µQt(dx) ≲
εχ

(
d+ log 1

εχ

)
t

.

For the second term in (5), we use the following score perturbation lemma.

Lemma 14 (Lee et al. (2022, Lemma C.11)) Suppose that π ∝ exp(−V ) is a probability density
on Rd, where V is β-smooth. Then for β ≤ 1

2t ,∥∥∥∇ log
π(x)

(πQt)(x)

∥∥∥ ≤ 6βd1/2t1/2 + 2βt ∥∇V (x)∥ .

We are now ready to prove Lemma 12.

Proof [Proof of Lemma 12] For the second term in (5), Lemma 14 yields

EµQt [∥∇ log(πQt)−∇ log π∥2] ≲ β2dt+ β2t2 EµQt [∥∇V ∥2] .
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On the other hand, Lemma 16 below yields

EµQt [∥∇V ∥2] ≲ FI(µQt ∥ π) + βd .

Hence, from (5) and Lemma 13,

FI(µQt ∥ π) ≲ FI(µQt ∥ πQt) + EµQt [∥∇ log(πQt)−∇ log π∥2]

≲
εχ (d+ log(1/εχ))

t
+ β2dt+ β2t2 FI(µQt ∥ π) .

If t ≲ 1/β for a small enough implied constant, it implies

FI(µQt ∥ π) ≲
εχ (d+ log(1/εχ))

t
+ β2dt

as desired.

A.2. High-accuracy Fisher information guarantees for log-concave targets

We now apply the post-processing lemma (Lemma 12). We recall the following high-accuracy
guarantee for sampling from log-concave targets in chi-squared divergence, based on the proximal
sampler.

Theorem 15 (Chen et al. (2022, Corollary 7)) Suppose that the target distribution π ∝ exp(−V )
is β-log-smooth and satisfies a Poincaré inequality with constant CPI. Then, the proximal sampler,
with rejection sampling implementation of the restricted Gaussian oracle (RGO) and initialized at
µ0, outputs a sample from a measure µ with χ2(µ ∥ π) ≤ ε2χ using N queries to π in expectation,
where N satisfies

N ≤ Õ
(
CPIβd

(
log(1 + χ2(µ0 ∥ π)) ∨ log

1

εχ

))
.

We now briefly justify why this morally leads to an O(log(1/ε)) complexity guarantee in Fisher
information, omitting details for brevity. Assume that β = 1 and that π is log-concave. If we set
t ≍ ε2/d in Lemma 12, then we can ensure that FI(µQt ∥ π) ≤ ε2, where µ is the output of the
proximal sampler, provided that εχ ≤ Õ(ε4/d2). Applying Theorem 15, this can be achieved using

N = Õ
(
CPId

(
log(1 + χ2(µ0 ∥ π)) ∨ log

√
d

ε

))
queries in expectation. Let us give crude bounds for these terms. First, let m2

2 := Eπ[∥·∥2] denote
the second moment of π. Then, we know that the Poincaré constant of π is bounded because π
is log-concave, and in fact CPI ≲ m2

2 (see, e.g., Bobkov, 1999). Also, if ∇V (0) = 0, then we
can initialize with log(1 + χ2(µ0 ∥ π)) ≤ Õ(d) (see Chewi et al., 2022b, Lemma 29). Putting
this together, we see that N = poly(d,m2, log(

√
d/ε)) queries suffice in expectation in order to

obtain the guarantee
√

FI(µQt ∥ π) ≤ ε. This is in contrast with our lower bound in Theorem 10,
which shows that poly(1/ε) queries are necessary to obtain Fisher information guarantees for non-
log-concave targets, thereby establishing a separation between log-concave and non-log-concave
sampling in this context.
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The astute reader will observe that there are some holes in this argument when comparing the
lower and upper bounds. Namely, the upper bound uses further properties about the target distribu-
tion (e.g., ∇V (0) = 0) and does not strictly hold in the oracle model that we describe in Section 2;
the upper bound is in terms of the expected number of queries made, because the number of queries
made by the algorithm is random; and the upper bound depends on other parameters such as m2

which do not appear in the lower bound. In particular, the third point requires some consideration
because in our lower bound construction for Theorem 10, the effective radius R of the distributions
depends on 1/ε. We claim, however, that if we set d,R = polylog(1/ε), then the upper bound for
log-concave targets is polylog(1/ε) (with the caveats just discussed) and the lower bound for non-
log-concave targets is poly(1/ε). As this is not the focus of our work, we do not attempt to make
this reasoning more rigorous; rather, we leave it as the sketch of an argument showing that non-
log-concave sampling is fundamentally harder than log-concave sampling. We also note that our
argument in fact shows that polylog(1/ε) query complexity is possible for distributions satisfying
a Poincaré inequality, which form a strict superclass of log-concave distributions.

Appendix B. Proofs for the first lower bound

B.1. Proof of the equivalence

In order to prove the equivalence in Theorem 7, we recall the following useful lemma from Chewi
et al. (2022b).

Lemma 16 (Chewi et al. (2022b, Lemma 16)) Let π ∝ exp(−V ) be a β-log-smooth density on
Rd. Then, for any probability measure µ,

Eµ[∥∇V ∥2] ≤ FI(µ ∥ π) + 2βd .

With the lemma in hand, we are ready to prove Theorem 7.

Proof [Proof of Theorem 7]

1. We can explicitly compute

FI(µβ ∥ πβ) =
∫
∥∇ logµβ −∇ log πβ∥2 dµβ =

∫
∥β (z − x)− β∇V (z)∥2 dµβ(z)

≤ 2β2

∫
∥z − x∥2 dµβ(z) + 2β2

∫
∥∇V (z)∥2 dµβ(z)

≤ 2β2

∫
∥z − x∥2 dµβ(z) + 4β2

∫
{∥z − x∥2 + ∥∇V (x)∥2}dµβ(z)

≤ 6β2

∫
∥z − x∥2 dµβ(z) + 4β2 ∥∇V (x)∥2︸ ︷︷ ︸

≤ε2

,

where we used the Lipschitzness of ∇V . Also,
∫
∥z − x∥2 dµβ(z) = d/β. Hence,

FI(µβ ∥ πβ) ≤ 6βd+ 4β2ε2 = 10βd ,

provided β = d/ε2.
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2. Conversely, since ∇ log(1/πβ) = β∇V is β-Lipschitz, then Lemma 16 yields

Eµ[∥∇V ∥2] = 1

β2
Eµ[∥∇(βV )∥2] ≤ 1

β2
{FI(µ ∥ πβ) + 2βd} ≤ 3d

β
.

If we take β = d/ε2, then Eµ[∥∇V ∥2] ≤ 3ε2. By Chebyshev’s inequality, X ∼ µ satisfies
∥∇V (X)∥ ≤

√
6 ε with probability at least 1/2.

B.2. Proof of the averaged LMC guarantee

In order to apply (Balasubramanian et al., 2022, Theorem 4), we need a bound on the KL divergence
at initialization. Such bounds are standard; however, since (Chewi et al., 2022b, Lemma 30) assumes
that we start at a stationary point of V (contrary to the present setting), we present an adapted
version.

Lemma 17 (KL divergence at initialization) Suppose that U : Rd → R is a function such that
U(0) − inf U ≤ ∆, ∇U is β-Lipschitz, and m :=

∫
∥·∥dπ < ∞ where π ∝ exp(−U). Then, for

µ0 = normal(0, β−1Id), we have the bound

KL(µ0 ∥ π) ≲ ∆+ d
(
1 ∨ log(βm2)

)
.

Proof Write

µ0

π
= exp

(
U − β

2
∥·∥2

) ∫
exp(−U)∫

exp(−U − δ ∥·∥2)

∫
exp(−U − δ ∥·∥2)

(2π/β)d/2
,

where δ > 0 is chosen later.
For the first term, by smoothness and Young’s inequality,

U(x)− β

2
∥x∥2 ≤ U(0) + ⟨∇U(0), x⟩ ≤ U(0) +

∥∇U(0)∥2

2β
+

β ∥x∥2

2
.

Plugging in x = − 1
β ∇U(0),

U
(
− 1

β
∇U(0)

)
− U(0) ≤ − 1

2β
∥∇U(0)∥2

or

∥∇U(0)∥2 ≤ 2β
(
U(0)− U

(
− 1

β
∇U(0)

))
≤ 2β

(
U(0)− inf U

)
≤ 2β∆ .

Hence, for any x,

U(x)− β

2
∥x∥2 ≤ U(0) + ∆+

β ∥x∥2

2
.
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For the second term, Markov’s inequality yields∫
exp(−U − δ ∥·∥2)∫

exp(−U)
=

∫
exp(−δ ∥·∥2) dπ ≥ exp(−4δm2)π{∥·∥ ≤ 2m}

≥ 1

2
exp(−4δm2) .

For the third term,∫
exp(−U − δ ∥·∥2)

(2π/β)d/2
≤

exp(− inf U)
∫
exp(−δ ∥·∥2)

(2π/β)d/2
= exp(− inf U)

( β
2δ

)d/2
.

Combining these bounds,

KL(µ0 ∥ π) = Eµ0 log
µ0

π
≤ U(0)− inf U +∆+

β

2
Eµ0 [∥·∥2] + log 2 + 4δm2 +

d

2
log

β

2δ
.

Now we set δ = 1
4m2 to obtain

KL(µ0 ∥ π) ≲ ∆+ d
(
1 ∨ log(βm2)

)
as claimed.

Proof [Proof of Corollary 8] Let V be 1-smooth and apply the above lemma to U = βV , which is
β-smooth and satisfies U(0)− inf U ≤ β∆, so that

K0 := KL(µ0 ∥ πβ) ≲ β∆+ d
(
1 ∨ log(β Eπβ

[∥·∥2])
)
= Õ(β∆+ d) . (6)

The main result of Balasubramanian et al. (2022) says that after N steps of averaged LMC, with an
appropriate choice of step size h, we output a sample from µ satisfying

FI(µ ∥ πβ) ≲
β
√
K0d√
N

.

To apply this result, we find N such that this inequality implies FI(µ∥πβ) ≤ βd, where we recall that
β = d/ε2; this requires N ≳ K0/d. From (6), it suffices to have N ≥ Ω̃(∆/ε2), provided ∆/ε2 ≥
1. The result for finding stationary points via averaged LMC now follows from the equivalence in
Theorem 7.

B.3. Proof of the first lower bound

Proof [Proof of Theorem 9] Let F be the family of functions constructed in the lower bound of
Carmon et al. (2020), and let f ∈ F . Recall that F satisfies the following properties: each f ∈ F
is β-smooth and satisfies f(0) − inf f ≤ ∆, any randomized algorithm which, for any f ∈ F ,
makes queries to a local oracle for f and outputs an δ-stationary point of f with probability at least
1/2, requires at least Ω(β∆/δ2) queries.

We set δ := 4
√
βd. From the Fisher information lemma (Lemma 16), if we can obtain a sample

from a measure µ such that for πf ∝ exp(−f), it holds that FI(µ ∥ πf ) ≤ βd, then a sample from
µ is a δ-stationary point of f with probability at least 1/2.
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We set the initialization oracle to simply output samples from µ0 := normal(0, β−1Id). We
need to compute the value of K0 := supf∈F KL(µ0 ∥ πf ), and for this we use Lemma 17. First, we
must bound the second moment Eπf

[∥·∥2]. Since we only care about polynomial dependencies for
this calculation, let poly denote any positive quantity for which both the quantity and its inverse are
bounded above by polynomials in β, ∆, d, and 1/δ. Inspecting the proof of Carmon et al. (2020)
and using the notation therein, each f ∈ F is of the form

f(x) = poly · f̃T,U
(
ρ(x/poly)

)
+

1

2τ2
∥x∥2 , where τ = poly .

Also, f̃T,U is bounded; thus, πf ∝ exp(−f) is well-defined. To bound the second moment of πf ,
we can use the Donsker–Varadhan variational principle to write, for any λ > 0,

Eπf
[∥·∥2] ≤ 1

λ
{KL(πf ∥ ν) + logEν exp(λ ∥·∥2)} ,

where ν := normal(0, τId). By choosing λ = 1/poly, we can ensure that logEν exp(λ ∥·∥2) ≤ 1.
Next, since ν satisfies a log-Sobolev inequality with constant poly, we obtain

Eπf
[∥·∥2] ≤ poly ·

(
1 + FI(πf ∥ ν)

)
.

The Fisher information is computed to be

FI(πf ∥ ν) = poly · Eπf

[∥∥∇(
f̃T,U

(
ρ(·/poly)

))∥∥2] .
Here, f̃T,U : Rd → R and ρ : Rd → Rd are poly-Lipschitz, and hence∥∥∇(

f̃T,U
(
ρ(·/poly)

))∥∥ ≤ poly .

Putting everything together, we deduce that Eπf
[∥·∥2] ≤ poly.

From Lemma 17, we can take K0 ≲ ∆+ Õ(d). If K0 ≥ Ω̃(d), then this shows that ∆ ≳ K0.
From the lower bound of Carmon et al. (2020), we obtain

C (d,K0,
√
βd;β) ≳

β∆

δ2
≳

βK0

βd
=

K0

d
.

Finally, in order for the construction of Carmon et al. (2020) to be valid, the functions must be
defined in dimension d ≥ Ω̃((K0/d)

2), which is satisfied provided d ≥ Ω̃(K
2/3
0 ).

Appendix C. Proofs for the second lower bound

C.1. Proof of Theorem 10

Throughout the proof, we will often work with unnormalized densities. For a distribution π, which
we identify with its density, we denote by π̃ an unnormalized density, where π = π̃

Z and the nor-
malizing constant is given by Z :=

∫
Rd π̃(x) dx.

We reduce the task of estimating the distribution from queries to the task of sampling. Namely,
we construct a set of distributions π that are 1-log-smooth, such that if we can sample well from π
in Fisher information, then we can estimate its identity. Let Br denote the ball of radius r in Rd; let
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Vd := π
d/2/Γ(d2 +1) denote the volume of B1, and let Ad−1 = dVd denote the surface area of ∂B1.

Let P2r,R be a maximal 2r-packing of BR−r, for some R ≥ r to be specified. By standard volume
arguments (see, e.g., Vershynin, 2018, §4.2), we know that |P2r,R| ≥

(
R−r
2r

)d. For any ω ∈ P2r,R,
let π̃ω denote the unnormalized density

π̃ω(x) := exp

(
r2ϕ

(∥x− ω∥
r

)
− 1

2
(∥x∥ −R)2+

)
=: exp

(
−Vω(x)

)
, (7)

where (x)+ := max(0, x), and ϕ : R+ → R+ is a bump function with the following properties1 :

(ϕ.1) ϕ is continuous, decreasing, supported on [0, 1], and twice continuously differentiable on the
open interval (0,∞).

(ϕ.2) ϕ(x) = ϕ(0)− 1
2 x

2 for all x ∈ [0, α] for some α > 0.

(ϕ.3) supx>0 |ϕ′′(x)| ≤ 1.

The above implies that on Rd, x 7→ ϕ(∥x∥) is 1-smooth (see Lemma 27), and hence π̃ω is 1-log-
smooth. For a measurable set A, we will write π̃ω(A) :=

∫
A π̃ω(x) dx and we let Zω := π̃ω(Rd)

denote the normalizing constant for π̃ω.
We also define the null probability measure πinit to have unnormalized density

π̃init(x) := exp
(
−1

2
(∥x∥ −R)2+

)
,

with normalizing constant Zinit := π̃init(Rd).
The distribution πω is the combination of a flat, uniform distribution on BR, fast decaying

tails outside of BR, and a bump of radius r around the point ω ∈ P2r,R. The following lemma
summarizes the properties that we need for the lower bound construction. Together, Properties (P.1)
and (P.2) imply that if an algorithm outputs a sample X from a distribution which is close in Fisher
information to πω, then X is likely to lie in the set ω +Br. Hence, an algorithm for sampling from
πω can be used to estimate ω. Property (P.4) is then used to prove a lower bound on the number of
queries to solve the estimation task. Finally, Property (P.3) is needed in order to ensure that there is
a valid initialization oracle with K0 = 1.

Lemma 18 (lower bound construction) There exist universal constants cε, c > 0 such that for
every d ≥ 1 and ε ≤ exp(−cεd) we can choose r, R such that the following properties hold.

(P.1) (most of the mass lies in the bump) For any ω ∈ P2r,R,

πω(ω +Br) =
1

2
.

(P.2) (FI guarantees imply TV guarantees) For any ω ∈ P2r,R and any probability measure µ,√
FI(µ ∥ πω) ≤ ε =⇒ TV(µ, πω) ≤

1

3
.

1. One such function is ϕ(x) =


11
64

− 1
2
x2 , for x ∈ [0, 1/4] ,

1
27

(
4 + 8x− 48x2 + 56x3 − 20x4

)
, for x ∈ [1/4, 1] ,

0 , otherwise .
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(P.3) (initial KL divergence) There exists a probability measure πinit that satisfies

max
ω∈P2r,R

KL(πinit ∥ πω) ≤ log 2 .

(P.4) (lower bound on the packing number) It holds that

|P2r,R| ≥
( cd

log(1/ε)

)d/2 1

ε2d/(d+2)
.

Proof Property (P.1) holds by the definition of the parameters r and R, see (15) and Lemma 22.
We prove Property (P.2) in Appendix C.4, Property (P.3) in Appendix C.5, and Property (P.4) in
Appendix C.6.

Remark 19 In order for the bound in Property (P.4) to be non-trivial, i.e., |P2r,R| ≳ 1, we require
ε−2d/(d+2) ≳ (

√
log(1/ε)/(cd))d. Taking logarithms, we want

2d

d+ 2
log

1

ε

!
≥ d

2
log log

1

ε
− d

2
log d+Ω(d) .

Let γ be such that log(1/ε) = γd. Substituting this in, we require

2γd2

d+ 2

!
≥ d

2
log γ +Ω(d) .

This holds as long as γ is larger than a universal constant, which is equivalent to ε ≤ exp(−cεd)
for a sufficiently large absolute constant cε > 0.

Using the lemma, we can now apply a standard information theoretic argument. We recall the
statement of Fano’s inequality, see (Cover and Thomas, 2006, §2) for background.

Theorem 20 (Fano’s inequality) Let ω ∼ uniform(X), where X is a finite set. Then, for any
estimator ω̂ which is measurable w.r.t. the data ξ, it holds that

P{ω̂ ̸= ω} ≥ 1− I(ξ;ω) + log 2

log |X|
,

where I denotes the mutual information.

With this theorem in hand, we are ready to prove Theorem 10.

Proof [Proof of Theorem 10] Let ω ∼ uniform(P2r,R) and consider the task of estimating ω with
randomized algorithms that have query access to πω. We first show that a sampling algorithm can
solve this estimation task. Suppose that there is an algorithm that works under the oracle model
specified in Section 2, with initialization oracle outputting samples from µ0 = πinit given in Prop-
erty (P.3), which guarantees that KL(µ0 ∥ πω) ≤ log 2. For any ω ∈ P2r,R and target πω, the
algorithm makes at most N queries to the local oracle, and outputs a sample from the measure µN

with
√

FI(µN ∥ πω) ≤ ε. We can then estimate ω as follows: let X ∼ µN , and set

ω̂ := argmin
ω∈P2r,R

∥X − ω∥ .
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Because the initialization oracle µ0 is independent of the choice of ω, the estimator ω̂ is the output
of a randomized algorithm that only uses the query information to πω to estimate ω.

The probability that ω̂ succeeds can be calculated as follows. By Property (P.2), we have
TV(µN , πω) ≤ 1/3. Let X ∼ µN ; then,

P{X ∈ ω +Br} = µN (ω +Br) ≥ πω(ω +Br)− TV(µN , πω) ≥
1

2
− 1

3
=

1

6
,

where we used Property (P.1). Hence we see that

P{ω̂ = ω} ≥ 1

6
. (8)

Now we prove a lower bound for the estimation task for any algorithm that succeeds with prob-
ability at least 1

6 . Let x1, . . . , xN denote the query points made by the algorithm. We first prove
a lower bound for deterministic algorithms, where each query point xi is a deterministic function
of the previous queries and oracle outputs (xi′ , Vω(xi′),∇Vω(xi′) : i′ = 1, . . . , i − 1). Since the
initialization oracle is independent of ω, the data available to the algorithm is

ξN :=
(
xi, Vω(xi),∇Vω(xi) : i = 1, . . . , N

)
.

We assume that the algorithm has made at most N ≤ M/2 queries where M := |P2r,R| (otherwise,
N ≥ M/2 and this is our desired lower bound).

Applying Fano’s inequality (Theorem 20):, we therefore have

P{ω̂ ̸= ω} ≥ 1− I(ξN ;ω) + log 2

logM
. (9)

Applying the chain rule for the mutual information,

I(ξN ;ω) ≤
N∑
i=1

I
(
xi, Vω(xi),∇Vω(xi); ω

∣∣ ξi−1

)
.

Given ξi−1, the query point xi is deterministic. We can bound the mutual information via the
conditional entropy,

I
(
xi, Vω(xi),∇Vω(xi); ω

∣∣ ξi−1

)
≤ H

(
Vω(xi),∇Vω(xi)

∣∣ ξi−1

)
.

If one of the query points x1, . . . , xi−1 landed in the ball ω+Br, then ω is fully known and the
conditional entropy is zero. Otherwise, given the history ξi−1, the random variable ω is uniformly
distributed on the set

P2r,R(i) := {ω′ ∈ P2r,R | xi′ /∈ ω′ +Br for i = 1, . . . , i− 1} .

If xi does not belong to ω′ + Br for some ω′ ∈ P2r,R(i), then the query point is useless and the
conditional entropy is again zero. Otherwise, conditionally on ξi−1, the tuple (Vω(xi),∇Vω(xi))
can take on two possible values with probability 1/|P2r,R(i)| and 1 − 1/|P2r,R(i)| respectively,
depending on whether or not xi ∈ ω +Br. The conditional entropy is thus bounded by

H
(
Vω(xi),∇Vω(xi)

∣∣ ξi−1

)
≤ h

( 1

|P2r,R(i)|

)
≤ h

( 2

M

)
,
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where h(p) := p log 1
p + (1 − p) log 1

1−p is the binary entropy function. Assuming that M ≥ 4
(which can be ensured thanks to Remark 19),

h
( 2

M

)
≤ 4

M
log

M

2
.

Substituting this into (9),

P{ω̂ ̸= ω} ≥ 1−
4N
M log(M/2) + log 2

logM
. (10)

If M ≥ 4, and N ≤ 1
12 M , we would obtain P{ω̂ ̸= ω} > 5/6, contradicting (8). Hence, we

deduce that N ≳ M .
In general, if the algorithm is randomized, it can depend on a random seed ζ that is independent

of ω. Then we can apply (10) conditional on ζ, and obtain

P{ω̂ ̸= ω | ζ} ≥ 1−
4N
M log(M/2) + log 2

logM
.

Taking expectation over ζ, we see that the lower bound (10), and hence N ≳ M , holds for random-
ized algorithms as well.

The proof of Theorem 10 is concluded by noting that the estimation lower bound gives a lower
bound on sampling, and that Property (P.4) provides us with a lower bound on M .

In the remaining sections, we focus on establishing Lemma 18.

C.2. Estimates for integrals

In this section we provide useful estimates for integrals that appear in the normalizing constants for
our lower bound construction. Notice that since π̃ω = 1 on BR \ (ω +Br),

Zω = π̃ω(Rd \BR) + π̃ω(BR) = π̃ω(Rd \BR) + (Rd − rd)Vd +

∫
Br

exp
(
r2ϕ

(∥x∥
r

))
dx

= π̃ω(Rd \BR) + (Rd − rd)Vd + rd Ir ,

where we define Ir :=
∫
B1

exp(r2ϕ(∥x∥)) dx. We record some useful properties of the quantities
defined thus far that will be used throughout the proof of Lemma 18.

Lemma 21 (main estimates) For any number c > 0 there exists cr(c) > 0 depending only on c
such that for all r ≥ cr(c)

√
d, the following hold:

1. (asymptotics of Ir)

1

2
≤ rd Ir

(2π)d/2 exp(r2ϕ(0))
≤ 2 . (11)

2. (mass outside BR) There is a universal constant c0 > 2, independent of c, such that√
π

2
VddR

d−1 ≤ π̃ω(Rd \BR) ≤ Vdc
d
0 (dR

d−1 + d(d+1)/2) . (12)
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3. (mass on the bump)

log
Ir
Vd

≥ cd . (13)

Proof Because we have chosen ϕ to be a quadratic function on the range [0, α] (see (ϕ.2)), we can
decompose Ir as follows:

Ir :=

∫
B1

exp
(
r2ϕ(∥x∥)

)
dx

=

∫
B1\Bα

exp
(
r2ϕ(∥x∥)

)
dx︸ ︷︷ ︸

A

+ exp
(
r2ϕ(0)

) ∫
Bα

exp
(
−r2 ∥x∥2

2

)
dx︸ ︷︷ ︸

B

.

As ϕ is decreasing by (ϕ.1), clearly A ≤ Vd exp(r
2ϕ(α)), and the second term is given by

B =
(2π)d/2

rd
exp

(
r2ϕ(0)

)
P(∥X∥ ≤ αr) ,

where X is a standard Gaussian in Rd. By standard concentration inequalities (e.g., Markov’s
inequality suffices), there exists a universal constant c1 such that the above probability is at least
1/2 provided r ≥ c1

√
d. Recall that log Γ(d2 + 1) = d

2 log d+O(d). Thus, for r ≥ c1
√
d we have

log
A

B
≤ log

2Vd exp(r
2ϕ(α))

(2π)d/2 r−d exp(r2ϕ(0))
= log

2 exp(r2ϕ(α))

2d/2 r−d exp(r2ϕ(0)) Γ(d2 + 1)

= O(d)− r2 (ϕ(0)− ϕ(α)) + d log r − d

2
log d

= O(d)− d
(( r√

d

)2
(ϕ(0)− ϕ(α))− log

( r√
d

))
.

From the above it is clear that there is a universal constant c2 such that r ≥ c2
√
d implies that

A ≤ B. Thus, for r ≥ (c1 ∨ c2)
√
d the following holds:

B ≤ Ir ≤ 2B , (14)

proving (11). We now turn to the proof of (12). By integrating in polar coordinates, and taking X
to be a standard Gaussian on R,

π̃ω(Rd \BR) = Ad−1

∫ ∞

R
sd−1 exp

(
−1

2
(s−R)2

)
ds

= Ad−1

∫ ∞

0
(s+R)d−1 exp

(
−s2

2

)
ds

≤
√
2πAd−1 E[|X +R|d−1]

≤
√
2πAd−12

d (Rd−1 + E[|X|d−1])

≤ Ad−1c
d
0 (R

d−1 + (d− 1)(d−1)/2)

≤ Vdc
d
0 (dR

d−1 + d(d+1)/2)
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for some universal constant c0 > 2. For the other direction we can simply write

π̃ω(Rd \BR) = Ad−1

∫ ∞

0
(s+R)d−1 exp

(
−s2

2

)
ds

≥
√

π

2
Ad−1R

d−1 .

Finally, we prove (13). We again use the fact log Γ(d2 + 1) = d
2 log d + O(d). Therefore, for

r ≥ (c1 ∨ c2)
√
d and using (11) we obtain

log
Ir
Vd

≥ log
(2π)d/2 r−d exp(r2ϕ(0))/2

πd/2/Γ(d2 + 1)

= d
(( r√

d

)2
ϕ(0)− log

( r√
d

))
+O(d) .

Clearly, there exists a constant c3 (depending only on c) such that r ≥ c3
√
d implies that the RHS

is at least linear in d with a positive constant. Taking cr = c1 ∨ c2 ∨ c3 concludes the proof.

C.3. Proof of Property (P.1)

We choose r, R such that (P.1) holds, i.e., πω(ω +Br) = 1/2. This holds provided that

f(r) := (Ir + Vd) r
d !
= π̃ω(Rd \BR) + VdR

d =: g(R) . (15)

Lemma 22 (choice of r, R) For any value of d ≥ 1 and R ≥ 0, there exists a corresponding
value of r such that (15) holds. Moreover, there is a universal constant cR ≥ 1 such that for any
R ≥ cR

√
d, the corresponding r solving (15) satisfies

r ≥ cr
(
log(6c0)

)√
d , (16)

R/r ≥ 2 , (17)

where cr(·) is the function defined in Lemma 21.

The argument log(6c0) to cr(·) in Lemma 22 is chosen for later convenience.

Proof Notice that f and g are continuous and increasing in r,R respectively. Moreover, we check
that f(0) = 0, g(0) = (2π)d/2, and f(∞) = g(∞) = ∞. This tells us that for any value of d ≥ 1
and R ≥ 0, there exists a value of r ≥ 0 for which f(r) = g(R).

For the rest of the proof, we abbreviate cr := cr(log(6c0)).
First, we prove (16). Note that since (16) is a hypothesis of Lemma 21, we cannot invoke

Lemma 21 during the proof of (16) in order to avoid a circular argument.
By the definitions of r and R,

(Ir + Vd) r
d ≥ VdR

d .

Taking logarithms and using the definition of Ir, this rewrites as

d log
R

r
≤ log

(
1 +

Ir
Vd

)
= log

(
1 +

∫
B1

exp(r2ϕ(∥x∥)) dx
Vd

)
≤ log

(
1 + exp

(
r2ϕ(0)

))
.
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Suppose, for the sake of contradiction, that r < cr
√
d. Then, we have

d log
R

r
≤ c2rdϕ(0) + log 2 .

Rearranging,

R ≤ exp
(
c2rϕ(0) +

log 2

d

)
r ≤ exp

(
c2rϕ(0) +

log 2

d

)
cr
√
d .

Hence, if R ≥ cR
√
d for a large enough universal constant cR, then we arrive at the desired contra-

diction. For later convenience we choose cR to always be at least 1. This proves (16).
Next, we prove (17). We use the fact that R ≥ cR

√
d; so that in particular cR ≥ 1 and thus√

d ≤ R. Then, using (12) from Lemma 21,

(Ir + Vd) r
d ≤ Vd (c

d
0dR

d−1 + cd0d
(d+1)/2 +Rd) ≤ Vd (c

d
0

√
dRd + cd0

√
dRd +Rd)

≤ Vd · 3cd0
√
dRd .

Taking logarithms, rearranging, and using (13) from Lemma 21,

d log
R

r
≥ log

(
1 +

Ir
Vd

)
− d log c0 − log(3

√
d) ≥

(
c− log c0 −

log(3
√
d)

d︸ ︷︷ ︸
≤log 3

)
d .

Taking c = log c0 + log 3 + log 2 = log(6c0), this implies R/r ≥ 2 as desired.

C.4. Proof of Property (P.2)

The proof of Property (P.2) requires an upper bound on the Poincaré constant of πω. We recall that
the Poincaré constant of a probability measure π is the smallest constant CPI(π) > 0 such that for
all smooth and bounded test functions f : Rd → R, it holds that

varπ(f) ≤ CPI(π)Eπ[∥∇f∥2] .

We begin with a Poincaré inequality for πinit.

Lemma 23 (Poincaré inequality for πinit) If R ≥
√
d, then the probability measure πinit has

Poincaré constant at most cPIR2/d for a universal constant cPI.

Proof From Bobkov (2003) and the fact that πinit is a radially symmetric log-concave measure, the
Poincaré constant of πinit is bounded by

CPI(πinit) ≤
13Eπinit [∥·∥2]

d
.

The second moment is

Eπinit [∥·∥
2] =

∫
BR

∥·∥2

Zinit
+

∫
Rd\BR

∥·∥2 exp(−1
2 (∥·∥ −R)2)

Zinit

≤
∫
BR

∥·∥2

VdRd
+

Ad−1

∫∞
0 (r +R)d+1 exp(−r2/2) dr

Ad−1

∫∞
0 (r +R)d−1 exp(−r2/2) dr

≤ R2 +

∫
(r +R)2 ν(dr) ,
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where ν is the probability measure on R+ with density

ν(r) ∝ (r +R)d−1 exp
(
−r2

2

)
. (18)

Note that ν is 1-strongly-log-concave. Hence, by Durmus and Moulines (2019, Proposition 1),∫
(r +R)2 ν(dr) ≲ R2 +

∫
r2 ν(dr) ≲ R2 + r2⋆ +

∫
(r − r⋆)

2 ν(dr) ≤ R2 + r2⋆ + 1 ,

where r⋆ is the mode of ν. To find the mode, (18) and elementary calculus show that r⋆ satisfies
r⋆ (r⋆ + R) = d − 1, which implies r⋆ ≤ (d − 1)/R. If R ≥

√
d, then r⋆ ≲ R. Combining the

bounds, we obtain CPI(πinit) ≲ R2/d.

Next, we recall the statement of the Holley–Stroock perturbation principle.

Theorem 24 (Holley–Stroock perturbation principle, Holley and Stroock (1986)) Let π be a
probability measure which satisfies a Poincaré inequality. Suppose that µ is another probability
measure such that

0 < c ≤ dµ

dπ
≤ C < ∞ .

Then, µ also satisfies a Poincaré inequality, with

CPI(µ) ≤
C

c
CPI(π) .

Proof See Bakry et al. (2014, Lemma 5.1.7).

Corollary 25 (Poincaré inequality for πω) Assume that R ≥
√
d. Then, for each ω ∈ P2r,R,

CPI(πω) ≤
2cPIR

2

d
exp

(
r2ϕ(0)

)
.

Proof By (ϕ.1), we know that π̃ω ≥ π̃init and hence Zω ≥ Zinit. It follows that

Zinit

Zω
≤ πω

πinit
=

π̃ω
π̃init

Zinit

Zω
≤ π̃ω

π̃init
≤ exp

(
r2ϕ(0)

)
.

Also, by (15),

Zω = π̃ω(Rd \BR) + VdR
d + (Ir − Vd) r

d ≤ π̃ω(Rd \BR) + VdR
d + (Ir + Vd) r

d

= 2
(
π̃ω(Rd \BR) + VdR

d
)
= 2Zinit .

Hence, Zinit/Zω ≥ 1/2. The result now follows from Lemma 23 and the Holley–Stroock perturba-
tion principle (Theorem 24).

To translate Fisher information guarantees into total variation guarantees, we use the following
consequence of the Poincaré inequality.
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Proposition 26 (Fisher information controls total variation) Suppose that a probability mea-
sure π satisfies a Poincaré inequality. Then, for any probability measure µ,

TV(µ, π)2 ≤ CPI(π)

4
FI(µ ∥ π) .

Proof See Guillin et al. (2009).

We are finally ready to prove Property (P.2). More specifically, we will show that there is a
universal constant cε > 0 such that if ε ≤ exp(−cεd), then we can choose r and R (depending on
ε) such that: (i) r and R are related according to (15), which is necessary for Property (P.1); (ii)
R ≥ cR

√
d, which is necessary for Lemma 22; and (iii) Property (P.2) holds.

Proof [Proof of Property (P.2)] For any ω ∈ P2r,R, suppose that µ satisfies
√
FI(µ ∥ πω) ≤ ε.

Then, by Corollary 25 and Proposition 26, we have

TV2(µ, πω) ≤
CPI(πω)

4
FI(µ ∥ π) ≤ cPIR

2 exp(r2ϕ(0))

2d
ε2 . (19)

Hence, if we choose

R2 =
2d

9cPIε2 exp(r2ϕ(0))
(20)

then
√
FI(µ ∥ πω) ≤ ε implies TV(µ, πω) ≤ 1/3, i.e., Property (P.2) holds.

To justify (20), note that thus far we have shown that for any choice of R, there exists a choice
of r which depends on R, which we temporarily denote by r(R), such that (15) holds. Also, r(·) is
an increasing function. In order for (20) to hold, it is equivalent to require

R2 exp
(
r(R)2 ϕ(0)

)
=

2d

9cPIε2
(21)

where the left-hand side is an increasing function of R. We also want R to satisfy R ≥ cR
√
d,

where cR is the universal constant in Lemma 22. From Lemma 22, for the choice of R = cR
√
d,

r(cR
√
d) ≤ cR

√
d

2
.

Therefore, for this choice of R, the left-hand side of (21) is bounded by

c2Rd exp
(c2Rd

4
ϕ(0)

)
.

If it holds that

ε2 ≤ 2

9cPIc
2
R exp(c2Rdϕ(0)/4)

(22)

then the R satisfying (20) necessarily satisfies R ≥ cR
√
d. In turn, (22) holds if ε ≤ exp(−cεd) for

a universal constant cε > 0.
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C.5. Proof of Property (P.3)

Proof [Proof of Property (P.3)] In the proof of Corollary 25, we showed that Zω ≤ 2Zinit. The KL
divergence is bounded by

KL(πinit ∥ πω) = Eπinit log
( π̃init
π̃ω︸︷︷︸
≤1

Zω

Zinit︸︷︷︸
≤2

)
≤ log 2 ,

which is what we wanted to show.

C.6. Proof of Property (P.4)

Proof [Proof of Property (P.4)] We choose r and R to satisfy (15) and (20). If ε ≤ exp(−cεd), then
we showed in the proof of Property (P.2) that R ≥ cR

√
d and hence Lemmas 21 and 22 apply.

As in the proof of (17) in Lemma 22, R ≥
√
d implies

(Ir + Vd) r
d ≤ Vd · 3cd0

√
dRd .

Taking logarithms in (11) from Lemma 21 and using the above inequality, we obtain

r2ϕ(0) ≤ log
2rdIr

(2π)d/2
≤ O(d) + log Vd + d logR .

From (20), we have

logR =
1

2
log d+ log

1

ε
− 1

2
r2ϕ(0) +O(1) .

Substituting this in and using log Vd = −d
2 log d+O(d),

r2ϕ(0) ≤ d log
1

ε
− d

2
r2ϕ(0) +O(d)

which is rearranged to yield

r2ϕ(0) ≤ 2d

d+ 2
log

1

ε
+O(1) .

Then, the packing number is lower bounded by

|P2r,R| ≥
(R− r

2r

)d
≥

(R

4r

)d

≥
(
c

√
d exp(− d

d+2 log(1/ε))

ε
√
log(1/ε)

)d

≥
(
c

√
d

log(1/ε)

)d 1

ε2d/(d+2)
,

for some universal constant c.

28



FISHER INFORMATION LOWER BOUNDS FOR SAMPLING

C.7. Auxiliary lemmas

Lemma 27 Suppose that ϕ : R+ → R+ satisfies (ϕ.1), (ϕ.2), and (ϕ.3). Then, the map x 7→
ϕ(∥x∥) is 1-smooth on Rd.

Proof First, we claim that |ϕ′(x)|/x ≤ 1 for all x > 0. This follows from (ϕ.3) because (ϕ.2)
implies that the right derivative ϕ′(0+) exists and equals 0.

Next, we have for x ̸= 0

∂2ϕ(∥x∥)
∂xj ∂xi

=
∂

∂xj
ϕ′(∥x∥) xi

∥x∥

= ϕ′′(∥x∥) xixj
∥x∥2

− ϕ′(∥x∥) xixj
∥x∥3

+ δi,j ϕ
′(∥x∥) 1

∥x∥
.

Thus, in matrix form we have

∇2
xϕ(∥x∥) =

ϕ′(∥x∥)
∥x∥

Id +
(ϕ′′(∥x∥)

∥x∥2
− ϕ′(∥x∥)

∥x∥3
)
xxT.

In particular, the eigenvalues are always ϕ′(∥x∥)
∥x∥ with multiplicity d−1 and ϕ′′(∥x∥) with multiplicity

1. The fact that ϕ(∥·∥) is 1-smooth follows.

C.8. Optimization of the bound

We wish to find d which maximizes ( cd

log(1/ε)

)d/2
ε4/(d+2) ,

or after taking logarithms, we wish to maximize

f(d) :=
d

2
log d− 4

d+ 2
log

1

ε
− d

2
log log

1

ε
− d

2
log

1

c
.

Rather than maximizing this expression exactly, we shall ignore the last two terms and pick d to be
the smallest integer such that the sum of the first two terms is non-negative, i.e.,

d (d+ 2) log d

8
≥ log

1

ε
.

It suffices to find d such that g(d) := d2 log d ≥ 8 log(1/ε). In order to invert g, let y be sufficiently
large and consider finding x such that g(x) = y. We make the choice x = α

√
y/(log y) and plug

this into the expression for g in order to obtain

log g
(
α

√
y

log y

)
= 2 logα+ log y − log log y + log log

(
α

√
y

log y

)
= 2 logα+ log y + log

1
2 log y −

1
2 log log y + logα

log y︸ ︷︷ ︸
→log(1/2) as y→∞

.
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From this expression, we see that provided y is sufficiently large, this expression is less than log y
for α = 0 and greater than log y for α = 3. We conclude that g−1(y) ≍

√
y/(log y), and therefore

that our choice of d satisfies

d ≍

√
log(1/ε)

log log(1/ε)
.

In particular, since d = o(log(1/ε)), then the condition ε ≤ exp(−cεd) holds for all sufficiently
small ε, and Theorem 10 holds. Then,

f(d) ≥ −d

2
log log

1

ε
− d

2
log

1

c
≍ −

√(
log

1

ε

) (
log log

1

ε

)
.

This verifies the expression in Section 4.
To justify the simplified expression of the bound that we gave in the informal statement of

Theorem 3, note that in dimension

d ≲

√
log(1/ε)

log log(1/ε)
(23)

we have

log
(( cd

log(1/ε)

)d/2)
=

d

2

(
log d− log log

1

ε
− log

1

c

)
︸ ︷︷ ︸

negative as ε↘0

≳ −
√(

log
1

ε

) (
log log

1

ε

)
.

In other words, we can simplify our bound as follows. For all d ≥ 1 and all ε smaller than a
universal constant, if the condition (23) holds, then we have the lower bound

C (d, 1, ε) ≳
1

ε2d/(d+2) exp(C
√

log(1/ε) log log(1/ε))
.

Otherwise, if the condition (23) fails, then we instead have the bound

C (d, 1, ε) ≳
1

ε2 exp(C
√
log(1/ε) log log(1/ε))

≥ 1

ε2d/(d+2) exp(C
√
log(1/ε) log log(1/ε))

.

In either case, we have C (d, 1, ε) ≥ (1/ε)2d/(d+2)−o(1). Together with Theorem 11 on the univarate
case and Lemma 6 on rescaling, it yields Theorem 3.

C.9. Proof of Theorem 11

In the univarate case, we can sharpen Theorem 10 by obtaining a better bound on the Poincaré
constant of πω. We use the following result.

Theorem 28 (Muckenhoupt’s criterion) Let π be a probability density on R and let m be a me-
dian of π. Then,

CPI(π) ≍ max
{
sup
x<m

π
(
(−∞, x]

) ∫ m

x

1

π
, sup
x>m

π
(
[x,+∞)

) ∫ x

m

1

π

}
.
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Proof See Bakry et al. (2014, Theorem 4.5.1).

Lemma 29 (improved Poincaré inequality for πω) Suppose that d = 1 and R ≥ 1. Then, for all
ω ∈ P2r,R,

CPI(πω) ≲ R2 .

Proof We use Muckenhoupt’s criterion (Theorem 28). First, we note that by Property (P.1), it holds
that πω(ω +Br) =

1
2 which implies that ω − r ≤ m ≤ ω + r. We proceed to check that

sup
x>m

πω
(
[x,+∞)

) ∫ x

m

1

πω
≲ R2 .

The other condition is verified in the same way due to symmetry.
We split into three cases. First, suppose that m < x < ω + r. Then, as in the proof of

Corollary 25, we have Zω ≤ 2Zinit = 2 π̃init(R \BR) + 4R ≤ 2
√
2π + 4R ≲ R. Then,

πω
(
[x,+∞)

) ∫ x

m

1

πω
≤ Zω (x−m) ≲ Rr ≤ R2 .

Next, suppose that ω + r < x < R. Then,

πω
(
[x,+∞)

) ∫ x

m

1

πω
= π̃ω

(
[x,+∞)

) ∫ x

m

1

π̃ω
≤

(
R− x+

√
π

2

)
(x−m) ≲ R2 .

Finally, suppose that x > R. Then, using standard Gaussian tail bounds,

πω
(
[x,+∞)

) ∫ x

m

1

πω
= π̃ω

(
[x,+∞)

) ∫ x

m

1

π̃ω

≤
[√

2π
(1
2
∧ 1

x−R

)
exp

(
−(x−R)2

2

)] [
R−m+ (x−R) exp

((x−R)2

2

)]
.

If x−R ≤ 1, then this yields

πω
(
[x,+∞)

) ∫ x

m

1

πω
≲ R .

Otherwise, if x−R ≥ 1, then we obtain

πω
(
[x,+∞)

) ∫ x

m

1

πω
≲

1

x−R
exp

(
−(x−R)2

2

) [
R+ (x−R) exp

((x−R)2

2

)]
≲ R .

This completes the proof.

We now use the improved Poincaré inequality in order to establish Theorem 11.

Proof [Proof of Theorem 11] We follow the proof of Theorem 10. The proofs of Properties (P.1)
and (P.3) remain unchanged.
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In the proof of Property (P.2), the equation (19) is replaced by

TV2(µ, πω) ≤ cPIR
2ε2

for a different universal constant cPI > 0, using Lemma 29. Hence, we choose R2 = 1/(9cPIε
2)

in order to verify Property (P.2). Since we require R ≥ cR for a universal constant cR ≥ 1, this
requires ε ≤ exp(−cε) for a universal constant cε > 0.

Next, we turn towards the sharpened statement of Property (P.4). From (15), r is chosen so that

(Ir + 2) r = π̃ω(R \BR) + 2R .

Using (11) from Lemma 21, we have

rIr ≍ exp
(
r2ϕ(0)

)
≳ r .

This implies that

exp
(
r2ϕ(0)

)
≳ (Ir + 2) r ≳ R ,

or r ≳
√
logR ≍

√
log(1/ε). Hence,

|P2r,R| ≥
R

4r
≳

1

ε
√
log(1/ε)

.

By substituting this new bound on the packing number into the information theoretic argument
of Theorem 10 (see (10), where M = |P2r,R|), we obtain Theorem 11.

Appendix D. Further discussion of the univariate case

In this section, we provide further discussion of algorithms for the univariate case.

Rejection sampling. First of all, we note that the poly(1/ε) lower bounds of Theorems 10 and 11
may come as a surprise due to the existence of the rejection sampling algorithm. We briefly recall
rejection sampling here. Let π̃ be an unnormalized density, let Zπ :=

∫
π̃ denote the normalizing

constant, and let π := π̃/Z denote the target distribution. Rejection sampling requires knowledge
of an upper envelope µ̃ for π̃, i.e., a function µ̃ satisfying µ̃ ≥ π̃ pointwise. The algorithm proceeds
by repeatedly drawing samples from the density µ := µ̃/Zµ, where Zµ :=

∫
µ̃; each sample X is

accepted with probability π̃(X)/µ̃(X).
It is standard to show (see, e.g., Chewi et al., 2022c) that the accepted samples are drawn ex-

actly from the target π, and that the number of queries made to π̃ until the first accepted sample
is geometrically distributed with mean Zµ/Zπ. To translate this into a total variation guarantee,
we run the algorithm for N iterations and output “FAIL” if we have not accepted a sample by
iteration N . The probability of failure is at most (1− Zπ/Zµ)

N , so the number of iterations re-
quired for the output of the algorithm to be ε-close to the target π in total variation distance is
N ≥ log(1/ε)/ log(1− Zπ/Zµ).

Although this is a total variation guarantee, rather than a Fisher information guarantee, it sug-
gests (similarly to Appendix A) that log(1/ε) rates are attainable using rejection sampling. The
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reason why this does not contradict our lower bounds in Theorems 10 and 11 is that the initializa-
tion oracle we consider, which provides a measure µ0 such that KL(µ0 ∥ π) ≤ K0, is not sufficient
to construct an upper envelope of the unnormalized density π̃.

Indeed, consider instead a stronger initialization oracle which outputs a measure µ0 such that

max
{
sup log

µ0

π
, sup log

π

µ0

}
≤ M0 < ∞ .

Denote the complexity of obtaining
√
FI(µ ∥ π) ≤ ε over the class of 1-log-smooth distributions on

Rd with this stronger initialization oracle by C∞(d,M0, ε). Then, the rejection sampling algorithm
can be implemented within this new oracle model. It yields the following.

Proposition 30 (Fisher information guarantees via rejection sampling) It holds that

C∞(d,M0, ε) ≤ Õ
(
exp(3M0) log

√
d

ε

)
.

Proof For the algorithm, we use rejection sampling, which requires producing an upper envelope.
Recall that in our oracle model, we can query the value of an unnormalized version π̃ of π. By
replacing π̃ with π̃/π̃(0), we can assume that π̃(0) = 1. Then,

π̃ =
π̃

π̃(0)
=

π

π(0)
≤ exp(M0)µ0

exp(−M0)µ0(0)
=

exp(2M0)

µ0(0)︸ ︷︷ ︸
:=Zµ0

µ0 .

This shows that µ̃0 := Zµ0 µ0 is an upper envelope for π̃. Also, using π(0) = 1/Zπ,

Zµ0

Zπ
= exp(2M0)

π(0)

µ0(0)
≤ exp(3M0) .

Hence, we can run rejection sampling, where we output a sample from µ0 if the algorithm exceeds
N iterations. Therefore, the law of the output of rejection sampling is µ = (1− p)π + p µ0, where
p = (1− Zπ/Zµ0)

N ≤ exp(−NZπ/Zµ0) is the probability of failure. We calculate

1 + χ2(µ ∥ π) = Eµ

(µ
π

)
= 1− p+ pEµ

(µ0

π

)
≤ 1 + p exp(M0) .

Applying Lemma 12 with ε2χ = p exp(M0) (assuming that p ≤ exp(−M0)) and t ≲ 1, we obtain

FI(µQt ∥ π) ≲
p exp(M0) (d+ log(1/p)−M0)

t
+ dt .

We set t ≲ ε2/d so that

FI(µQt ∥ π) ≲
d2 exp(M0) p log(1/p)

ε2
+ ε2 .

In order to make the first term at most ε2/2, we take p = Θ̃(ε4/(d2 exp(M0))). In turn, this is
satisfied provided

N ≥ Zµ0

Zπ
log

1

p
≍ exp(3M0) log

d2 exp(M0)

ε4
,
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which proves the desired result.

Hence, under the stronger oracle model, log(1/ε) rates are indeed possible (albeit with expo-
nential dependence on M0). To see why this does not contradict the lower bound construction of
Theorem 11, observe that if we take the initialization oracle to be πinit, then our construction satis-
fies M0 = r2ϕ(0). By inspecting the proof of Theorem 11, one sees that r ≍

√
log(1/ε). Hence,

our construction does not provide a lower bound for C∞(1,M0, ε) for constant M0. Instead, we
obtain the following lower bound.

Corollary 31 (lower bound for the stronger initialization oracle) There exists a universal con-
stant c > 0 such that for all ε ≤ 1/c, it holds that

C∞
(
1, c log(1/ε), ε

)
≳

1

ε
√
log(1/ε)

.

Note also the following corollary.

Corollary 32 (high-accuracy Fisher information requires exponential dependence on M0)
Suppose that there exists an algorithm which works within the stronger oracle model and which, for
any 1-log-smooth distribution π on R, outputs a measure µ with

√
FI(µ ∥ π) ≤ ε using N queries,

where the query complexity satisfies

N ≤ f(M0) polylog
(1
ε

)
for some increasing function f : [1,∞) → R+. Then, there is a universal constant c′ > 0 such that

f(M0) ≥ Ω̃
(
exp(c′M0)

)
.

Proof Using Corollary 31 with M0 = c log(1/ε), we have

f
(
c log

1

ε

)
polylog

(1
ε

)
≥ N ≳

1

ε
√
log(1/ε)

,

or

f
(
c log

1

ε

)
≥ 1

εpolylog(1/ε)
.

Writing this in terms of M0 = c log(1/ε), or ε = exp(−M0/c),

f(M0) ≥
exp(M0/c)

(M0/c)
O(1)

= Ω̃
(
exp

(M0

c

))
which establishes the result.

Hence, we see that there is a fundamental trade-off in the stronger oracle model: any algorithm
must either incur polynomial dependence on 1/ε (e.g., averaged LMC), or exponential dependence
on M0 (e.g., rejection sampling, see Proposition 30).
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The stronger oracle model is strictly stronger. We also observe the following consequence of
these observations. On one hand, our lower bound in Thoerem 11 shows that

C (1,K0 = 1, ε) ≥ Ω
( 1

ε
√
log(1/ε)

)
.

On the other hand, for constant M0, rejection sampling (Proposition 30) yields

C∞(1,M0, ε) ≤ Õ
(
exp(3M0) log

1

ε

)
.

Hence, the stronger oracle model is indeed stronger: obtaining Fisher information guarantees is
strictly easier with access to an oracle with bounded M0, rather than an oracle with bounded K0.

On the effect of the radius of the effective support. In our lower bound construction, the distri-
butions are “effectively” supported on a ball of radius R, where R scales with 1/ε. Here, we show
that this is in fact necessary, by showing that for any fixed d and R, it is possible to sample from
such a distribution in Fisher information using O(log(1/ε)) queries. The algorithm involves uses a
simple grid search.

Proposition 33 (sampling from bounded effective support) Suppose that the target distribution
π ∝ exp(−V ) on Rd has the following properties:

1. V (0) = 0.

2. V (x) = 1
2 (∥x∥ −R)2+, for ∥x∥ ≥ R.

3. V is 1-smooth.

Then, there is an algorithm which outputs µ with
√

FI(µ ∥ π) ≤ ε using N queries to (V,∇V ),
where the number of queries satisfies

N ≲ (cR)d + log

√
d

ε
,

where c > 0 is a universal constant.

Proof We use function approximation to build an upper envelope for π̃ := exp(−V ), and then
apply rejection sampling. Namely, let N be a 1-net of BR, and for each x ∈ BR let xN denote a
closest point of N to x. Define the approximation

V̂ (x) :=

{
1
2 (∥x∥ −R)2+ , ∥x∥ ≥ R ,

V (xN ) + ⟨∇V (xN ), x− xN ⟩ − 1
2 ∥x− xN ∥2 , ∥x∥ < R .

By 1-smoothness of V , we have V ≥ V̂ , so that if we let µ̃0 := exp(−V̂ ), then µ̃0 ≥ π̃. Also, for
∥x∥ < R, we have the bound

µ̃0(x) = exp
(
−V (xN )− ⟨∇V (xN ), x− xN ⟩+ 1

2
∥x− xN ∥2

)
≤ exp

(
−V (x) + ∥x− xN ∥2

)
= π̃(x) exp(∥x− xN ∥2) ≤ exp(1) π̃(x) ,
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so that Zµ0/Zπ ≲ 1. We now perform rejection sampling using N ′ iterations with upper envelope
µ̃0, outputting a sample from µ0 if N ′ iterations are exceeded. Tracing through the proof of Propo-
sition 30, one can show that for the output µ of rejection sampling, it holds that FI(µQt ∥ π) ≤ ε2

for an appropriate choice of t. Moreover, the number of iterations of rejection sampling required to
achieve this satisfies N ′ ≲ log(

√
d/ε). Finally, since |N | ≤ (cR)d for a universal constant c > 0,

it requires O((cR)d) queries in order to build the upper envelope µ̃0, which proves the result.

To summarize the situation, if the effective radius R is known and fixed, then it is possible to
obtain O(log(1/ε)) complexity. However, if there is no a priori upper bound on the radius R, then
the lower bounds of Theorem 11 and Corollary 31 apply.
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