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A RESULTS FOR THE POLICY GRADIENT TEMPLATE

A.1 RESULTS WITH TRUE OBJECTIVE FUNCTION ρ(·)

The following lemmas establish some results related to the SF-based gradient estimate.

Lemma 7. E
[
∇̂µ,nρ(θ) | θ

]
= ∇ρµ(θ).

Proof. We follow the technique from Shamir [2017]. Since v1:n are i.i.d r.v.s, and have symmetric distribution around the
origin, we obtain

E
[
∇̂µ,nρ(θ) | θ

]
= Ev1:n

[
∇̂µ,nρ(θ)

]
=

d

2µn

n∑
i=1

Ev [(ρ(θ + µv)− ρ(θ − µv)) v]

=
d

2µ
(Ev [ρ(θ + µv)v] + Ev [ρ(θ + µ(−v))(−v)]) =

d

µ
Ev [ρ(θ + µv)v] = ∇ρµ(θ),

where last equality follows from [Flaxman et al., 2005, Lemma 2.1].

Lemma 8. Suppose ∀θ1, θ2 ∈ Rd, ‖∇ρ(θ1)−∇ρ(θ2)‖ ≤ Lρ′ ‖θ1 − θ2‖. Then ‖∇ρµ(θ)−∇ρ(θ)‖ ≤ µdLρ′

2 .

Proof. The result follows from [Gao et al., 2018, Proposition 7.5].

Lemma 9. Suppose ∀θ ∈ Rd, ρ(θ) is bounded and ∀θ1, θ2 ∈ Rd, |ρ(θ1)− ρ(θ2)| ≤ Lρ ‖θ1 − θ2‖. Then

E
[∥∥∥∇̂µ,nρ(θ)

∥∥∥2
]
≤ d2L2

ρ

n .

Proof. Since ∀v ∈ Sd−1, ‖v‖ = 1, from (12), we have

Ev1:n
[∥∥∥∇̂µ,nρ(θ)

∥∥∥2
]

(a)

≤ d2

4µ2n2

n∑
i=1

Ev
[
‖(ρ(θ + µv)− ρ(θ − µv)) v‖2

]
≤ d2

4µ2n
Ev
[
‖(ρ(θ + µv)− ρ(θ − µv))‖2 ‖v‖2

]
≤
d2L2

ρ

n
‖v‖4 =

d2L2
ρ

n
,

where (a) follows from the fact that v1:n are i.i.d mean zero r.v.s, and ρ(·) is bounded. Finally,

E
[∥∥∥∇̂µ,nρ(θ)

∥∥∥2
]

= E
[
Ev1:n

[∥∥∥∇̂µ,nρ(θ)
∥∥∥2
]]
≤
d2L2

ρ

n
.
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A.2 RESULTS WITH APPROXIMATE OBJECTIVE FUNCTION ρ̂m(·)

The following lemmas establish bounds for the bias and variance of the gradient estimate in (13).

Lemma 10. Suppose ∀θ ∈ Rd, ρ(θ) and ρ̂m(θ) are bounded, and E
[
|ρ(θ)− ρ̂m(θ)|2

]
≤ C1

m . Then

E

∥∥∥∥∥ dn
n∑
i=1

ρ̂m(θ ± µvi)− ρ(θ ± µvi)
2µ

vi

∥∥∥∥∥
2
 ≤ d2C1

4µ2mn
.

Proof. Notice that

E

∥∥∥∥∥ dn
n∑
i=1

ρ̂m(θ ± µvi)− ρ(θ ± µvi)
2µ

vi

∥∥∥∥∥
2
 ≤ d2

4n2µ2
E

Ev1:n
∥∥∥∥∥
n∑
i=1

(ρ̂m(θ ± µvi)− ρ(θ ± µvi)) vi

∥∥∥∥∥
2


(a)

≤ d2n

4µ2n2
E
[
Ev
[
‖ρ̂m(θ ± µv)− ρ(θ ± µv)v‖2

]]
(b)

≤ d2

4µ2n
E
[
Ev
[
(ρ̂m(θ ± µv)− ρ(θ ± µv))

2
]]

=
d2

4µ2n
E
[
(ρ̂m(θ ± µv)− ρ(θ ± µv))

2
]
≤ d2C1

4µ2mn
,

where (a) follows from the fact that v1:n are i.i.d mean zero r.v.s, and ρ̂m(·) and ρ(·) are bounded, and (b) follows since
‖v‖ = 1.

Lemma 11. E
[∥∥∥∇̂µ,nρ̂m(θ)−∇ρ(θ)

∥∥∥2
]
≤ 4d2L2

ρ

n + µ2d2L2
ρ′ + d2C1

µ2mn

Proof. Notice that

∇̂µ,nρ̂m(θ) =
d

n

n∑
i=1

ρ̂m(θ + µvi)− ρ̂m(θ − µvi)
2µ

vi

=
d

n

n∑
i=1

ρ(θ + µvi)− ρ(θ − µvi)
2µ

vi +
d

n

n∑
i=1

ρ̂m(θ + µvi)− ρ(θ + µvi)

2µ
vi +

d

n

n∑
i=1

ρ(θ − µvi)− ρ̂m(θ − µvi)
2µ

vi

= ∇̂µ,nρ(θ) +
d

n

n∑
i=1

ρ̂m(θ + µvi)− ρ(θ + µvi)

2µ
vi +

d

n

n∑
i=1

ρ(θ − µvi)− ρ̂m(θ − µvi)
2µ

vi. (37)

From (37) and Lemma 10, we obtain

E
[∥∥∥∇̂µ,nρ̂m(θ)−∇ρ(θ)

∥∥∥2
]
≤ 2E

[∥∥∥∇̂µ,nρ(θ)−∇ρg(θ)
∥∥∥2
]

+
d2C1

µ2mn

(a)

≤ 4E
[∥∥∥∇̂µ,nρ(θ)− E

[
∇̂µ,nρ(θ) | θ

]∥∥∥2
]

+ 4E
[
‖∇ρµ(θ)−∇ρ(θ)‖2

]
+

d2C1

µ2mn

(b)

≤ 4E
[∥∥∥∇̂µ,nρg(θ)∥∥∥2

]
+ µ2d2L2

ρ′ +
d2C1

µ2mn

(c)

≤
4d2L2

ρ

n
+ µ2d2L2

ρ′ +
d2C1

µ2mn
,

where (a) follows from Lemma 7, (b) follows from Lemma 8 and since E[‖X − E[X | Y ]‖2] ≤ E[‖X‖2], and (c) follows
from Lemma 9.



Lemma 12. E
[∥∥∥∇̂µ,nρ̂m(θ)

∥∥∥2
]
≤ 2d2L2

ρ

n + d2C1

µ2mn .

Proof. Using (37) and Lemma 10, we obtain

E
[∥∥∥∇̂µ,nρ̂m(θ)

∥∥∥2
]
≤ 2E

[∥∥∥∇̂µ,nρ(θ)
∥∥∥2
]

+
d2C1

µ2mn
≤

2d2L2
ρ

n
+

d2C1

µ2mn
,

where the last inequality follows from Lemma 9.

A.3 PROOF OF PROPOSITION 1

Using the fundamental theorem of calculus, we obtain

ρ(θk)− ρ(θk+1) = 〈∇ρ(θk), θk − θk+1〉+

∫ 1

0

〈∇ρ(θk+1 + τ(θk − θk+1))−∇ρ(θk), θk − θk+1〉 dτ

≤ 〈∇ρ(θk), θk − θk+1〉+

∫ 1

0

‖∇ρ(θk+1 + τ(θk − θk+1))−∇ρ(θk)‖ ‖θk − θk+1‖ dτ

(a)

≤ 〈∇ρ(θk), θk − θk+1〉+ Lρ′ ‖θk − θk+1‖2
∫ 1

0

(1− τ)dτ

= 〈∇ρ(θk), θk − θk+1〉+
Lρ′

2
‖θk − θk+1‖2

= α
〈
∇ρ(θk),−∇̂µ,nρ̂m(θk)

〉
+
Lρ′

2
α2
∥∥∥∇̂µ,nρ̂m(θk)

∥∥∥2

= α
〈
∇ρ(θk),∇ρ(θk)− ∇̂µ,nρ̂m(θk)

〉
− α ‖∇ρ(θk)‖2 +

Lρ′

2
α2
∥∥∥∇̂µ,nρ̂m(θk)

∥∥∥2

(b)

≤ α

2
‖∇ρ(θk)‖2 +

α

2

∥∥∥∇ρ(θk)− ∇̂µ,nρ̂m(θk)
∥∥∥2

− α ‖∇ρ(θk)‖2 +
Lρ′

2
α2
∥∥∥∇̂µ,nρ̂m(θk)

∥∥∥2

=
α

2

∥∥∥∇ρ(θk)− ∇̂µ,nρ̂m(θk)
∥∥∥2

− α

2
‖∇ρ(θk)‖2 +

Lρ′

2
α2
∥∥∥∇̂µ,nρ̂m(θk)

∥∥∥2

. (38)

In the above the step (a) follows since ρ(·) is smooth and the step (b) follows from 2〈a, b〉 ≤ ‖a‖2 + ‖b‖2. Rearranging and
taking expectations on both sides of (38), we obtain

αE
[
‖∇ρ(θk)‖2

]
≤ 2E [ρ(θk+1)− ρ(θk)] + Lρ′α

2E
[∥∥∥∇̂µ,nρ̂m(θk)

∥∥∥2
]

+ αE
[∥∥∥∇ρ(θk)− ∇̂µ,nρ̂m(θk)

∥∥∥2
]

≤ 2E [ρ(θk+1)− ρ(θk)] + Lρ′α
2

(
2d2L2

ρ

n
+

d2C1

µ2mn

)
+ α

(
4d2L2

ρ

n
+ µ2d2L2

ρ′ +
d2C1

µ2mn

)
(39)

where the last inequality follows from lemmas 11-12.

Summing up (39) from k = 0, · · · , N − 1, we obtain

α

N−1∑
k=0

E
[
‖∇ρ(θk)‖2

]
≤ 2E [ρ(θN )− ρ(θ0)] +NLρ′α

2

(
2d2L2

ρ

n
+

d2C1

µ2mn

)
+Nα

(
4d2L2

ρ

n
+ µ2d2L2

ρ′ +
d2C1

µ2mn

)
.

Since θR is chosen uniformly at random from the policy iterates {θ0, · · · , θN−1}, we obtain

E
[
‖∇ρ(θR)‖2

]
=

1

N

N−1∑
k=0

E
[
‖∇ρ(θk)‖2

]
≤ 2 (ρ∗ − ρ(θ0))

Nα
+ Lρ′α

(
2d2L2

ρ

n
+

d2C1

µ2mn

)
+

4d2L2
ρ

n
+ µ2d2L2

ρ′ +
d2C1

µ2mn
.



B DRM

B.1 ESTIMATING DRM USING ORDER STATISTICS

The following lemma estimates the DRM in an on-policy RL setting.

Lemma 13. ρ̂Gg (θ) =
m∑
i=1

Rθ(i)
(
g
(
1− i−1

m

)
− g

(
1− i

m

))
.

Proof. Our proof follows the technique from Kim [2010]. We rewrite (18) as

GmRθ (x) =


0, if x < Rθ(1)
i
m , if Rθ(i) ≤ x < Rθ(i+1), i ∈ {1,· · ·,m− 1}
1, if x ≥ Rθ(m),

(40)

where Rθ(i) is the ith smallest order statistic from the samples Rθ1, · · ·Rθm.

We assume without loss of generality that Rθ(j) < 0 < Rθ(j+1), and obtain,

ρ̂Gg (θ) =

0∫
−Mr

(g(1−GmRθ (x))− 1)dx+

Mr∫
0

g(1−GmRθ (x))dx

=

Rθ(1)∫
−Mr

(g(1−GmRθ (x))− 1)dx+

j∑
i=2

Rθ(i)∫
Rθ

(i−1)

(g(1−GmRθ (x))− 1)dx+

0∫
Rθ

(j)

(g(1−GmRθ (x))− 1)dx

+

Rθ(j+1)∫
0

g(1−GmRθ (x))dx+

m−1∑
i=j+1

Rθ(i+1)∫
Rθ

(i)

g(1−GmRθ (x))dx+

Mr∫
Rθ

(m)

g(1−GmRθ (x))dx

=

j∑
i=2

Rθ(i)∫
Rθ

(i−1)

(
g

(
1− i− 1

m

)
− 1

)
dx+

0∫
Rθ

(j)

(
g

(
1− j

m

)
− 1

)
dx+

Rθ(j+1)∫
0

g

(
1− j

m

)
dx

+

m−1∑
i=j+1

Rθ(i+1)∫
Rθ

(i)

g

(
1− i

m

)
dx

=

j∑
i=2

(
Rθ(i) −R

θ
(i−1)

)(
g

(
1− i− 1

m

)
− 1

)
−Rθ(j)

(
g

(
1− j

m

)
− 1

)
+Rθ(j+1)g

(
1− j

m

)

+

m−1∑
i=j+1

(
Rθ(i+1) −R

θ
(i)

)
g

(
1− i

m

)

=

j∑
i=2

(
Rθ(i) −R

θ
(i−1)

)
g

(
1− i− 1

m

)
+Rθ(1) +

m−1∑
i=j

(
Rθ(i+1) −R

θ
(i)

)
g

(
1− i

m

)

=

m∑
i=1

Rθ(i)g

(
1− i− 1

m

)
−
m−1∑
i=1

Rθ(i)g

(
1− i

m

)

=

m∑
i=1

Rθ(i)

(
g

(
1− i− 1

m

)
− g

(
1− i

m

))
.



The following lemma estimates the DRM in an off-policy RL setting.

Lemma 14. ρ̂Hg (θ) = Rb(1) +
m∑
i=2

Rb(i)g

(
1−min

{
1, 1

m

i−1∑
k=1

ψθ(k)

})
−
m−1∑
i=1

Rb(i)g

(
1−min

{
1, 1

m

i∑
k=1

ψθ(k)

})
.

Proof. We rewrite (22) as

Hm
Rθ (x) =


0, if x < Rb(1)

min{1, 1
m

i∑
j=1

ψθ(j)}, if Rb(i) ≤ x < Rθ(i+1), i ∈ {1,· · ·,m− 1}

1, if x ≥ Rb(m),

(41)

where Rb(i) is the ith smallest order statistic from the samples Rb1, · · ·Rbm, and ψθ(i) is the importance sampling ratio of Rb(i).

We assume without loss of generality that Rb(j) < 0 < Rb(j+1), and obtain,

ρ̂Hg (θ) =

0∫
−Mr

(g(1−Hm
Rθ (x))− 1)dx+

Mr∫
0

g(1−Hm
Rθ (x))dx

=

Rb(1)∫
−Mr

(g(1−Hm
Rθ (x))− 1)dx+

j∑
i=2

Rb(i)∫
Rb

(i−1)

(g(1−Hm
Rθ (x))− 1)dx+

0∫
Rb

(j)

(g(1−Hm
Rθ (x))− 1)dx

+

Rb(j+1)∫
0

g(1−Hm
Rθ (x))dx+

m−1∑
i=j+1

Rb(i+1)∫
Rb

(i)

g(1−Hm
Rθ (x))dx+

Mr∫
Rb

(m)

g(1−Hm
Rθ (x))dx

=

j∑
i=2

Rb(i)∫
Rb

(i−1)

(
g

(
1−min

{
1,

1

m

i−1∑
k=1

ψθ(k)

})
− 1

)
dx+

0∫
Rb

(j)

(
g

(
1−min

{
1,

1

m

j∑
k=1

ψθ(k)

})
− 1

)
dx

+

Rb(j+1)∫
0

g

(
1−min

{
1,

1

m

j∑
k=1

ψθ(k)

})
dx+

m−1∑
i=j+1

Rb(i+1)∫
Rb

(i)

g

(
1−min

{
1,

1

m

i∑
k=1

ψθ(k)

})
dx

=

j∑
i=2

(
Rb(i) −R

b
(i−1)

)(
g

(
1−min

{
1,

1

m

i−1∑
k=1

ψθ(k)

})
− 1

)
−Rb(j)

(
g

(
1−min

{
1,

1

m

j∑
k=1

ψθ(k)

})
− 1

)

+Rb(j+1)g

(
1−min

{
1,

1

m

j∑
k=1

ψθ(k)

})
+

m−1∑
i=j+1

(
Rb(i+1) −R

b
(i)

)
g

(
1−min

{
1,

1

m

i∑
k=1

ψθ(k)

})

=

j∑
i=2

(
Rb(i) −R

b
(i−1)

)
g

(
1−min

{
1,

1

m

i−1∑
k=1

ψθ(k)

})
+Rb(1)

+

m−1∑
i=j

(
Rb(i+1) −R

b
(i)

)
g

(
1−min

{
1,

1

m

i∑
k=1

ψθ(k)

})

= Rb(1) +

m∑
i=2

Rb(i)g

(
1−min

{
1,

1

m

i−1∑
k=1

ψθ(k)

})
−
m−1∑
i=1

Rb(i)g

(
1−min

{
1,

1

m

i∑
k=1

ψθ(k)

})
.



B.2 THE ESTIMATION ERROR OF THE DRM

In the following lemma, we bound the estimation error of the DRM in an on-policy RL setting.

Proof. (Lemma 1) Since ∀x ∈ (−Mr,Mr),
∣∣1{Rθ ≤ x}∣∣ ≤ 1 a.s., using Hoeffding’s inequality, we obtain ∀x ∈

(−Mr,Mr),

P (|GmRθ (x)− FRθ (x)| > ε) ≤ 2 exp

(
−mε

2

2

)
, and

E
[
|GmRθ (x)− FRθ (x)|2

]
=

∫ ∞
0

P
(
|GmRθ (x)− FRθ (x)| >

√
ε
)
dε ≤

∫ ∞
0

2 exp
(
−mε

2

)
dε =

4

m
. (42)

Now,

E
[∣∣ρg(θ)− ρ̂Gg (θ)

∣∣2] = E

∣∣∣∣∣
∫ Mr

−Mr

(g(1− FRθ (x))− g(1−GmRθ (x)))dx

∣∣∣∣∣
2


(a)

≤ 2MrE

[∫ Mr

−Mr

|(g(1− FRθ (x))− g(1−GmRθ (x)))|2 dx

]
(b)

≤ 2Mr

∫ Mr

−Mr

E
[
|(g(1− FRθ (x))− g(1−GmRθ (x)))|2

]
dx

(c)

≤ 2MrM
2
g′

∫ Mr

−Mr

E
[
|GmRθ (x)− FRθ (x)|2

]
dx

(d)

≤ 2MrM
2
g′

∫ Mr

−Mr

4

m
dx =

16M2
rM

2
g′

m
, (43)

where (a) follows from the Cauchy-Schwarz inequality, (b) follows from the Fubini’s theorem, (c) follows from Lemma 15,
and (d) follows from (42).

In the following lemma, we bound the estimation error of the DRM in an off-policy RL setting.

Proof. (Lemma 2) We use parallel arguments to the proof of Lemma 1.

From (6), we obtain ∀x ∈ (−Mr,Mr),
∣∣1{Rθ ≤ x}ψθ∣∣ ≤Ms a.s. From Hoeffding inequality, we obtain ∀x ∈ (−Mr,Mr),

P
(∣∣∣Ĥm

Rθ (x)− FRθ (x)
∣∣∣ > ε

)
≤ 2 exp

(
− mε

2

2M2
s

)
. (44)

From (22) and (23), we observe that P
(∣∣Hm

Rθ (x)− FRθ (x)
∣∣ > ε

)
≤ P

(∣∣∣Ĥm
Rθ (x)− FRθ (x)

∣∣∣ > ε
)

. Hence, we obtain
∀x ∈ (−Mr,Mr),

P (|Hm
Rθ (x)− FRθ (x)| > ε) ≤ 2 exp

(
− mε

2

2M2
s

)
. (45)

Using similar arguments as in (42) along with (45), we obtain ∀x ∈ [−Mr,Mr],

E
[
|Hm

Rθ (x)− FRθ (x)|2
]
≤ 4M2

s

m
,∀x. (46)

Using similar arguments as in (43) along with (46), we obtain

E
[∣∣ρg(θ)− ρ̂Hg (θ)

∣∣2] =
16M2

rM
2
g′M

2
s

m
.



B.3 LIPSCHITZ PROPERTIES OF THE DRM AND ITS GRADIENT

B.3.1 Results related to the distortion function

The following lemma establishes Lipschitzness of the g(·), and g′(·). We require this result to establish the smoothness of
the DRM.

Lemma 15. ∀t, t′ ∈ (0, 1),|g(t)− g(t′)| ≤Mg′ |t− t′|, and |g′(t)− g′(t′)| ≤Mg′′ |t− t′|.

Proof. Using mean value theorem, we obtain g(t) − g(t′) = g′(t̃)(t − t′), where t̃ ∈ (t, t′). From (A9), we obtain∣∣g′(t̃)∣∣ ≤Mg′ ,∀t̃ ∈ (0, 1). Hence, |g(t)− g(t′)| ≤Mg′ |t− t′| ∀t, t′ ∈ (0, 1).

Similarly, we have g′(t) − g′(t′) = g′′(t̃)(t − t′), where t̃ ∈ (t, t′). From (A9), we obtain
∣∣g′′(t̃)∣∣ ≤ Mg′′ ,∀t̃ ∈ (0, 1).

Hence, |g′(t)− g′(t′)| ≤Mg′′ |t− t′| ∀t, t′ ∈ (0, 1).

B.3.2 Lipschitz properties of the CDF

The following two lemmas establish an upper bound for the gradient and the Hessian of the CDF. These lemmas are similar
to lemmas in Vijayan and Prashanth [2023]. For the sake of completeness, we provide the detailed proof.

Lemma 16. ∀x ∈ (−Mr,Mr),

∇FRθ (x) = E

[
1{Rθ ≤ x}

T−1∑
t=0

∇ log πθ(At|St)

]
, and

∇2FRθ (x) = E

1{Rθ ≤ x}
T−1∑
t=0

∇2 log πθ(At|St) +

[
T−1∑
t=0

∇ log πθ(At|St)

][
T−1∑
t=0

∇ log πθ(At|St)

]T .
Proof. Let Ω denote the set of all sample episodes. For any episode ω ∈ Ω, we denote by T (ω), its length, and St(ω) and
At(ω), the state and action at time t ∈ {0, 1, 2, · · · } respectively.

Let R(ω) =
T (ω)−1∑
t=0

γtr(St(ω), At(ω), St+1(ω)) be the cumulative discounted reward of the episode ω, and let

Pθ(ω) =
T (ω)−1∏
t=0

πθ(At(ω)|St(ω))p(St+1(ω), St(ω), At(ω)).

From ∇Pθ(ω)
Pθ(ω) =

T (ω)−1∑
t=0

∇ log πθ(At(ω)|St(ω)), we obtain

∇FRθ (x) = ∇E
[
1{Rθ ≤ x}

]
= ∇

∑
ω∈Ω

1{R(ω) ≤ x}Pθ(ω)

(a)
=
∑
ω∈Ω

∇ (1{R(ω) ≤ x}Pθ(ω))

(b)
=
∑
ω∈Ω

1{R(ω) ≤ x}∇Pθ(ω)

=
∑
ω∈Ω

1{R(ω) ≤ x}∇Pθ(ω)

Pθ(ω)
Pθ(ω)

=
∑
ω∈Ω

1{R(ω) ≤ x}
T (ω)−1∑
t=0

∇ log πθ(At(ω)|St(ω))Pθ(ω)

= E

[
1{Rθ ≤ x}

T−1∑
t=0

∇ log πθ(At|St)

]
.

In the above, the equality in (a) follows by an application of the dominated convergence theorem to interchange the
differentiation and the expectation operation. The aforementioned application is allowed since (i) Ω is finite and the



underlying measure is bounded, as we consider an MDP where the state and actions spaces are finite, and the policies are
proper, (ii)∇ log πθ(At|St) is bounded from (A2). The equality in (b) follows, since for a given episode ω, the cumulative
reward R(ω) does not depend on θ.

Similarly,

from ∇2Pθ(ω)
Pθ(ω) =

T (ω)−1∑
t=0

∇2 log πθ(At(ω)|St(ω)) +

[
T (ω)−1∑
t=0

∇ log πθ(At(ω)|St(ω))

][
T (ω)−1∑
t=0

∇ log πθ(At(ω)|St(ω))

]T
,

we obtain

∇2FRθ (x) = E

1{Rθ ≤ x}
T−1∑
t=0

∇2 log πθ(At|St) +

[
T−1∑
t=0

∇ log πθ(At|St)

][
T−1∑
t=0

∇ log πθ(At|St)

]T .

Lemma 17. ∀x ∈ (−Mr,Mr), ‖∇FRθ (x)‖ ≤MeMd, and
∥∥∇2FRθ (x)

∥∥ ≤MeMh +M2
eM

2
d .

Proof. From (A2) and (2), for any x ∈ (−Mr,Mr), we have∥∥∥∥∥1{Rθ ≤ x}
T−1∑
t=0

∇ log πθ(At | St)

∥∥∥∥∥ ≤MeMd a.s, (47)

and∥∥∥∥∥∥1{Rθ ≤ x}
T−1∑
t=0

∇2 log πθ(At|St) +

[
T−1∑
t=0

∇ log πθ(At|St)

][
T−1∑
t=0

∇ log πθ(At|St)

]T∥∥∥∥∥∥ ≤MeMh +M2
eM

2
d a.s.

(48)

From Lemma 16, for any x ∈ (−Mr,Mr), we have

‖∇FRθ (x)‖ ≤ E

[∥∥∥∥∥1{Rθ ≤ x}
T−1∑
t=0

∇ log πθ(At|St)

∥∥∥∥∥
]
≤MeMd, (49)

and

∥∥∇2FRθ (x)
∥∥ ≤ E

∥∥∥∥∥∥1{Rθ ≤ x}
T−1∑
t=0

∇2 log πθ(At|St) +

[
T−1∑
t=0

∇ log πθ(At|St)

][
T−1∑
t=0

∇ log πθ(At|St)

]T∥∥∥∥∥∥


≤MeMh +M2
eM

2
d , (50)

where these inequalities follow from (47), (48), and the assumption that the state and action spaces are finite.

The following lemma establishes Lipschitzness of the CDF and its gradient.

Lemma 18. ∀x ∈ (−Mr,Mr),

|FRθ1 (x)− FRθ2 (x)| ≤MeMd ‖θ1 − θ2‖ , and

‖∇FRθ1 (x)−∇FRθ2 (x)‖ ≤ (MeMh +M2
eM

2
d ) ‖θ1 − θ2‖ .

Proof. The result follows by Lemma 17 and Lemma 1.2.2 in Nesterov [2004].



B.3.3 Gradient of the DRM

The following lemma derives an expression for the gradient of the DRM. This lemma is similar to Theorem 1 in Vijayan and
Prashanth [2023]. For the sake of completeness, we provide detailed proof.

Lemma 19. ∇ρg(θ)=−
∫Mr

−Mr
g′(1− FRθ (x))∇FRθ (x)dx.

Proof. Notice that

∇ρg(θ) = ∇
∫ 0

−Mr

(g(1− FRθ (x))− 1) dx+∇
∫ Mr

0

g(1− FRθ (x))dx

(a)
=

∫ 0

−Mr

∇ (g(1− FRθ (x))− 1) dx+

∫ Mr

0

∇g(1− FRθ (x))dx

= −
∫ Mr

−Mr

g′(1− FRθ (x))∇FRθ (x)dx.

In the above, (a) follows by an application of the dominated convergence theorem to interchange the differentiation and the
integration operation. The aforementioned application is allowed since (i) ρg(θ) is finite for any θ ∈ Rd; (ii) |g′(·)| ≤Mg′

from (A9), and∇FRθ (·) is bounded from (49). The bounds on g′ and∇FRθ imply∫Mr

−Mr
‖g′(1− FRθ (x))∇FRθ (x)‖ dx ≤ 2MrMg′MeMd.

B.3.4 Lipschitz properties of the DRM and its gradient

The following two lemmas establish the Lipschitzness of the DRM and its gradient.

Proof. (Lemma 3)

|ρg(θ1)− ρg(θ2)| ≤
∫ Mr

−Mr

|g(1− FRθ1 (x))− g(1− FRθ2 (x))| dx

(a)

≤ Mg′

∫ Mr

−Mr

|FRθ1 (x)− FRθ2 (x)| dx

(b)

≤ 2MrMg′MeMd ‖θ1 − θ2‖ ,

where (a) follows from Lemma 15 and (b) follows from Lemma 18. The result follows since Lρ = 2MrMg′MeMd.

From Lemma 19, we obtain

‖∇ρg(θ1)−∇ρg(θ2)‖

≤
∫ Mr

−Mr

‖g′(1− FRθ1 (x))∇FRθ1 (x)− g′(1− FRθ2 (x))∇FRθ2 (x)‖ dx

≤
∫ Mr

−Mr

‖g′(1− FRθ1 (x))∇FRθ1 (x) − g′(1− FRθ1 (x))∇FRθ2 (x) + g′(1− FRθ1 (x))∇FRθ2 (x)

−g′(1− FRθ2 (x))∇FRθ2 (x)‖ dx

≤
∫ Mr

−Mr

|g′(1− FRθ1 (x))| ‖∇FRθ1 (x)−∇FRθ2 (x)‖+ ‖∇FRθ2 (x)‖ |g′(1− FRθ1 (x))− g′(1− FRθ2 (x))| dx

(a)

≤
∫ Mr

−Mr

Mg′ ‖∇FRθ1 (x)−∇FRθ2 (x)‖+MeMdMg′′ |FRθ1 (x)− FRθ2 (x)| dx

(b)

≤
∫ Mr

−Mr

Mg′(MeMh +M2
eM

2
d ) ‖θ1 − θ2‖+M2

eM
2
dMg′′ ‖θ1 − θ2‖ dx

≤ 2MrMe

(
MhMg′ +MeM

2
d (Mg′ +Mg′′)

)
‖θ1 − θ2‖ ,

where (a) follows from (A9), and Lemmas 15, 17, and (b) follows from Lemma 18. The result follows since Lρ′ =
2MrMe

(
MhMg′ +MeM

2
d (Mg′ +Mg′′)

)
.



C MEAN-VARIANCE RISK MEASURE

C.1 THE ESTIMATION ERROR OF THE MVRM

In the following lemma, we bound the estimation error of the MVRM in an on-policy RL setting.

Proof. (Lemma 4) From (27) and (31), we obtain

E
[
|ρ̂πλ(θ)− ρλ(θ)|2

]
≤ 2E

[∣∣∣Ĵπm(θ)− J(θ)
∣∣∣2]+ 2λ2E

[∣∣∣V (θ)− V̂ πm(θ)
∣∣∣2]

≤ 8M2
r

m
+

32λ2M4
r

m
=

8M2
r + 32λ2M4

r

m
, (51)

where the last inequality follows from Theorem 2-3 [Mood et al., 1974, chapter V1] in conjunction with the fact
∣∣Rθ∣∣ ≤Mr

and m > 2.

In the following lemma, we bound the estimation error of the MVRM in an off-policy RL setting.

Proof. (Lemma 5) From (27) and (35), we obtain

E
[∣∣ρ̂bλ(θ)− ρλ(θ)

∣∣2] ≤ 2E
[∣∣∣Ĵbm(θ)− J(θ)

∣∣∣2]+ 2λ2E
[∣∣∣V (θ)− V̂ bm(θ)

∣∣∣2]
≤ 8M2

rM
2
s

m
+

32λ2M4
rM

4
s

m
=

8M2
rM

2
s + 32λ2M4

rM
4
s

m
, (52)

where the last inequality follows from Theorem 2-3 [Mood et al., 1974, chapter V1] in conjunction with the fact
∣∣Rbψθ∣∣ ≤

MrMs, and m > 2.

C.2 LIPSCHITZ PROPERTIES OF THE MVRM AND ITS GRADIENT

Proof. (Lemma 6) Let Ω denote the set of all sample episodes. For any episode ω ∈ Ω, we denote by T (ω), its length, and
St(ω) and At(ω), the state and action at time t ∈ {0, 1, 2, · · · } respectively.

Let R(ω) =
T (ω)−1∑
t=0

γtr(St(ω), At(ω), St+1(ω)) be the cumulative discounted reward of the episode ω, and let

Pθ(ω) =
T (ω)−1∏
t=0

πθ(At(ω)|St(ω))p(St+1(ω), St(ω), At(ω)).

From ∇Pθ(ω)
Pθ(ω) =

T (ω)−1∑
t=0

∇ log πθ(At(ω)|St(ω)), we obtain

∇J(θ) = ∇E
[
Rθ
]

= ∇
∑
ω∈Ω

R(ω)Pθ(ω)

(a)
=
∑
ω∈Ω

∇ (R(ω)Pθ(ω))

(b)
=
∑
ω∈Ω

R(ω)∇Pθ(ω)

=
∑
ω∈Ω

R(ω)
∇Pθ(ω)

Pθ(ω)
Pθ(ω) (53)

=
∑
ω∈Ω

R(ω)

T (ω)−1∑
t=0

∇ log πθ(At(ω)|St(ω))Pθ(ω)

= E

[
Rθ

T−1∑
t=0

∇ log πθ(At|St)

]
. (54)



In the above, (a) follows by an application of the dominated convergence theorem to interchange the differentiation and the
expectation operation. The aforementioned application is allowed since (i) Ω is finite and the underlying measure is bounded,
as we consider an MDP where the state and actions spaces are finite, and the policies are proper, (ii) ∇ log πθ(At|St) is
bounded from (A2). The step (b) follows, since for a given episode ω, the cumulative reward R(ω) does not depend on θ.

Similarly,

from ∇2Pθ(ω)
Pθ(ω) =

T (ω)−1∑
t=0

∇2 log πθ(At(ω)|St(ω)) +

[
T (ω)−1∑
t=0

∇ log πθ(At(ω)|St(ω))

][
T (ω)−1∑
t=0

∇ log πθ(At(ω)|St(ω))

]T
,

we obtain

∇2J(θ) = E

Rθ
T−1∑
t=0

∇2 log πθ(At|St) +

[
T−1∑
t=0

∇ log πθ(At|St)

][
T−1∑
t=0

∇ log πθ(At|St)

]T . (55)

Similarly,

∇E
[(
Rθ
)2]

= ∇
∑
ω∈Ω

R(ω)2Pθ(ω)

=
∑
ω∈Ω

∇
(
R(ω)2Pθ(ω)

)
(56)

=
∑
ω∈Ω

R(ω)2∇Pθ(ω)

=
∑
ω∈Ω

R(ω)2∇Pθ(ω)

Pθ(ω)
Pθ(ω) (57)

=
∑
ω∈Ω

R(ω)2

T (ω)−1∑
t=0

∇ log πθ(At(ω)|St(ω))Pθ(ω)

= E

[(
Rθ
)2 T−1∑

t=0

∇ log πθ(At|St)

]
, (58)

and

∇2E
[(
Rθ
)2]

= E

(Rθ)2
T−1∑
t=0

∇2 log πθ(At|St) +

[
T−1∑
t=0

∇ log πθ(At|St)

][
T−1∑
t=0

∇ log πθ(At|St)

]T . (59)

From (53)-(55), we obtain

‖∇J(θ)‖ ≤ E

[∥∥∥∥∥Rθ
T−1∑
t=0

∇ log πθ(At|St)

∥∥∥∥∥
]
≤MrE

[∥∥∥∥∥
T−1∑
t=0

∇ log πθ(At|St)

∥∥∥∥∥
]
≤MrMeMd, (60)

and

∥∥∇2J(θ)
∥∥ ≤ E

∥∥∥∥∥∥Rθ
T−1∑
t=0

∇2 log πθ(At|St) +

[
T−1∑
t=0

∇ log πθ(At|St)

][
T−1∑
t=0

∇ log πθ(At|St)

]T∥∥∥∥∥∥


≤MrE

∥∥∥∥∥
T−1∑
t=0

∇2 log πθ(At|St)

∥∥∥∥∥+

∥∥∥∥∥
T−1∑
t=0

∇ log πθ(At|St)

∥∥∥∥∥
2


≤Mr

(
MeMh +M2

eM
2
d

)
. (61)

Hence from (61) and Lemma 1.2.2 in Nesterov [2004], we obtain

‖∇J(θ1)−∇J(θ2)‖ ≤Mr

(
MeMh +M2

eM
2
d

)
‖θ1 − θ2‖ (62)



Similarly, from (56)-(59), we obtain∥∥∥∇E [(Rθ)2]∥∥∥ ≤M2
rE

[∥∥∥∥∥
T−1∑
t=0

∇ log πθ(At|St)

∥∥∥∥∥
]
≤M2

rMeMd, (63)

and∥∥∥∇2E
[(
Rθ
)2]∥∥∥ ≤M2

rE

∥∥∥∥∥
T−1∑
t=0

∇2 log πθ(At|St)

∥∥∥∥∥+

∥∥∥∥∥
T−1∑
t=0

∇ log πθ(At|St)

∥∥∥∥∥
2
 ≤M2

r

(
MeMh +M2

eM
2
d

)
. (64)

Now, ∥∥∇2V (θ)
∥∥ =

∥∥∥∇2
(
E
[(
Rθ
)2]− J(θ)2

)∥∥∥
=
∥∥∥∇2E

[(
Rθ
)2]− 2J(θ)∇2J(θ)− 2∇J(θ)∇J(θ)>

∥∥∥
≤
∥∥∥∇2E

[(
Rθ
)2]∥∥∥+ 2 |J(θ)|

∥∥∇2J(θ)
∥∥+ 2 ‖∇J(θ)‖2

≤ 3M2
rMeMh + 5M2

rM
2
eM

2
d . (65)

Hence, from (65) and Lemma 1.2.2 in Nesterov [2004], we obtain

‖∇V (θ1)−∇V (θ2)‖ ≤ λ
(
3M2

rMeMh + 5M2
rM

2
eM

2
d

)
‖θ1 − θ2‖ (66)

Now,

‖∇ρλ(θ)‖ = ‖∇J(θ)− λ∇V (θ)‖

≤ ‖∇J(θ)‖+ λ
∥∥∥∇E [(Rθ)2]∥∥∥+ 2λ |J(θ)| ‖∇J(θ)‖

≤MrMeMd + 3λM2
rMeMd. (67)

Hence, from (67) and Lemma 1.2.2 in Nesterov [2004], we obtain

|ρλ(θ1)− ρλ(θ1)| ≤
(
MrMeMd + 3λM2

rMeMd

)
‖θ1 − θ2‖ . (68)

From (62) and (66), we obtain

‖∇ρλ(θ1)−∇ρλ(θ1)‖ ≤ ‖∇J(θ1)−∇J(θ2)‖+ λ ‖∇V (θ2)−∇V (θ1)‖
≤
(
MrMe

(
Mh +MeM

2
d

)
+ λM2

rMe

(
3Mh + 5MeM

2
d

))
‖θ1 − θ2‖ . (69)
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